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Last week I looked at some of the preliminary responses from the
2005 readership survey. One comment in particular jumped out at me.
Someone noted he/she would like to see more old projects revamped
with up-to-date hardware. For that reader, and anyone else who shares
the same interest, this month we have a pair of articles about effective
updates to two different pulse generator projects.

First up we have Tom Napier’s article, “Real-Time Pulse Generator”
(page 18). Tom’s original TTL-level pulse generator was designed
around a Microchip 20-MHz PIC16C55 microcontroller. It generated
pulses from 0.1 µs to 0.99 s long. In the 1990s, the 20-MHz microcon-
troller was sufficient for Tom’s needs. But in 2005, 20 MHz pales in com-
parison to what’s available with new devices. The introduction of 40-MHz
PIC16C5x chips opened the door to new possibilities for this old project.
By redesigning his project around the latest PIC16C55, Tom doubled the
clock speed and vastly improved the system’s performance. The mini-
mum pulse period improved from 5 to 3 µs. Along the way, Tom also took
the opportunity to simplify his original code. Although Tom’s original
design served its purpose, the end result of the redesign is a more effi-
cient and more useful tool.

Brian Millier also recently took advantage of newly released hard-
ware to improve a pulse generator he designed in the late ’90s
(page 59). Built around an Am9513 from Advanced Micro Devices, the
original project lacked the kind of power Brian was looking for. He found
that power almost a decade later by upgrading to a Cypress PSoC.
Restructuring the project around a CY8C27443 microcontroller enabled
Brian to achieve his goal of generating pulses below 100 ns. As Brian
explains, the versatility of the CY8C27443 microcontroller’s internal and
external clocking options was a critical factor in the success of his
redesign.

There’s a lesson to be learned here: Don’t discard your old projects.
Whether you reluctantly designed a mediocre project at a time when bet-
ter hardware simply wasn’t accessible or you realize your formerly up-to-
date project is unimpressive by today’s standards, you probably have the
start of a solid, useful project. New hardware that offers more process-
ing power, faster speed, and enhanced flexibility can help you modern-
ize your original projects. Tom and Brian’s refined pulse generators
showcase what can be achieved when you combine cutting-edge tech-
nology with classic ideas.
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NEW PRODUCT NEWS Edited by John Gorsky

UPDATED COMPILER FOR COLDFIRE CHIPS
The third version of Crossware’s C compiler is for

Freescale’s ColdFire microprocessors and microcontrollers.
The new compiler simplifies development and increases
the speed of compiled programs.

The compiler can carry out the flow analysis of a program
and then use this analysis to perform optimizations that
aren’t otherwise possible. New addi-
tional calling conventions can be used
to further increase your compiled pro-
gram’s speed. In addition, you can pass
function parameters in registers and use
function inlining to eliminate the
function call.

A range of facilities was developed
to test the compiler and the libraries
that come with it. For instance, a
special version of the embedded
development studio can automatically
generate, compile, and execute com-

plex expressions. The code produced is self-checking.
Execution halts if a result is incorrect. Similarly, self-
checking code can be automatically generated to test
library functions. Randomly generated input data
ensures that the library functions operate correctly
with a wide range of inputs.

The new compiler, which is available
as part of the ColdFire Development
Suite, includes a C compiler assembler,
linker, simulator, and debugger all inte-
grated into an easy-to-use development
environment. A USB BDM interface
is also available to complete the set
of development tools. 

The suite costs approximately
$2,100.

Crossware
www.crossware.com

HIGH-PERFORMANCE SOCKET
The new high-performance SG-BGA-6156 socket allows

0.8-mm pitch, 17 mm × 17 mm ICs to be used in a socket
and operate without compromising performance in high-
speed computing and communication applications. The
sockets easily support dense BGA devices using a high-
performance conductive elastomer contactor. The contact
resistance is normally 10 mΩ. 

The sockets have a precision design that guides the IC
to the exact position for the connection of each ball and
uses an aluminum heatsink screw to provide compressive
force. The socket has a
thermal pad to conduct
heat from the silicon
to the heatsink screw.
The socket accommo-
dates IC packages such
as the Motorola 1473-01
package, 0.8-mm pitch
BGA, and 19 × 19 array
of balls. The socket
requires no mounting
holes and it needs only
3.75 mm of perimeter
space for the SMT
adaptor to be soldered on the target PCB. The socket also
can be mechanically mounted on the SMT adaptor. 

The SMT adaptor (SF-BGA332A-B-05) consists of a standard
high-temperature FR4 with plugged via technology, eutectic
SN63PB37 solder balls, and threaded inserts for mounting the
socket. These patented ZIF sockets are simply mounted on
the SMT adaptor, which is soldered to the target PCB. 

The socket SG-BGA-6156 costs $417. The SF-BGA332A-
B-05 costs $112.

Ironwood Electronics
www.ironwoodelectronics.com

DC BRUSH SERVO DRIVER
The EZSV10 DC Brush Servo Driver is the smallest

fully programmable DC servo driver and controller on the
market. Measuring just 0.95” × 1.4” × 0.6”, the EZSV10 is
smaller than a standard quadrature encoder and requires
little or no tuning when used with most motors measur-
ing less than 1.5” in diameter. A single four-wire bus (two
power and two communications) can daisy chain up to
16 DC motors simultaneously.

The fully intelligent driver/controller accepts high-level
commands from a serial port to control motors at 1.5 A
continuously from 12 to 40 V. Programming the EZSV10 is

intuitive. A first-
time user can
make a servo
motor move intel-
ligently in less
than 30 min.

The EZSV10 is
capable of stand-
alone operation.
By using an on-
board EEPROM
for user program

storage, it can be set to execute a string of commands at
power-up. Commands also can be issued from any serial
terminal program or from the EZServo/Stepper Windows
application.

The driver communicates by way of ASCII commands
to set operating parameters such as velocity, acceleration,
and position. The commands are intuitive and simple. The
industry-standard communication protocol is compatible
with devices that use the Cavro DT or OEM protocol. 

The EZSV10 costs $199.

AllMotion Inc.
www.allmotion.com

http://www.crossware.com
http://www.ironwoodelectronics.com
http://www.allmotion.com


http://www.silabs.com/MCU
http://www.silabs.com


10 Issue 181    August 2005 CIRCUIT CELLAR® www.circuitcellar.com

device. Rather than spend the money
on an off-the-shelf flight computer, I
designed my own. 

In this article, I’ll describe how I
built my Zilog Z8-based ZSAT flight
computer. With this system, I can
retrieve useful flight data on my cell
phone. No laptop computer required.
I’ll also explain how you can get
involved in high-power rocketry.

LEVEL 1 CERTIFICATION
Most of us involved in high-power

rocketry started out working with
model rocket kits and motors. But high-
power rocketry is different than model
rocketry. According to the NAR, a high-
power rocket must have either a motor
with more than 160 newton-seconds

If you’re interested in rocketry,
you’ve probably seen the movie
October Sky (1999). Or perhaps you’ve
read Homer Hickam’s book Rocket
Boys (1998), the memoir on which the
movie is based. It’s a story about both
a boy’s dream to discover our heavens
and the days of early amateur rock-
etry. Can it get any better than that? 

Today, amateurs are taking rocketry to
the next level. Groups like the National
Association of Rocketry (NAR), Tripoli,
the Civilian Space eXploration Team
(CSXT), and Scaled Composites are
working to expand our knowledge of
amateur rocketry. Some of the people
involved have claimed the big X PRIZE;
others have been after the challenge of
speed, altitude, and a safe recovery. 

High-tech components are now
pushing into the realm of amateur
rocketry, which has become more sport
than hobby. Rockets include RF/GPS
tracking systems, on-board flight cam-
eras (video and still), and flight com-
puters for measuring speed, tempera-
ture, and altitude. Dual-deployment
computers control the release of para-
chute systems, which some insiders
call “laundry.” Timing systems control
the staging of a multistage rocket (or
“air starts”). Universities are using
high-power rocket payload bays to test
small satellite components. Refer to
the CubeSAT program for more infor-
mation (http://cubesat.calpoly.edu). 

After building a high-power rocket of
my own, I wanted to add some high-
tech gadgetry to the system. I really
wanted a flight computer that could
measure the rocket’s acceleration, alti-
tude, and temperature, and then record
the data on a serial flash memory

(Ns) of total impulse (an H motor or
larger) or multiple motors working
together to exceed 320 Ns. The motor
must also have an average thrust in
excess of 80 N. Lastly, the rocket must
weigh more than 1,500 g or include air-
frame parts of ductile metal.

You must be certified to launch high-
power rockets. Level 1 certification is the
first step. You should first check out
the high-power rocket safety code
(www.nar.org/NARhpsc.html). Then, join
a local rocket club and attend a
launch. The process of Level 1 certifica-
tion is started by purchasing a Level 1
class motor (H and I). You should then
buddy up with someone who can help
you prepare your rocket for its first flight. 

On flight day, you’ll obtain your
motor reload. Load your motor casing,
pack the chute, fill out your flight
card, and head out to the range safety
officer (RSO) table. One tip: Don’t
install the igniter in the motor reload
until you have cleared the RSO table
and your rocket is on a launch pad.
For any certification flight, you’ll need
someone with Tripoli or NAR “pre-
fect” status to monitor your RSO
check, launch pad preparation process,
and launch. This person will later sign
off on your certification paperwork. 

Okay, so how did I get certified?
First, I made the mistake of buying a
Public Missiles, Ltd. (PML) AMRAAM 4
rocket kit with a dual-deployment
system, which turned out to be too
big and complicated for my first proj-
ect. Next, I joined the Association of
Experimental Rocketry of the Pacific
(AERO-PAC) and attended my first
launch in 2003 in the Black Rock
Desert in Nevada. The event brought

FEATURE ARTICLE by Steven Pope

Flight Computer for High-Power Rocketry
Steven’s ZSAT II flight computer can compile data like altitude and acceleration, and then send
it to his cell phone. The eZ8F642-based system includes a Trimble GPS module, a long-range
RF module, and a controller for a wireless video camera.

Photo 1—My Level 1 Mini-Me rocket is on the right. My
Level 2 Bootstrap Bill rocket is on the left. To the left of
the 54-mm Dr. Rocket motor casing is a second ZSAT II
payload bay with a camera system.
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me up to speed on all the terms, hard-
ware, and procedures. I then joined
Tripoli, NAR, AERO-PAC, and paid
for a Low Explosive Use (LEU) permit.
The total cost for joining the groups
and a three-year LEU permit was
approximately $320. During the six-
month period that followed, I pored
over all the written material I could
get my hands on.

I finally ended up purchasing a PML
AMRAAM 2 Level 1 rocket kit and a
29-mm Dr. Rocket motor casing (see
Photo 1). I also bought RocFlight soft-
ware for flight simulation. The soft-
ware simplifies the entire process. By
inputting my rocket’s size, weight,
drag, motor size, and type, I got its
speed, altitude, and Gs.

MINI-ME & ZSAT I
My high-power rocket club holds

three launches a year at Black Rock:
the MudRock launch in June, the
Aeronaut launch at the end of July, and
the AERO-PAC Extreme Performance
Rocket Ships (XPRS) launch at the end
of September. I completed my Level 1
certification flight at the July 2004
Aeronaut launch during a mission
called “Mini-Me,” which is also the
name of my AMRAAM 2 rocket.

After building the Mini-Me Level 1
rocket, I decided to add a payload area for
a flight computer that measures accelera-
tion, altitude, and temperature. My first
rocket flight computer, code named
ZSAT I, is shown in Photo 2. I can view
the flight data on my cell phone right
after a flight. Yes, it’s a little geeky!

I built the ZSAT I system around a
28-pin, 3-V, 8-KB, flash memory-based
Zilog Encore! F08 microcontroller, which
includes IrDA, 1 KB byte of SRAM, a
10-bit ADC, I2C, and an SPI port.

My Level 1 certification flight with
Mini-Me was on a H220W reload. The
cost of the motor reload was approxi-
mately $35. I didn’t do anything spe-

cial for this flight. I keep things sim-
ple. I purchased my reload on launch
day from a vendor at the launch site. I
then read the reload instructions,
installed the loaded 29/180 motor casing
in Mini-Me, taped my igniter to the side
of the rocket, filled out the flight card,
and headed down to the RSO table. 

After I hooked up with my Tripoli
prefect and cleared the RSO table, I
loaded Mini-Me on Pad 13, installed
the igniter, hooked the igniter clips to
the igniter, and pushed the launch pad
test button. All systems were go. I
then waited for my launch slot. Man, I
had some butterflies. 

Five, four, three, two, one…Fire in the
hole! Off she went, well, like a rocket. 

After my rocket was safely floating in
its chute, the butterflies in my stomach
disappeared and I set off to retrieve it.
My Level 1 certification was almost
completed at that point. I just had to
pick up the rocket and bring it to my
prefect so he could look it over and sign
my certification papers. 

ZSAT I TEST
I used the Mini-Me mission for more

than my certification. I also used it as a
test flight for my ZSAT I payload bay.
Still buzzing from the flight, I ran
down to vendor row and bought anoth-
er motor reload. For the second flight, I
put my ZSAT I flight computer in
Mini-Me’s payload bay. This time I
had an H248R. (I just love all this code
stuff. The R stands for Redline). I saw
a red flame as that baby burned. Cool. 

I used the Z8F08200100 develop-
ment kit for the ZSAT I. One of the
microcontroller’s coolest features is
its IrDA function. I cut out a small
window in the payload bay so I can
whip out my Palm OS cell phone on the
launch pad and arm ZSAT I for flight. 

On the launch pad, I loaded the ignit-
er, hooked up the igniter clips, and then
pulled the “remove before flight” pin. (I
love this added touch.) On ZSAT I, I
connected the 9-V battery’s positive ter-
minal to the control electronics and
took the negative terminal to the other
side of a power jack mounted on the side
of the rocket. The other side returns
ground back to ZSAT I. When the flight
pin is installed, the ground point is cut
and the 9-V battery is disconnected from

the electronics. Pulling the flight pin
connects the battery to ZSAT I.

Now came the cool part. I whipped
out my Palm OS cell phone, launched
my Palm application called Launchpad,
and beamed a control message via the
IrDA port that told the ZSAT I to prepare
for flight. ZSAT I returned with an
acknowledgment and flashed the launch
LED. The control firmware then started
looking at the accelerometer and waiting
for a change in its output, thus indicat-
ing Launch Detect. When Launch Detect
is triggered, the control firmware sam-
ples the three sensors and saves the data
in an SPI EEPROM device until it’s full. 

I armed ZSAT I on the launch pad
with my Palm OS cell phone, waited for
my launch slot, and then let her go (see
Photo 3). After takeoff, I tracked Mini-
Me on foot. When I reached it, I saw a
flashing LED sequence indicting that the
EEPROM storage was full. Again, I
whipped out my cell phone and asked
the rocket for flight status over the IrDA
port. The system quickly returned a
snapshot of the rocket’s altitude, speed,
and temperature: 3,400′, 620′ per second,
and an average payload temperature of
83°F, respectively. The firmware can dis-
play only one value on the screen, but I
plan to upgrade it in the near future so it
will display a flight graph. 

The launch at Black Rock was awe-
some. Because everything went as
planned, I immediately started thinking
about a Level 2 mission and a bigger,
better IrDA flight computer: ZSAT II.

Photo 2—The Z8F08-based ZSAT I flight computer is
the perfect size for a Level 1 rocket.

Photo 3—Check out Mini-Me taking off for the first time
with ZSAT I in its payload bay.
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Figure 1—A Z8F642 microcontroller monitors and controls the ZSAT II flight computer. This flash memory-based microcontroller has 64 KB bytes of program memory. New fea-
tures, changes, and improvements are easy to download via the debug connector J3.
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LEVEL 2 CERTIFICATION
The Level 2 certification process

begins with a 50-question written exam.
I took my Level 2 test a few weeks
before the XPRS launch in September,
so I was sure I could fly. Passing the
written test enabled me to purchase
motor reloads in the J, K, and L classes.
I selected a J415W for Bootstrap Bill, my
PML ARRAM3 rocket with a 54-mm
motor mount (see Photo 1). 

My plan for Bootstrap Bill was to
put it up early the next day. I kept the
first flight simple. It was a shakedown
flight without a payload. I purchased
my J415W reload for approximately
$80 and prepped Bootstrap Bill first
thing in the morning.

We flew a flag at our camp for
Bootstrap Bill’s maiden flight. With cam-
eras rolling, we carted it over to the RSO
table, answered a few questions, and
then set off to launch pad 22. After
Bootstrap Bill was loaded on the launch
rod and the igniter was installed, I gave
a big thumbs-up to the launch control
officer (so many cool titles). Once again,
I got the butterflies as I waited for my
rocket to take to the sky.

Five, four, three, two, one, launch. 
Seeing Bootstrap Bill clear the tower,

the sensation of butterflies in my stom-
ach turned into a feeling of joy. The up
part, as they say, was not 100%. About
halfway into the flight, Bootstrap Bill
fishtailed a little, but the event put
Bootstrap Bill back in control. I recov-
ered Bootstrap Bill about two miles from
the launch pad. I returned to my Tripoli
prefect to get my rocket examined and
my paperwork signed.

ZSAT II
ZSAT II is a lot like ZSAT I, but it

has a few more features (see Figure 1). I
used a bigger microcontroller, the
Z8F642, which has 64 KB of on-chip
flash memory and 4 KB of on-chip RAM.
It also includes a Trimble GPS module,
a MaxStream long-range RF module, and
a control for a 2.4-GHz wireless video
camera (see Photo 4).

ZSAT II can measure acceleration,
temperature, and altitude. An Analog
Devices ADXL250 ±50-g dual-axis
accelerometer measures acceleration. I
selected a dual-axis accelerometer to
measure both x and y forces. The

accelerometer’s outputs, each
of which goes into an ADC
channel, are sampled to
detect a launch and continue
to save samples in the exter-
nal SPI flash memory during
a flight. The most important
thing here is to mount the
accelerometer in the right
direction. 

After you turn on and
enable the flight computer
using the Palm IrDA soft-
ware, the main control
loop reads the x accelerom-
eter input and waits for a
force in the upward direc-
tion to start the flight data
logging. A backwards
accelerometer means no
flight data! 

Altitude is measured with
a a Motorola MPX4100
pressure sensor. The sensor’s output is
connected to an ADC input on the
Z8F642 MCU. When the rocket is armed
for flight using the IrDA port, a read-
ing is sampled to determine the launch

site’s pressure, which is then used to
calculate the altitude. During the
flight, samples are continually taken and
saved in the external SPI flash memory. 

A Trimble GPS Module is available

Photo 4a—The ZSAT II flight computer includes a Trimble GPS module
and GPS antenna mounted on top of 9-V batteries. The IrDA transceiver
is located just below the Sky label at the top of the board. This location
lines up with a window that I cut in the payload bay. b—Here you can
see the MaxStream 900-MHz RF module, the battery holder for GPS
backup battery, and a terminal block for connecting the wireless camera.

a) b)

http://www.lemosint.com


14 Issue 181    August 2005 CIRCUIT CELLAR® www.circuitcellar.com

on the Z8F642’s serial port 0, which is
shared with the IrDA transceiver. A
routine yet to be developed will sam-
ple the GPS inputs and switch back to
look for pending IrDA data. During
flight, serial port 0 is turned over to the
GPS module. After the flight (pressure
sample = baseline), the control firmware
needs to sample the GPS input. This
data is transmitted via the MaxStream
RF module on serial port 1 to signal
the rocket’s positions on the playa. 

Listing 1 is ZSAT II’s main control
loop. The go_for_launch flag is set
when a command is sent over either
the IrDA port or the 900-MHz RF
link. This triggers the flight computer
to start sampling the accelerometer
channel looking for a Launch Detect.
A sampled value over 0x5A hex tells
the system that the rocket is in the
air. From this point on, all ADC chan-
nels are sampled and saved in an SPI
EEPROM for me to review after the
flight using my IrDA PDA or computer.

ZSAT II TEST
I selected a J468R for ZSAT II’s

shakedown flight on Bootstrap Bill. I
built this reload in the afternoon and
loaded it into Bootstrap Bill. I then
prepped ZSAT II, which also has pro-
visions to trigger two electronic
matches that can be used to release
the parachute system or timing con-
trol for a multiple-stage rocket. 

Two other systems came into play
at this point. One was a new RF mod-
ule that plugs into a Palm OS device
for long-range RF control. On the
launch pad, I still had my IrDA port,
which has become a standard addition
to all of my products. But as the rocket
cleared the pad, the IrDA port didn’t
work. I could then switch over to this
Palm-based RF handheld system. 

I developed a central command sta-
tion that enables people back at base
camp to monitor the rocket (see Photo 5).
On this mission, I loaded Bootstrap Bill
on the launch pad and radioed to cen-
tral command to power up the on-board
camera for a video test (see Photo 6). A
command sent over the RF link turned
on the camera. A clear video signal was
seen on the TV monitor at our base
camp. Cool! There was a lot going on
at this point with the system.

Bootstrap Bill flew like an eagle. In
all the excitement, I radioed back to
base camp for an update on the video. 

“We got it! We got it!” was the
enthusiastic response. 

As I moved out to recover Bootstrap
Bill, I asked for an update on the video
but was given the order to keep
recording. Extremely bad orders! By
doing this, I taped over the good stuff.

Well, I’m still happy that I recovered
the system. It definitely works.

NEW DEVELOPMENTS
A new feature called “Talking Pay-

load” is currently under development.
After the microcontroller detects the
launch condition, RF messages will be
sent to a small RF ground box that will
look up a programmed MP3 clip. A PA

Listing 1—This is ZSAT II’s main control loop. Launch Detect is determined when the accelerometer output
goes above a hex value of 0x5A.

*******************************************************************
Wait for �Launch� control loop
*******************************************************************
if (go_for_launch) //Flag set by Palm IrDA port � �Arm for Flight�

{
*******************************************************************
Get ground reference
*******************************************************************
//Pressure on ADC 0
//ACC X (up) on ADC 1
//ACC Y (Side) on ADC 2

read_save_allsensor_data(0); //Get base line start save at 
//address 0

//Save four bytes
do
{
ACTL = 0xA1; //Start channel 1 conversion ACC X
while (ACTL & 0x80); //Wait for conversion to complete
data_hi = ADHR; //Read X data
}
while(data_hi <= 0x5A); //Wait for launch detect

*******************************************************************
We have Launch Detect
*******************************************************************

PAO |= 0x02; //Turn on LED
//Launch

addr_loc =4; //Next address to save at
do
{
ACTL = 0xA0; //Start channel 0 conversion
while (ACTL & 0x80);
data_hi = ADHR;
set_spi_wr_en();
SPI_Write(data_hi,addr_loc);
read_spi_status();
do
{
read_spi_status();
}while (spistatus & 0x01);
addr_loc++;
ACTL = 0xA1; //Start channel 1 conversion
while (ACTL & 0x80);
data_hi = ADHR;
set_spi_wr_en();
SPI_Write(data_hi,addr_loc);
read_spi_status();
do
{
read_spi_status();
}while (spistatus & 0x01);
addr_loc++;
}while(addr_loc <= 0x3FFF); //Keep reading pressure until 

//memory is full
PAO &= 0x0D; //Turn off LED, memory full
go_for_launch = 0; //Tell upper layers flight is over
}

}
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system in the LCO area will be hooked
up to an FM transmitter that broadcasts
on FM band 99.9. So, when the LCO
makes an announcement about a rocket,
it also will be sent over the FM waves
for everyone on the flight line to hear. 

A second audio channel on the PA
system will enable the rocket to tell the
spectators what’s going on inside the
rocket. For example, as the rocket lifts
off the pad, a message from the on-board
flight computer will trigger a message to
the MP3 ground station to play an MP3
clip: “Launch Detected on Pad 22.”

The MP3 clips will be prepro-
grammed using a text-to-speech pro-
gram and stored on an SD card. As the
rocket hits its apogee, the talking pay-
load system will trigger a “Whoo Hoo!”
audio clip. I’ll be able to output key data
like the peak altitude and speed. This is
just another example of a cool feature
you can add with your own Zilog-
based flight computer. I hope to test
the system at a real launch this year. 

MORE TO COME
So what’s next? The big Level 3. It’s

a lot harder to fly a Level 3 class rock-
et. I’ll need to plan this one with a
Level 3 rocketeer. Plus everything is
more costly. I still have a lot to learn
as a Level 2 rocketeer. I plan on run-
ning many more test flights to make
sure everything is working at 100%
before I add a flight computer to a

Level 3 rocket.
High-power rocketry has come a

long way over the years. My passion for
embedded control electronics and
firmware has turned this activity into an
addiction that drives me to dream up
new widgets. What can I dream up next
for this sport? The PDA handheld device
can serve as a great tool. I plan on refin-
ing ZSAT II’s basic hardware platform. 

A lot of work still needs to be done
with respect to the process of recover-
ing the rocket when it lands. Adding
MP3 voice prompts to the system
would be a great start. 

Another area I am thinking about is
video (and still imaging on the ground
and in the air). I envision a number of
cameras working together to document
my missions from numerous angles. 

Blending devices and systems that
weren’t originally intended for use in
the high-power rocket market is a fun
and rewarding process. With my PDA
cell phone, I can launch and recover
my high power rockets. This was a
technological advance that just had to
be done. One small step for BootStrap
Bill, one giant leap for PDAs. I

Photo 6—Bootstrap Bill’s payload bay has a video cam-
era. I used my Palm OS cell phone to beam commands
into the payload bay using the IrDA transceiver. The IrDA
window input is shown on the right side of the payload
bay. The “Remove Before Flight” safety flag removes
power from the flight computer when it’s installed.

Steven Pope has a B.S.E.E. and holds five
U.S. patents. He is a fellow at Zilog,
where he focuses on embedded micro-
processor applications. Steven’s hobbies
range from astronomy to model trains
and high-power rockets. He maintains a
web site with some of his projects at
www.geekfreaks.com. You may reach
him at stevens-designs@comcast.net.

PROJECT FILES
To download the code, go to ftp.circuit
cellar.com/pub/Circuit_Cellar/2005/181.

RESOURCES
Alriss OpenClass and CanSat Projects,
www.arliss.org.

Association of Experimental Rocketry
of the Pacific, www.aeropac.org.

Extreme Performance Rocket Ships,
www.xprs.org.

National Association of Rocketry,
www.nar.org.

National Fire Protection Association
Code 1127, www.normas.com/NFPA/
PAGES/NFPA-1127%2802%29.html.

Tripoli, www.tripoli.org.

SOURCES
ADXL250 Accelerometer
Analog Devices
www.analog.com

High-power motor casing
Dr. Rocket
www.drrocket.com

XStream wireless OEM module
MaxStream
www.maxstream.net

MPX4100 Pressure sensor
Motorola
www.motorola.com

GPS Module
Trimble
www.trimble.com

Z8F642 MCU development kit
Zilog
www.zilog.com

Author’s note: Three levels of high-
power rocketry certification were set up
in 1995 according to the National Fire
Protection Association’s (NFPA) code
1127. Some states haven’t adopted it
yet. Check your state’s laws before
attempting to launch a high-power rock-
et. The federal government regulates
high-power rockets and motors. You
must apply for and receive an FAA waiv-
er before launching high-power rocket.
You must also apply for and receive a

Photo 5—I used this central command station at our
base camp. It includes an eZ80 MCU, a 240 × 320
graphic LCD, a MaxStream 900-MHz RF module
(mounted on back), and a video camera that records
the downlink video from ZSAT II. The rocket’s status and
its commands can be controlled from this station.

BATF LEU permit before taking
receipt of any rocket motors exceeding
62.5 g of propellant.

ftp://ftp.circuitcellar.com/pub/Circuit_Cellar/2005/181
http://www.arliss.org
http://www.aeropac.org
http://www.xprs.org
http://www.nar.org
http://www.normas.com/NFPA/PAGES/NFPA-1127%2802%29.html
http://www.tripoli.org
http://www.analog.com
http://www.drrocket.com
http://www.maxstream.net
http://www.motorola.com
http://www.trimble.com
http://www.zilog.com
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TIME TO UPGRADE?
This unexpected interest and the

recent availability of 40-MHz versions of
the PIC16C5x series prompted me take
another look at my old design. Would
the faster chips enable me to design a
PIC-based pulse generator with less hard-
ware and an improved specification?

The original code was probably the
most intricate real-time embedded pro-
gram I’d ever written. Even working from
the source listing, it wasn’t immediately
clear what did what and how things
could be changed. I ended up writing a
much more straightforward program
only distantly related to its predecessor.

REALLY REAL TIME
In both pulse generators, the micro-

controller reads the thumb-wheel
switches in real time as it generates
output pulses. A rotary switch selects
the time scale, and the code combines
two different programs within the
PIC16C55’s 512-instruction memory.

Originally, the faster program gener-
ated pulses with periods from 5 to 99 µs
and lengths from 0.1 to 9.9 µs. One of
10 code segments set a coarse length
from 0 to 9 µs. This was followed by one
of five code segments to set a fine length
from 0 to 0.8 µs. The former switched a
port bit from low to high; the latter
switched it low again. The 15 code
segments, spaced at 16-instruction
intervals, occupied almost all of the
256-instruction space, which, in the
PIC16C55, can be accessed by a com-
puted GOTO instruction. 

The inherent instruction time resolu-
tion was 200 ns, but some ingenious hard-
ware extended the generated pulse by an
additional 100 ns as required. This took a
second output pulse, negative going and
0.2 µs long. Both pulses were driven low

Back when I quit my day job and
became a full-time electronics consult-
ant and writer, I had to find a way to
acquire test equipment. The solution I
adopted was to develop and build my
own. Among other things, this gave me
an excuse to write programs for the then
recently introduced PIC microcon-
trollers from Microchip Technology.

I realized that if I could build an
instrument, you could too. Thus, it
became my practice, after building
something, to write an article about it.
My intention has been to provide oth-
ers with interesting and useful con-
struction projects and, perhaps, to
teach a little about electronics and
programming. Of course, if a manufac-
turer would like to license one of my
designs, I won’t turn them down.

PULSE GENERATOR 1
One of my first projects was a

TTL-level pulse generator based on a
Microchip PIC16C55. A pair of two-digit,
thumb-wheel switches and a range
switch enabled it to generate pulses from
0.1 µs to 0.99 s long. These were synchro-
nized to the 20-MHz crystal clock that
drove the PIC16C55. One problem I had
to solve was how to select and generate
pulse lengths in 0.1-µs increments with a
processor that took 0.2 µs to execute an
instruction. I designed a hardware solu-
tion that appeared in the December 1998
issue of the defunct Electronics Now.

For a while I sold preprogrammed
PIC chips for my projects, but doing
that was more trouble than it was
worth, so I stopped some years ago.
Interestingly, a former Electronics
Now reader recently tracked me down
and requested a pulse generator chip.
So, I dug out my old code and pro-
grammed a PIC16C55 for him.

together, not by clearing port A, but by
swapping port A’s nonexistent upper nib-
ble into its lower nibble. Thus, I avoided
having to set the 0 flag bit. This was typi-
cal of the trickery the project demanded.

The second program handled the five
slower ranges. Dividing the external
clock down in decades lengthened the
time scale. On the slowest range, the
PIC16C55 ran from a 20-kHz clock. This
program’s inherent period range was 10
to 990 µs with pulse lengths from 1 to
99 µs. It wasn’t pretty, but it worked.

FASTER & SIMPLER
Recent revisions of the PIC16C5x

chips can, at least in their windowed
versions, run from a 40-MHz clock
rather than at the 20 MHz maximum
of the original models. They can gen-
erate pulse lengths in 100-ns incre-
ments without external help. My new
generator runs from a half-size 40-MHz
crystal oscillator.

Using a faster PIC enabled me to
improve the minimum pulse period
specification from 5 to 3 µs. It also
enabled me to use software rather
than a hardware clock divider to make
range changes. Originally, five different
clock frequencies went to a front panel
switch and the selected one came back
down. You can get away with this at
20 MHz, but it’s a bit iffy at 40 MHz.

Only two PIC pins are available for
range inputs, so this version has only
four ranges. I’d hardly ever used the
two slower ranges, so I thought elimi-
nating them was a reasonable compro-
mise. The range switch sets the basic
time unit to 1 µs, 10 µs, 100 µs, or 1
ms. The period can be any two-digit
multiple of this unit subject to a mini-
mum value of 3 µs on the 1 µs range.
The pulse length also has two digits,

FEATURE ARTICLE by Tom Napier

Real-Time Pulse Generator
Access to faster PIC processors inspired Tom to revisit an old pulse generator design. The
result is both a practical construction project and an exercise in real-time programming.
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but there’s a decimal point between
them (i.e., on any given range, the
maximum pulse length is a tenth of
the maximum pulse period). With a
switch resolution of 0 to 99, selecting
a suitable decade can set many useful
combinations.

CHANGE OF PHILOSOPHY
The 0.1-µs increments are generated

by a computed jump to one of 10 fine-
length code segments. These are all
12 instructions long, but they’re padded
to 16 instructions to simplify indexing.
This leaves insufficient code space for
10 coarse-length routines. I had to use
a common coarse-length routine and

transfer some tasks to the fine segments.
All other things being equal, a dou-

ble-speed processor halves the mini-
mum pulse period. Because the period
switch sets microsecond units, the
minimum period had to be either 2 or
3 µs. The number of instructions per
loop would be a little higher in this
version, so a 20-instruction loop just
wouldn’t work. A 30-instruction loop
was feasible; that’s where the 3-µs
minimum period came from.

The diagram in Figure 1 is an outline
of the pulse generation process. Coarse
segments can have many different
lengths. Fine segments all have the same
length and are almost identical. Only the
point where the pulse goes low varies
from segment to segment. If the coarse
length digit is zero, the pulse starts at
the first instruction of the relevant fine
length routine and ends less than 1 ms
later. (The zero-length fine segment
starts with a pulse-down instruction.) 

After the fine code has lowered the
pulse, the common code takes over. This
inserts a variable off time delay with a
pulse-up instruction at position 20.

This is followed by the variable on
time delay. If the coarse-length digit is
zero, both the pulse-up instruction
and the delay code are bypassed. The
loop repeats by jumping to one of the
10 fine-length routines according to
the fine-length switch setting.

The pulse-off time may be as short
as 1.1 µs. If the period is, say, 5 µs,
any length from 0.1 to 3.9 µs is valid.
If you need a longer high-level pulse,
you can use the inverted TTL output.
For example, setting a length of 0.1 µs
gives you a pulse that’s high for 4.9 µs
out of every 5 µs.

CONDITIONAL ARITHMETIC 
My first working version of the code

did arithmetic, but only when
required. For example, if the coarse
pulse length was zero or one, no extra
on time delay was needed. Setting a
pulse length greater than one added a
1-µs delay per unit and decremented
the off time counter. The fine period
switch was read and added during the
fine length routines. Allowing for the
3-µs minimum loop cycle gave an off

1-µs Steps Output pulse 0.1-µs Steps

Delay depends
on pulse length

One of 10
fine segments 

Delay depends on
period length

Figure 1—On the fast range, the coarse length seg-
ments come first. (The time isn’t to scale.) On the slow-
er ranges, it was easier to reverse this order.

http://www.imagecraft.com
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time count equal to the period minus
the coarse length minus 2. A decre-
ment-and-skip-if-zero instruction test-
ed the count and bypassed the off
time delay as necessary.

The coarse period digit, multiplied by
10, had to be added to the off time count-
er. This calculation and addition took too
long for the basic loop, so my initial solu-
tion was to do the calculation only when
there was a non-zero tens digit. In that
case there was inherently time available
to process the digit. This calculation
added 1 µs to the pulse off time, so the
off time count was reduced by one to
compensate. This worked, except when
the period was 10 or 11 µs. Then the
1.1 µs minimum off time ought to per-
mit setting pulse lengths up to 8.9 and
9.9 µs, respectively. The extra 1 µs of
off time limited the pulse lengths to
7.9 and 8.9 µs. This introduced a
small anomaly in the specification
and provoked me to rewrite the code.

KICK SELF TIME
After spending some days immersed in

flowcharts and trial coding, I’d concluded
that a fix was impossible. Handling
one special case (digit = 0) was feasible.
Adding another case (digit = 1) required
too many tests and jumps. Having
squeezed the most I could out of the
instruction set, I finally asked myself
which of the chip’s features were not
being used. One was the index register.

Early on I’d considered using a look-up
table to add digits pre-multiplied by 10.
After all, why multiply in the program
when the assembler can do it for you?
But I dropped this idea because the usual
table look-up structure—CALL X and
RETURN N—would have chewed up far
too much time. I’d totally overlooked
the fact that the PIC’s index register can
address a table. The start-up code that
loads the table into RAM does all the
necessary multiplications.

This slip was so silly because I was
already using a preloaded register to
add a constant to the W register with
one instruction. (The PIC16C55 has
immediate logic instructions but no
immediate arithmetic instructions.)
Putting the coarse period digit plus 16
in the index register made the add-a-
constant instruction into add-one-of-
10-registers. Each is preloaded with a

multiple of 10 less a 3-µs offset.
After I finished kicking myself for

the wasted effort, I replaced the existing
code with eight straight-line instructions
without a special case or skip instruction
in sight. I even had an instruction left
over that I used to improve the range
switching. Very sweet!

SLOWER AND EASIER
The three slower ranges, although

simpler to implement using standard
programming techniques, also presented
some tricky problems. This time the
minimum pulse length was 1 µs and the
minimum period was 10 µs. The mini-
mum off time was also 1 µs. A 9-µs
pulse length in a 10-µs period is valid.

Here the solution was to put the
fine-length control first. I wrote 10 µs
worth of code that starts with “pulse
down” and has an “Are we there yet?”
instruction every microsecond. The fine
pulse length countdown raises the output
pulse N µs from the end of the segment.
If the period is 10 µs, the same segment
is repeated endlessly. Longer periods are
achieved by inserting up to 98 dummy
10-µs segments. Each of these also starts
with a pulse-down instruction, but it is
skipped unless the coarse-length count-
er has reached zero. There’s no need to
compute the off time because the length
and period counters are independent.

SMART DUMMIES 
A dummy segment performs two

jobs: it ends the pulse when the coarse
length runs out and decides whether
to return to the main segment or
insert another dummy. Each dummy
segment is padded by a 10-µs wait loop.

There’s just one teensy fly in the oint-
ment. If the fine pulse length is zero, the
output pulse begins at the start of the
first dummy segment in the time slot
that’s usually used for turning off pulses.
That means there’s a three-way choice
to be made at the start of each
dummy segment: turn off a pulse,
turn on a pulse, or do nothing. This
takes carefully counted branching code.
It also requires keeping track of which is
the first dummy segment. All this
chews up instructions and hence time.

AND A BUSY MAIN
The 10-µs main segment is long

enough to read the switches, load the
length and period counters, and test if
your setup is valid. There’s also time
in each 1-µs block of code to insert a
conditional subroutine call. This adds
a time delay of 9 or 99 µs to every 1 µs
to provide the two slower ranges. (No,
I didn’t borrow this algorithm from a
popular operating system.) The time
delay in the middle of each dummy
segment is also greatly increased on
the two lower ranges.

Only the fine-length parameter is used
during the main segment itself; it’s
decremented to see when to start the
pulse. The period parameter is decre-
mented at the end of the segment to see
whether one or more dummy segments
should be inserted. The coarse-length
parameter is only used within a dummy
segment (not in the main segment). As
a consequence, the values of the period
and the coarse length switches can be
read anywhere during the main segment,
provided their processing doesn’t impede
the fine pulse length computation. 

As the fine length parameter is
decremented within the segment, the
first thing the code does is copy the
length calculated during the previous
segment into a working register. This
leaves the first register free for a new
switch input.

The time available between pulse-edge
tests comes in blocks of five instruc-
tions. Processing is broken up in such a
way that the content of the W register
need not be preserved between blocks.
(Generating a pulse edge doesn’t affect it,
but inserting a time delay does.) The
process of computing the difference
between the pulse length and the pulse
period that sets the valid flag occurs after
these parameters have been calculated.

The port A bit that indicates an
invalid setting and disables the output
may change only when the pulse is
off. This requires the flag to be tested
and the port A bit to be set during a 1-µs
period near the start of the segment.
That’s the only point when the pulse
is guaranteed to be off.

There was a block of five instructions
free, so I added a test for a zero pulse
length setting. This also set the invalid
flag. As it happened, the fast code gen-
erated no output in this case, but the
slow code did. If you do something
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dumb, it’s better to get no output and
a warning than an unexpected output.

RANGE SWITCHING
The last little job the main segment

does is test the range switch. The
four-way range switch has two com-
mon contacts connected to the two
port pins. The appropriate single con-
tacts are connected to 5 V to give a
binary Grey-coded input.

The fast software tests both bits and
jumps to the slow software if either are
a one. This uses only three instructions.
The slow software does a conventional
mask-and-test-if-zero to set its inter-
nal flags or to return to the fast range.

GETTING IT RIGHT
Debugging time-critical code of this

nature is an interesting exercise. I
added index numbers to each instruc-
tion as I wrote the code. This enabled
me to check, for example, that alter-
native paths contain the same number
of instructions and that extending the
period adds the correct loop length.

The final test criteria were the output
pulse lengths and periods themselves.

Checking a period is easy enough with a
frequency meter, although I needed a six-
digit meter to track down some one-
instruction timing errors in my original
code. On the fastest range, the pulse
length is never longer than 9.9 µs. A tim-
ing error of one instruction (100 ns) is
easily visible on the oscilloscope. On the
slower ranges, where a pulse can be from
990 to 99,000 instructions long, lengths
must be checked in stages. I compared a
pulse length on one range with a known
pulse period on the next faster range.
This enabled me to compare two time
intervals against each other rather than
comparing each against the possibly
erroneous oscilloscope time base.

Photo 1—The 74AC74 output chip supplies an extremely
clean 2.5-V, 100-ns pulse into 50 W.

OPERATOR ERRORS
On the fastest range, a negative result

in the off time register indicates that an
invalid combination of length and period
has been set. This lowers a port A bit
that both lights an LED and disables the
output driver during the output pulse.
(The alarm signal is high for 0.6 µs dur-
ing the pulse-off time so the LED bright-
ness depends somewhat on your setting.)

The slower ranges had more time
available for testing the setting. Here the
length and period are compared directly
and the output is disabled if the combi-
nation is invalid. Setting a zero pulse
length is also flagged on all ranges.

OUTPUT DRIVER
A PIC chip produces extremely clean

and fast output pulses. For some applica-
tions, a PIC could act as a stand-alone
pulse generator. (Should only a limit-
ed number of lengths and periods be
required, an 18-pin PIC16C54C/JW
would suffice.) For my full-function,
bench-top instrument I added an output
driver chip, a 74AC74 dual D flip-flop.
This supplies well-synchronized nor-
mal and inverted outputs with rise and

Figure 2—The schematic may look complicated, but there are only two chips among all that wiring. When wired as shown, the on-board connections are short and direct.
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fall times less than 5 ns. It serves anoth-
er purpose, too. If something nasty is
connected to the output connector, it’ll
blow a $0.25 chip, not the PIC processor.

The pulse outputs swing from 0 to 5 V.
I added a 100-Ω resistor in series with
each flip-flop output and connected
them in pairs to give at least 48 mA of
output drive current from a 50-Ω source.
As well as output short-circuit protec-
tion, these resistors provide series termi-
nation when driving an open-ended
cable. With a terminated 50-Ω cable,
you’ll get 2.5-V pulses across a 50-Ω
load. Note that 150-Ω resistors can
replace 100-Ω resistors if you habitual-
ly use 75-Ω cables and terminators.

For digital applications, an output
cable back-terminated by the generator’s
50-Ω output impedance gives an accept-
able full-height logic signal marred
only by a little overshoot on the front
and back edges of the pulses. Overshoot
is undesirable in analog applications
such as amplifier and filter testing
because it’s difficult to know how much
is due to the device under test and how
much is coming from the generator. As
you can see in Photo 1, the overshoot
disappears when a terminator is used.

Note that although an invalid set-
ting clamps the normal output low, it
forces the inverted output high. This
can cause damage, for example, if the
inverted output is being used to turn
on a switch transistor in a DC-DC
converter breadboard. The output
clamping isn’t perfect. I found that a
few hundred millivolts of clock break-
through appear on the output during
the erstwhile pulse on time. This prob-
ably doesn’t matter in a logic applica-
tion, but it’s something to be aware of.

TIMING IS EVERYTHING
One problem I ran into was that the

relationship between the 40-MHz

clock into the PIC and its output tran-
sitions isn’t well defined. The output
flip-flop needs a data input that arrives
more than 3 ns before a positive clock
edge. The PIC’s propagation delay
makes transitions arrive approximately
20 ns after the clock. New data arrives
just in time for the next clock edge. A
slow PIC and a touchy output chip
could result in some output edges being
generated 25 ns too late. For example, a
74ACT74 chip I tried generated 125-ns
pulses when a value of 100 ns was set.

The proper solution would be to
delay the clock to the flip-flop by
approximately 10 ns. This is feasible,
but it’s an undesirable complication.
Another solution would be to invert
the clock, adding a theoretical 12.5-ns
delay if you ignore the inverter’s prop-
agation delay. In the AC logic series,
this can be anything from 1 to 7 ns.

I didn’t want to add a chip, so I
rewired the clock so that it went to
the PIC first and then to the flip-flop. I
also AC-terminated the clock at the
flip-flop. This probably didn’t improve
the set-up time margin by more than
1 ns, but the problem went away.

CONSTRUCTION TIPS
Figure 2 is a schematic of the new

pulse generator. To minimize the
amount of labor, I reused my old case
and gave it the fresh panel label
shown in Photo 2. The circuit board
and wiring are new.

This was definitely a job that needs a
board with a ground plane. I mounted
wire-wrap sockets on the 2.4″ × 2.6″ piece
of perforated board shown in Photo 3.
This has a copper plane on the underside.
I drilled out each component pin location
to 1.5 mm to let the sockets sit flush

PROJECT FILES
To download the code, go to ftp.circuit
cellar.com/pub/Circuit_Cellar/2005/181.

SOURCE
PIC16C55A Microcontroller
Microchip Technology
www.microchip.com

Tom Napier designs analog electronics
for his clients and practices the for-
gotten art of code minimization in his
spare time—or sometimes vice versa.

with the top of the board. I then lightly
drilled away the copper around each pin
location except the few where a pin had
to be grounded. Surface-mount 0.047-µF
capacitors are connected from the ground
plane to the VCC pins; low-impedance
bypassing is essential here. A dab of sili-
cone rubber holds the chip sockets in
place. Epoxy holds the other connectors.

At these operating speeds, wire-
wrap is acceptable if not optimum.
(I’ve seen wire-wrap boards run with
difficulty at 150 MHz.) Connections
should be kept short and direct.
Regular PC sockets and enameled cop-
per wire might be a better way to go.

Other than the twisted-pair output
connections, speed-critical stuff is
restricted to the circuit board. You can
arrange the box layout to suit what you
have available. I run test gear from an
11.5-VAC transformer. My original pulse
generator had the rectifier/capacitor/reg-
ulator combination on the board. More
recently, I tended to stick these com-
ponents on the back of the box next to
the power socket (more silicone rubber)
and feed the board just the 5 V it needs.

I used a 16C55A/JW, but a 16C57C/JW
will also work. The original PIC16C55
chip is too slow. I haven’t tried a non-
windowed PIC16C55A-20/P to see if it
also runs at 40 MHz. The hex code is
posted on the Circuit Cellar FTP site
(PULSGEN2.OBJ). I also included the
source code (PULSGEN2.SRC). This is
in custom mnemonics, but it shows
how the program is put together.

This pulse generator offers an improve-
ment in performance over its seven-year-
old predecessor. Its chief merit is that
it requires fewer chips to implement a
useful test instrument. I

Photo 2—I gave my old pulse generator box a bright
new front panel label and completely new works.

Photo 3—Take a look at the board’s layout. Five connec-
tors link it to the output, power, and control components.

ftp://ftp.circuitcellar.com/pub/Circuit_Cellar/2005/181
http://www.microchip.com
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and Altera’s Nios II are among the
most popular IP cores for the quick and
easy deployment of RISC-based systems.
We used a Nios II soft-core processor
and SoC concepts to deploy our
embedded system. 

To demonstrate the power and flexibil-
ity of such a system, we added our hard-
ware accelerator to the processor’s core
to speed up a specific image-processing
operation. Image-processing operators are
usually time-consuming. As good exam-
ples of heavy processing applications,
they can be used to observe the speed
increases gained by customized hardware.
In this article we’ll discuss our algorithm,
which is a morphological edge-detection
filter applied on an 8-bit gray scale image
in the system’s memory. The operator
was first implemented in software and
then designed as a hardware block at the
gate level. In conclusion, we’ll compare
the results to show the speed gained by
using the hardware accelerator.

We recently implemented a hard-
ware accelerator within a soft-core
RISC processor in a System-on-a-Chip
(SoC) embedded platform. You can
use our system to enhance the relia-
bility of the vision systems in your
robotics applications.

The current prototype includes an
Altera programmable device and a
Nios II soft-core processor. We designed
the accelerator, which performs a mor-
phological edge detection filter, with
VHDL code. 

Nios II & Cyclone
The importance of instruction set

simplicity for building fast computers
was recognized in the early 1980s.
Since then, the direction of computer
architectures has moved toward the
RISC, which is a simple load-store
architecture. Traditionally, only ASIC
designers have had the luxury of con-
structing new processors with cus-
tomized features and
tuned parameters for
specific applications.
However, the recent intro-
duction of high-speed,
small-die-size, million-
gate FPGAs (along with
advanced synthesis and
simulation tools) has cre-
ated new application areas
for programmable devices
(e.g., the design and
implementation of embed-
ded RISC processors).[1, 2]

Most large FPGA manu-
facturers offer either a
hard-core or soft-core RISC
processor in their product
lines. Xilinx’s Microblaze

We used an Altera Cyclone evalua-
tion kit for the actual prototype (see
Photo 1). There are two connections
from the Cyclone EP1C20 evaluation
board to the host computer: a JTAG
port to download the FPGA configura-
tion file and an RS-232 serial port to
download the test image and upload the
edge-detected image. The serial port is
also used to communicate with the
host computer to take user commands

and show the results.

SYSTEM OVERVIEW
Our system consists of

a RISC-based hardware
platform with a Nios II
designed into the EP1C20
board. The Nios II is a gen-
eral-purpose RISC processor
with a 32-bit instruction
set, data path, and address
space. It can also access a
variety of on-chip peripher-
als and interface to off-chip
memories and peripherals.
We used a subset of these
peripherals (e.g., an SDRAM
controller, UART, JTAG,
and timer) in this project. 

FEATURE ARTICLE by Amir Darvishi & Wael Badawy 

Build a Hardware Accelerator

Photo 1—The Cyclone EP1C20 evaluation board
serves as the hardware platform.

With a little direction from Amir and Wael, you can implement a hardware accelerator within
a soft-core RISC processor in a System-on-a-Chip embedded platform. The accelerator is
perfect for a vision system application for a mobile robot.
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Figure 1—The processor core communicates with peripheral controllers through a switch
fabric interconnect structure called Avalon. All of the controller blocks inside the FPGA are
optional. Only the components shown in blue are defined and used in this prototype.
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Figure 1 is a block diagram of all the
available components in the Nios II
system and on the evaluation kit. The
components we used are colored blue. 

During the development phase of
the project, we used Altera’s Quartus II
and SOPC Builder, which use a GNU
C/C++ tool chain and Eclipse IDE as
the software development tools. 

All the components in Figure 1 are
IP cores that come with the Nios II
system. They’re actually predesigned
modules using gate-level resources in
the FPGA chip. Despite being a black
box, each module can be customized
to some extent. For example, you can
set the data rate in a UART module or
the memory size and mapping for an
SDRAM controller. 

After creating all the components, we
connected them to the main bus. We
then used the SOPC Builder tool to cre-
ate the complete image and port it to the
Quartus tool as a netlist file along with
the required time and space constraints.
After fitting the netlist file into the
FPGA, you can use the logic resources
left in the chip for other purposes. 

To run and test the actual program, we
connected the Cyclone edition evalua-
tion board to the host computer through
the serial port. When you do this, the
bitmap image is transferred with a termi-
nal emulator software like Microsoft’s
HyperTerminal or Symantec’s Procomm
Plus Terminal. The processed image will
be transferred back to the host through
the same serial link. The user interface
terminal is also used to take commands
and show the results like the time spent
for different modes of image-processing
operator implementations. 

A JTAG connection can be used for
downloading the FPGA configuration
file as well as providing an interface to
debug the code running on a soft-core
processor. The program code is sepa-
rate from the configuration file. It can
be downloaded at the same time as
the configuration file or any time later
via the same JTAG connection. 

The embedded Nios II processor is
reset to the beginning of the program
code every time the system is repro-
grammed. The SDRAM chip available
on the evaluation board is used for the
program and data memory. The pro-
gram starts by asking for an image file

to be transferred from a terminal PC.
After the transfer, it shows the informa-
tion about the image, including height
and width, and then asks you to choose
either the software or hardware acceler-
ator approach to implement the filter.
After you make a selection, it runs the
filter, measures the execution time, and
sends the processed image back to the
terminal PC. 

IMAGE PROCESSING 
Over the past 20 years, edge detection

operators have been extensively analyzed
and tested for image processing purposes.
Processing an image into a binary or
grayscale edge image in order to pre-
serve useful information is a key step
in a computerized vision system. The
rest of the vision processes can work
with the simpler format instead of
having to deal with the original
grayscale image directly. 

Mathematical morphology, which is
one of the many approaches used in
edge detection algorithms, is based on

http://www.expresspcb.com
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set theory concepts of shape. In its
simplest form, it’s a nonlinear opera-
tor that’s defined as the difference
between morphological dilation and
erosion.[3] The dilation and erosion of a
grayscale image f, denoted by d and e,
respectively, are defined as:

D is the structure element or window
size that the operators are applied on;
it’s chosen as a 3 × 3 window in this
implementation. By considering an 8-bit
grayscale value representing the bright-
ness of pixels, the dilation operator
replaces each pixel with the brightest
pixel in its 3 × 3 area. The erosion oper-
ator replaces it with the darkest pixel.
The edges of objects are identified by
taking the pixel-by-pixel difference
between the two images formed by
the operators. In addition to the filter’s
computational simplicity, it produces
useful and pleasantly surprising results. 

The embedded program receives an
8-bit grayscale bitmap file through a
serial port. It then extracts the image’s
information (including the width and
height), starts processing image infor-
mation, and creates another bitmap
file replacing the original image with
the edged image pixels. The main loop
for executing the edge filter looks for
the maximum and minimum
grayscale values in a 3 × 3 window
around the current pixel. Listing 1
shows the main loop in pseudo code.

A time capture function is used before
and after the main loop to measure the
time spent for executing the filter. The
main loop is also written in assembly
code in order to avoid any unwanted
overhead generated by the compiler.

The same concept is also used to
design the hardware accelerator block.
But instead of comparing all the pixels
in the 3 × 3 window, pixels in a row are
compared first and then their results go
through another comparison to get the
end result for the entire window.
That’s one of the advantages of using a
morphological edge detection filter,
which is considered a separable operator. 

The hardware accelerator consists of
two sets of 8-bit comparators and two
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sets of 256-byte FIFO memory blocks.
Each set is used for computing maxi-
mum and minimum values in a 3 × 3
window around each pixel. For the
sake of simplicity, only one maxi-
mum/minimum pair is shown in
Figure 2. Data bytes are clocked into
three consecutive latches—row0, row1,
and row2—each of which contains the
three pixel values in a row. The result
is max0 (or min0). 

In next clock cycle, max0 (min0) is

shifted into FIFO queues. Because each
queue is 256 bytes long, the end of the
queues will contain max1 and max2 (min1

and min2) from 256 and 512 cycles ago.
These are the top two rows in the 3 × 3
window (assuming a constant image
width of 256). Comparing max0, max1,
and max2 generates the final result for
the maximum value of the 3 × 3 win-
dow. The final minimum result is
generated in the parallel block in the
same way. Subtracting maximum and
minimum values eventually creates
the new pixel in the processed image. 

By pipelining rows and column pro-
cessing, you can access and feed image
pixels into the accelerator block in a lin-
ear way. You don’t have to go back and
forth through memory addresses. The
accelerator block is created with logic
resources left over from the SoC design.
The Nios II can take up to 1,800 logic
elements (LEs). There are 20,000 LEs in
an EP1C20 FPGA, so there are plenty
of resources left for other functions.

Figure 3 shows a signal simulation
used in the design. data8 is the input
pixel, and the START signal starts the
process. The result is ready in only
three clock cycles. The first clock
cycle latches row0, row1, and row2 and
then calculates max0 and min0

through the comparators. Because of
changes in max0 and max1, the maxi-

Listing 2—Using our hardware accelerator and the related custom instruction, this modified code is the result.
Only one loop is used in this version, which makes it much faster than the code in Listing 2.

Begin_Time = dtime() ;
for all the pixels in image do

current_out_pixel = CUSTOM_INSTRUCTION (current_in_pixel) ;
End_Time = dtime() ;
Execution_Time = End_Time � Begin_Time ;

Listing 1—Two nexted loops are used to go through the image and find the maximum and minimum grayscale
value in the 3 × 3 neighborhood of each pixel.

Begin_Time = get_time() ;
for all the pixels in image do

max = current_in_pixel ;
min = current_in_pixel ;
for all neighbor pixels in a 3x3 window do

if ( neighbor_pixel > max )
max = neighbor_pixel ;

for all neighbor pixels in a 3x3 window do
if ( neighbor_pixel < min )

min = neighbor_pixel ;
current_out_pixel = max � min ;

End_Time = get_time() ;
Execution_Time = End_Time � Begin_Time ;
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Figure 2—X0 , X1 , and X2 represent the current and two
previous pixels in a row. max0 is the maximum of three pix-
els in the current row. max1 and max2 are the maximum val-
ues for the two previous rows stored in FIFO queues.
Max and Min will represent the maximum and minimum
values in a 3 × 3 window around the pixel.Y0 is the end
result.
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mum and minimum values change, too.
It didn’t cause any problems for us
because we didn’t sample the result until
the third clock edge. 

The second clock edge shifts row
queues and obtains new max1, max2,
min1, and min2 values at their outputs.
Then, maximum and minimum values
change again. The final result is sam-
pled at the third clock edge and sent to
the ALU’s output buffer. The rest of the
operations are handled by the processor’s
ALU block, which stalls for the first
three cycles.

The accelerator block, which was
designed in VHDL, is simulated and
verified with Aldec’s Active-HDL sim-
ulation tool. The logic block is integrat-
ed into the processor as a part of its
ALU. The total number of clock cycles
required of the add-on block is set at the
system design stage. A new custom
instruction, defined to be called in the
main program, uses this block instead of
the regular ALU path. The main loop in
Listing 1 changes to the piece of code in
Listing 2, which goes through the
input pixels and applies the new cus-
tom instruction to each pixel value.
This code was written in assembly. 

CUSTOM INSTRUCTION
The Nios II’s core isn’t accessible,

so you can’t modify it to fit different
applications. Nevertheless, you can
define blocks of combinational or
sequential logics and add them to the
ALU core in the processor’s data path.
You can also define up to four new

instructions and add them to the current
instruction set. With this instruction,
you can reduce a complex sequence of
standard instructions to a single
instruction implemented in hardware. 

As you can see in Figure 4, the cus-
tom logic can be attached next to the
ALU. It can perform a user-defined
operation on the content in the 32-bit
RA and RB registers, which can be any
of the 32 data registers in the proces-
sor, and store the result in RA. 

The software interface to the custom
instruction extracts the details of the
implementation from the programmer.
For each custom instruction, the Nios II
IDE produces a macro that’s defined in
the system header file. The macro can
be called from a C or C++ application
as a normal function call. It also can
be accessed in assembly code. 

The following is a call to the cus-
tom instruction in C code:

*out_pixel =(char)ALT_CI_EDGE
_DETECTOR(*in_pixel) ;

Here it is in assembly code:

custom 0, r19, r19, r19 ;

The total number of clock cycles
required for a sequential custom logic
block to perform its operation can be
defined as either a fixed or variable num-
ber of clocks. For variable duration, an
extra signal should be provided to indi-
cate the end of operation. For this proj-
ect we set a fixed length of three for

the hardware accelerator block.
The other types of possible custom

instructions include an extended cus-
tom instruction—in which different
operations can be performed by a sin-
gle logic block through an 8-bit selec-
tor field in the op-code—and an inter-
nal register file and external interface
to communicate with logics outside
the processor’s data path. 

RESULTS
The Nios II processor can be defined

and used in three configurations: the fast,
the standard, and the economy cores. 

The Nios II fast core, which is
designed for high-execution perform-
ance, includes separate instruction and
data cache. It performs dynamic branch
prediction and takes less than 1,800 LEs.

To FIF0, memory, or other logic 
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Figure 4—When you add a custom logic block to the
ALU, its output is used whenever the corresponding
custom instruction is called. The custom logic block
uses memory blocks in the FPGA to create FIFOs.

Figure 3—data8 is the current pixel. All of the other waveforms represent the corresponding signals in Figure 2. The START signal is generated by the ALU, indicating the start
of processing in the custom logic block.
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The Nios II standard core, which is
designed for smaller core sizes, has
only instruction cache and no data
cache. It performs static branch pre-
diction and takes less than 1,400 LEs.

The Nios II economy core, which is
designed to achieve the smallest possible
core size, doesn’t have any instruction or
data cache. Nor does it perform branch
prediction, It takes less than 700 LEs,
which is only 3.5% of the EP1C20. 

All three configurations have been
implemented and tested for both soft-
ware and hardware accelerator modes.
Table 1 shows the results of applying
the edge filter on a 256 × 100 pixel
image. The main processor runs with
a 50-MHz clock. Image data is read
from an external SDRAM chip and
written back to the same chip. The
program code resides in SDRAM as
well. Instructions must to be fetched
through the SDRAM controller block.

The increase in speed gained by
using the hardware accelerator varies
from 3× to 6.4× for different configura-
tions of the processor. Adding instruc-
tion cache in Standard mode reduces
the delay caused by fetching instruc-
tions from external memory. Because
the majority of running time in both
the hardware and software approaches
is spent in the main loop and in a small
block of program memory, using the
instruction cache dramatically speeds up
the performance. Now the processor
doesn’t need to access the data externally
for each instruction fetch. Furthermore,
when it comes to small programs, it’s
much faster to use on-chip RAM,
which is created by the memory blocks
in FPGA, for program memory. 

Interestingly, using cached data in
Fast mode helps the software implemen-
tation more than the hardware accelera-
tor approach. In the software implemen-
tation, half the memory accesses are
related to previously accessed pixels

PROJECT FILES
To download the code, go to ftp.circuit
cellar.com/pub/Circuit_Cellar/2005/181.
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in the 3 × 3 window,
including the previous
pixel and the three
pixels in the top row.
So, the program
reuses data bytes as it
goes through the
image. Obviously, all
the previously used
data bytes are cached.

This saves processor cycles. The hard-
ware approach doesn’t fetch the previ-
ous pixels; it goes through the image
pixels only once. Therefore, the execu-
tion time is almost the same with and
without cached data. 

Cache memory plays a big role in
the processor’s performance. In fact,
because of the principle of locality
and the higher speed of smaller mem-
ories, using a memory hierarchy can
substantially improve the processor’s
performance. According to this princi-
ple, most programs don’t access code
and data uniformly. They tend to run
through the loops and access the
same word (or other words) in the same
memory block in the near future (tem-
poral and spatial locality). No wonder
using different cached strategies covers a
big chunk of the performance-tuning
stage of processor design. 

The Nios II processor uses the
direct map technique for its cached
memory, with eight words per line for
instruction cache and one word per
line for data cache. It also uses write-
back and write-allocate techniques for
its data cache. The amount of cache
can vary from 512 bytes to 64 KB,
depending on the available resources
in the FPGA.

FINE TUNING
Using hardware accelerators along

with a RISC processor in heavy data-
processing applications not only speeds
up program execution, but also simpli-
fies the final code. It doesn’t take that
much time and money to set up an
FPGA-based evaluation kit as an
embedded system platform. An Altera
EP1C12 evaluation kit complete with
the required software tools costs less
than $300. On the other hand, one of
the beauties of using a soft-core RISC
processor in an FPGA-based embedded
system is the excitement of creating

Economy Standard Fast

Hardware accelerator 63.698 ms 14.829 ms 13.109 ms

Software implementation 320.969 ms 94.333 ms 39.731 ms

Speed-up 5.04 6.36 3.03

Table 1—Take a look at the speed results associated with using the hardware
accelerator in different implementations of the Nios II processor. In the econo-
my configuration, there’s no instruction and data cache. The standard configu-
ration uses only instruction cache. The fast configuration uses both instruction
and data cache.

your own system and tuning the
parameters quickly and easily. I

ftp://ftp.circuitcellar.com/pub/Circuit_Cellar/2005/181
http://altera.com/literature/lit-nio2.jsp
http://www.altera.com/literature/ug/ug_nios2_custom_instruction.pdf
http://www.aldec.com
http://www.altera.com
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To be honest, a comparison is
impossible. Usually when implement-
ing an encryption algorithm, speed is
one of the most frequently requested
characteristics. In this case, because of
obvious constraints, the optimization
strategy is only focused on the size of
component.

Amongst the symmetric block ciphers,
the Triple-DES algorithm with an
encryption key of 168 bits (56 × 3) is
one of the most widely used, even
though it isn’t particularly new. This
month I’ll explain how to use the
algorithm for Microchip PIC MCUs.
To do so, I’ll introduce you to an inter-
esting prototype application: a one-
time password generator for activating
and deactivating an electric lock.

Please note that while working on
this project I was mainly interested
in the implementation of the algorithm.
The application and the protocol
should be used only as a foundation
for a commercial-strength application.

CRYPTOGRAPHY
Cryptography, intended to be the art

of hiding content, is a science that
dates back several thousand years.
Approximately 4,000 years ago, the
Egyptians made use of secret writing.
Julius Caesar used a simple cipher,
which is now called the Caesar cipher.[1]

Classical cryptography is of little
interest nowadays, except for some
techniques that have evolved over the
years, such as steganography and some
schemes like the one-time pad (or
Vernam code) that it is still today an

When I was in school, I found
philosophers such as Heraclitus puzzling
because they seemed bent on demolish-
ing the castles of certainties that we
build during the course of our lives:

You could not find out the boundaries
of soul, even by traveling along every
path: so deep a measure does it have.
(Fragment 45, Diogenes Laertius IX, 7)

This could synthesize the internal
battle between the head and the heart,
between the analytical and romantic
sides of our nature. I’m an engineer, so
it seems as if my cold, calculating
side should always prevail. However,
after years of testing and sometimes
designing and implementing encryp-
tion systems, I am beginning to feel
somewhat dazed. I have come to real-
ize that the same algorithm that sev-
eral products implement in a plat-
form—ranging from the mainframe to
the PC—also could be implemented in
one of the cheapest, low-range micro-
controllers on the market.

example of a perfect cipher for being
theoretically unbreakable. A lot of
things have changed. Modern cryptog-
raphy has a milestone that dates back to
1949 when Claude Shannon pioneered
the field with his paper entitled
“Communication Theory of Secrecy
Systems” (see Figure 1). 

Nowadays, cryptography together
with cryptanalysis, which is the sci-
ence of breaking cryptography, consti-
tutes a part of cryptology, which is a
branch of mathematics. Cryptography
gives solutions to a number of securi-
ty concerns of computer systems.
When using a computer, you normally
use a name and password to confirm
your identity. Cryptography provides
stronger methods of authentication
based on digital certificates, for exam-
ple. Cryptography can also protect
data stored on a disk from unautho-
rized access (confidentiality) and
detect modification (integrity). These
are a few of the many examples you can
read about in the literature listed in
the Resources section of this article.

SYMMETRIC ENCRYPTION 
When discussing encryption algo-

rithms, the term symmetric means
the encryption and the decryption of a
text have to be done with the same
key. Witfield Diffie and Martin
Hellman, the two researchers who
introduced the new concept of public-
key cryptography, described the asym-
metric encryption algorithm in their
revolutionary 1976 paper entitled
“New Directions in Cryptography.”

FEATURE ARTICLE by Romeo Costanzo

Strong-Encryption for PICs (Part 1)

Encryption algorithms
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Figure 1—Encryption algorithms: a simplified taxono-
my. A large class of modern symmetric block ciphers is
based on Feistel networks.

Triple-DES is a widely used encryption algorithm. In this series of articles, Romeo shows you
how to use it with PIC MCUs. He also describes how he implemented Triple-DES to create
a one-time password generator for an electric lock.

Triple-DES Algorithm
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Public-key encryption algorithms are
usually slower than symmetric-key
encryption algorithms such as the
Data Encryption Standard (DES) or the
more recent Advanced Encryption
Standard (AES). For this reason public-
key encryption is mostly used for
authentication (digital signatures) and
for the transport of keys subsequently
used for bulk data encryption by sym-
metric algorithms.

Regarding symmetric encryption
algorithms, another important distinc-
tion must be made between block and
stream ciphers. In the former, the
algorithm encrypts a block of data as a
whole. In the latter, it encrypts indi-
vidual bits or characters of a plaintext
message. When implemented in hard-
ware, stream ciphers, which have sim-
ple hardware circuitry, are generally
faster than block ciphers. Stream
ciphers were used from the begin-
ning of the electronic age, especially
in the military. There’s a large body
of partially undisclosed literature
describing them.

Symmetric-key block ciphers are a

fundamental component in many cryp-
tographic systems. They provide confi-
dentiality, but they can be used as a
building block in message authentica-
tion techniques, data integrity mecha-
nisms, entity authentication protocols,
and digital signature schemes (based
on symmetric-key).

No block cipher is ideally suited to
all applications. You must consider
several trade-offs when choosing an
encryption algorithm. The most com-
mon are speed requirements, memory
limitations, and security.

Of the many block ciphers currently
available, DES, Triple-DES, and DESX
are widely used. AES, the new Federal
Information Processing Standard (FIPS)
proposed as a DES replacement, is
widely known and highly regarded.
MARS, RC6, Serpent, and Twofish are
the other finalists in the AES competi-
tion. Their high profiles were earned
in part because of the reputations of
their designers.

When using a block cipher, you
must consider a few things: modes of
operation, the initialization vector,

and padding. A block cipher encrypts
plaintext in fixed-size blocks. The size
is 64 in DES and Triple-DES. More
recent algorithms adopt a block size
of 128 bits.

If you use the Triple-DES algorithm
for messages exceeding 64 bits, a prob-
lem arises: How do you arrange the
encryption process? 

The simplest approach is to split
the message into 64-bit blocks and
encrypt each one independently from
the others. This mode (electronic
codebook, or ECB) has the worst secu-
rity properties because identical plain-
text blocks (with the same encryption
key) result in identical cipher text
and this can help a cryptanalysis. For
this reason, ECB isn’t employed in
most applications. 

Other common modes are cipher-
block chaining (CBC), cipher feed-
back (CFB), and output feedback
(OFB). When security is a main con-
cern, the preferred mode is CBC. In
this case, in the cipher text, all the
subsequent blocks depend on the pre-
vious ones.

http://www.tianma.com
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The initialization vector (IV) isn’t
related to the encryption algorithm;
it’s related to its mode of operation.
The IV is a block of random data that’s
used in most modes of operation to
initialize the encryption process. In
CBC mode of operation, changing the
IV, key, or first plaintext block (e.g.,
using a counter or random field)
results in different cipher text.

The third theme, the padding, aris-
es when the size of the message isn’t
a multiple of 64 bits. In this case,
splitting the message into 64-bit
blocks causes the last block to be
smaller than 64. For the encryption
to be feasible, the last block usually
has to be completed in 64 bits. The
solution to this problem isn’t trivial.
If you simply complete the block by
adding a conventional character, you
won’t be able to decide in the decryp-
tion phase if the characters at the end
were simply added or were part of the
decrypted message. Note that the
message, normally the plaintext
message, to be encrypted isn’t nec-
essarily text. It could also contain

binary data or be entirely binary (e.g.,
an executable). 

RFC 2040-like padding is common.
Pad bytes are added to the plaintext
according to a simple rule: they’re all
the same and set to the binary value
representing the number of bytes
you’re adding.[2] When the block size is
64, between 1 and 8 padding bytes are
included. If the length of the message
is an exact multiple of 8 bytes, you’ll
have 8 bytes of padding set to the
hexadecimal value 0x08. 

Another type of padding comes from
PKCS5. The short block is padded
with a number of bytes where each
single one represents the number of
remaining bytes.[3] I won’t be covering
padding techniques in this article
because the padding isn’t needed in
my application. The message for
encryption is exactly two blocks of
8 bytes each.

DES ALGORITHM
The DES algorithm is the result of a

joint effort between IBM and the U.S.
National Security Agency to protect

sensitive unclassified data. Adopted as
federal standard in November 1976,
the National Bureau of Standards
(now called the National Institute of
Standards and Technology, or NIST)
published the algorithm as FIPS 46 in
January 1977. NIST issues standards
and guidelines and creates individual
projects to provide technical assis-
tance to federal agencies in imple-
menting data encryption.

The standard FIPS 46 was reaf-
firmed in 1983, 1988, 1993, and 1999.
In the 1999 standard (FIPS 46-3), the
use of DES was restricted to legacy
systems and triple-DES became the
new algorithm of choice. At the con-
clusion of the 2004 review, the NIST
decided that the strength of the DES
algorithm was no longer sufficient to
protect federal government informa-
tion, so it proposed withdrawing the
standard FIPS 46-3 and two related
standards (FIPS 74 and FIPS 81). The
withdrawal process was completed in
May 2005, and the notice was pub-
lished in the Federal Register.

Government agencies with legacy
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single DES systems will be
required to transition to FIPS-
approved versions of Triple-DES
(TDEA described in the new rec-
ommendation) or AES.[4, 5] Triple-
DES with keying option 1—
which is the algorithm imple-
mented in this prototype—and
the AES will coexist as approved
algorithms through the year
2030 to enable a gradual transi-
tion to AES. TDEA with keying
option 2 was approved to protect
government information only
through the next five-year
review period. 

The AES is a new symmetric-
based encryption standard devel-
oped by NIST. Also known as the
Rijndael algorithm, the AES was
designed by Joan Daemen and Vincent
Rijmen. It’s a 128-bit block cipher
with key lengths of 128, 192, or 256
bits. AES is intended to provide strong
cryptographic security for the protec-
tion of sensitive information well into
the twenty-first century.

In 1981, the DES was standardized
with the code X3.92 as an American
National Standard. It was quickly
adopted worldwide as the algorithm
preferred by the financial communi-
ty. By using DES in banking transac-
tions, the American Bankers
Association developed a set of stan-
dards that are now evolving to sup-
port AES. Today, it’s probably the
most widely used algorithm for the
protection of sensitive unclassified
data. DES uses a 56-bit key to
encrypt a 64-bit block and produce a
block of the same size.

The DES core decomposition into
fundamental modules appears as
shown in Figure 2. The initial permu-
tation (IP) changes the order of the bits
of the input data. It has been proven
that this block (and the last one, i.e.
the final permutation) doesn’t increase
the security level of the overall
scheme. This is the reason why you
won’t find these blocks in some
implementations. In this case, howev-
er, the algorithm doesn’t comply with
the standard.

The key schedule, also known as
key transformation, processes the key
bits and produces the 16 48-bit sub-
keys or round keys (for each of the
16 rounds of DES) that the cipher can
use. These 16 sub-keys, when using
the algorithm for bulk encryption, are
usually pre-computed and stored in
memory for subsequent use; in this
implementation, because of memory
constraints, they are evaluated on the
fly in each round.

The fundamental block in DES is
the round. DES has 16 of them in
which the data is combined with the
key. The scheme implemented is
called the Feistel network, which was
invented by Horst Feistel and used in
the IBM cipher Lucifer (a precursor to
the DES). It’s the basis of most block
ciphers published since then, includ-
ing Twofish, FEAL, and others.

The fundamental component of a
Feistel network is the F function,
which is a key-dependent nonlinear
mapping. After the IP block, the plain-
text was split into two blocks of the

same size (32 bits): the right (R0)
and the left half (L0). In each
round, the right block and a sub-
key are input to F, the output of
F is XORed with the left block,
and then the two blocks are
exchanged for the next round:

The criteria followed are sim-
ple: it’s possible to create a
strong encryption algorithm iter-
ating a function, even a weak
encryption algorithm by itself.
An overview of DES computation
path is shown in Figure 3. Two

rounds of a Feistel network form a
cycle; in one cycle, every bit of the
text block has been (ideally) modified
once.

After the last round, the left and
right words are reassembled and
passed through the final permutation
(FP or IIP). The L/R Swap block is
added just to make it clear that the
last round is irregular. The final per-
mutation is the inverse of the initial
permutation.

TRIPLE-DES ALGORITHM
The Triple-DES algorithm was pro-

posed as an alternate to DES in 1993,
when it became clear that, with a
growing weakness of a 56-bit key,
advances in computer technology
had compromised the security of the
DES. A much higher level of security
was needed. Each Triple-DES opera-
tion is a compound set of the DES
encryption and decryption opera-
tions. A TDES encryption operation
consists of the transformation of a
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Photo 1—You can use the jumper J2 to disable the
decryption phase in the receiver and to transfer (via
an RS-232 connection) the raw data to the PC for fur-
ther processing.

Photo 2—The transmitter uses few components. I
chose the SOIC package for the PIC microcontroller.
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Figure 2—The structure of the DES algorithm is straightforward.
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64-bit data block (IN) into another
64-bit data block (OUT):

EK(IN) and DK(IN) represent the DES
encryption and decryption of the block
IN using the K key. Note that there
are several ways to use DES encryp-
tion/decryption three times. They
aren’t all Triple-DES and as secure.

Similarly, a Triple-DES decryption
operation consists of the transforma-
tion of a 64-bit data block IN into a
64-bit data block OUT, defined as
follows:

The standard specifies the following
options for the keys K1, K2, and K3.
Regarding keying option 1, K1, K2,
and K3 are independent keys.
Regarding keying option 2, K1 and K2
are independent keys and K3 = K1.
Regarding keying option 3, K1 = K2 =
K3. In the last case, the Triple-DES
algorithm coincides with the DES
algorithm, providing backward com-
patibility. Every eighth bit of each of
the keys (Kn with n = 1–3) is ignored
(they can be used for parity checking),
so only 56 of the 64 bits of each key
inputs are considered. 

PASSWORD GENERATOR
When you log on to a PC, you nor-

mally have to type a user ID and a
password. If you connect to your PC
through a network, a hacker could
steal your legitimate passwords and
use them again at a later time. There
are some solutions to this problem
like using SSH instead of the telnet to
access the system. 

The problem addressing reusable
passwords was perhaps first described
in the famous fable “Ali Baba and the
40 Thieves.” One-time password sys-
tems alleviate the problem of hacked
passwords by making the reuse of the
password ineffective. As their name
implies, one-time passwords can be
used only once: it doesn’t matter if
both the user ID and password were
stolen because the password is only
valid for one session. 

One-time passwords also can be used
to reduce the dangers of bad (intuitive)

Out E D = D InK1 K2 K3 ( ){ }][

Out = E D E InK3 K2 K1 ( ){ }[ ]

passwords. There are many different
one-time password systems available.
Some of them require you to carry a
hardware device, such as a smartcard
or a special calculator. Others are
implemented only in software. Some
are based on paper. For example, you
may be given a list of passwords, and
each time you use one, you simply
cross it off the list. This is the scheme
my bank uses when a home user
requests an on-line bank transaction
over a certain limit. 

All of these one-time password sys-
tems provide an important improve-
ment in security over the convention-
al system. But the one-time password
has applications other than accessing a
PC via a network. 

PASSWORD APPLICATION
My garage door’s remote control

came with a traditional code set up by
micro switches. I changed this by
using the Triple-DES algorithm to

create a one-time password. When
designing this application I wrote
down a list of requirements: a strong
encryption algorithm fully compliant
with a standard; an inexpensive MCU
in the transmitter; and a simple trans-
mitter and receiver.

The application involves two cir-
cuits, a transmitter and a receiver,
that communicate over an RF link at
433.92 MHz. You can connect the
receiver to a PC through a serial con-
nection (RS-232). I used the PC as a
tool to support the testing phase of the
application, but by changing a jumper
in the receiver, you can transfer an
important part of the processing to the
PC and use the receiver as a gateway,
leaving it to act as an RF receiver and
Manchester decoder. Photo 1 shows
the receiver.

The transmitter has a fixed number
of buttons (see Photo 2). When you
press a button, the input states are
sent to the receiver. The receiver then
decodes the message and sets the out-
puts accordingly. 

The encoder and decoder’s parts are
based on PIC MCUs. They’re connected
to a transmitter/receiver module that
takes care of the transmission and
reception of digital signals by radio.

Triple-DES was the algorithm of
choice. Its chief disadvantage in com-
parison to AES is speed, but that
wasn’t a concern in this case. The
other two requirements were to show
that embedding strong encryption
algorithms, even in a low-range
MCU, is feasible. 

HOW IT WORKS
When you press one of the buttons

connected to the MCU, the transmit-
ter prepares two blocks of 8 bytes each
(payload) and encrypts them using
the Triple-DES algorithm with a 168-bit
encryption key (fetched from pro-
gram memory), CBC chaining mode,
and an IV composed of null charac-
ters (0x00). It then prepares the head-
er and sends the characters through
the RF link with a synchronous serial
protocol (Manchester code) that
enables the receiver to reconstruct the
original message. 

The inclusion of two fields (time
counter and sequence number)—in the
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path highlights the Feistel network structure.



first 64-bit block to be encrypted (by
the transmitter)—guarantees that the
cipher text is completely different in
two consecutive transmissions. In
fact, because of the properties of a
strong cipher, a minor change to the
plaintext or the key must result in sig-
nificant and random-looking changes
to the cipher text (the avalanche
effect).

After achieving synchronization
with the transmitter, the receiver
must decide which key to use to
decode the payload. This information
is contained in the header (the Key
Group field). In this prototype, there’s
only one encryption key, but you can
use external EEPROM to extend the
system’s capability.

Following this, the receiver must
decrypt the payload using the chosen
key and then control the checksum
fields to keep the integrity of trans-
mitted data. But if you’ve decrypted
the payload and the TDEA decryption
routine has been successful, does this
guarantee that the payload was cor-
rect (i.e., unmodified and concurrent
with the transmitted data)? No. An
encryption algorithm like TDEA
works with binary data that trans-
forms it into another block of binary
data. If you modify and try to decrypt
a block of data produced by encrypt-
ing a text, the decryption algorithm
simply returns to a block of binary
data that doesn’t correspond with the
original text. 

If you want to guarantee the integrity
in addition to confidentiality, you
need something more. The algorithms
used to compute the checksums are
extremely simple; the checksum fields
are 1 byte each. One is the sum (mod
256) of all the other bytes in the pay-
load; the other is the exclusive OR. 

After the check at the previous step
is successful, the receiver can check
the user ID (note that in the prototype
there is only one user ID) and verify
that the time counter TT in the pay-
load (time measured by the transmit-
ter) is greater than the last accepted
value from that user. If this isn’t the
case, it means that someone is trying
to reuse old sequences. 

Lastly, the receiver compares TT to
the current time measured by the

receiver (TR). If the difference between
TT and TR is within a 10-min. “win-
dow,” the user is accepted. The win-
dow can be reduced or increased
depending on the precision of the two
clocks and the level of security you
want to achieve. But this is just a sim-
plification. The two counters depend
on the time through different propor-
tionality factors. The receiver has to
do some calculations to handle the
comparison. The two timer counters
(in the receiver and transmitter) are
32-bit integers that are incremented
every 1 s in the transmitter and every
100 ms in the receiver.

In the prototype, the transmitter’s
clock is internal. It isn’t as stable as the
one in the receiver, so I had to include
a resynchronization mechanism. 

If the “window” comparison step is
unsuccessful, you have to push the
button again. When the receiver sees
two messages from the same user with
two consecutive sequence numbers
within 30 s (with the obvious con-
straint that the time must not go
backward), it accepts the message and
updates the user record. 

An additional check (not imple-
mented in the prototype) is to verify
whether or not a specific user ID is
authorized to issue a specific com-
mand. When all of the checks are
completed successfully, the command
in the command field is executed.

RF 
Amplitude modulation is the old-

est technique for embedding informa-
tion on an RF carrier. With this tech-
nique, a carrier signal’s amplitude is
raised and lowered depending on the
modulation signal. When the shift
equals the amplitude of the carrier,
you have on-off shift keying (OOSK).
This method of AM modulation is
referred to by multiple designations.
Besides OOSK, other common desig-
nations are carrier-present carrier-
absent (CPCA) and on-off keying
(OOK). 

To demodulate an OOSK signal, the
simplest circuit is at least made of a
diode detector and a subsequent low-
pass filter, which remove the carrier,
leaving only the original modulation
signal. The benefits of OOSK modula-
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and RC5-CTS Algorithms,”
October 1996, www.faqs.org/rfcs/
rfc2040.html.

[3] RSA Laboratories, “PKCS #5:
Password-Based Encryption
Standard,” V. 1.5, November 1993,
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[4] NIST Special Publications,
“Recommendation for the Triple
Data Encryption Algorithm
(TDEA) Block Cipher,” 800-67 V.1,
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[5] NIST, “Advanced Encryption
Standard,” FIPS 197, November 2001,
http://csrc.nist.gov/publications/
fips/fips197/fips-197.pdf.
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Author’s note: In this article I described
a well-known IT technique that dates
back to 1981. The ISO standard 9798-2
(Information Technology/Security tech-
niques/Entity Authentication) describes
the mechanism as well (unilateral
authentication timestamp-based). For
more information on these topics,
please refer to the Resources section
of this article.
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tion are its low cost, small size, and
low power consumption, which make
it practical for various applications.
You should, however, consider this
technique’s principal drawbacks: the
low data rate, which depends on the
oscillator’s start-up time, and the poor
noise immunity (noise in the receiver
will interfere with data transmission).
If the primary requirement were the
data rate and noise performance, the
FSK or PSK would be a better choice.

TOP CHOICE
DES is one of the most widely used

cryptosystems. For years it has been
the encryption standard recommended
by U.S. governmental agencies. My
prototype application shows that
implementing the algorithm DES and
its stronger successor Triple-DES is
feasible even for low-range microcon-
trollers. Next month we’ll take a clos-
er look at the application. I
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VHDL code rather than explain how to
use a particular tool because most ven-
dors offer extensive tutorials.

WHAT IS VHDL?
VHDL was developed by the U.S.

Department of Defense as a common
language for describing hardware designs
at the system, component, and gate lev-
els. Its main purpose was to enable the
exchange of design data in a common
format between different contractors. 

VHDL is ideal for producing design
descriptions that can be translated or
synthesized into real hardware imple-
mentations. System-C proponents
don’t want this known, but VHDL is
an excellent system modeling language
that can describe hardware components
at either a functional or gate level.

WHY VHDL?
VHDL is an IEEE standard (Std-1076)

supported by all tool vendors.
Professionals use it for describing com-
plex ASICs, producing video-processing
FPGAs, generating digital signal-pro-
cessing applications, and much more.
By learning VHDL, you will have

Learning something new is never
easy. I remember sitting in a brightly
lit room surrounded by slackened faces
as a presenter droned on and on about
VHSIC high-definition language (VHDL).
The presenter was an expert in the field
who had written a book on the subject.
Although he was in demand as a lectur-
er, his in-depth presentation on VHDL
left most of us bored and wondering how
to apply what he was teaching.  

I’ll try to avoid putting you to
sleep. My approach is simple: I’ll use
real-world examples. In this article
I’ll describe practical aspects of VHDL
such as counters, decoders, ROM, state
machines, multiplexers, latches, test
benches, and much more using a
sophisticated stopwatch application (see
Figure 1). The application I’ll introduce
runs on a Xilinx Spartan-3 evaluation
board (see Photo 1). Test benches use
some constructs that can’t be synthe-
sized because they are required to pro-
duce a stimulus for testing. I’ll warn you
about anything that shouldn’t be used in
a real design. The code constructs are
generic VHDL code, which you can use
with any synthesis tool. I’ll emphasize

acquired a skill that’s in high demand. 
VHDL is extremely readable with a

syntactic structure that’s similar to
Visual Basic and Pascal. It has a pow-
erful, expressive syntax that can
define new data types and inherently
support team-based programming.
One company I know has dozens of
VHDL designers working in numerous
locations on one design.

Tom Cantrell recently wrote that the
future is bright for FPGAs, which will
play a large role in mainstream applica-
tions (“More Flash, Less Cash,” Circuit
Cellar, 178, May 2005). I agree with
Tom, but I’ll go further and predict that
VHDL will become the premier tech-
nology used to define FPGA content
either as output from design tools or
with direct programming. In combina-
tion with VHDL, FPGAs provide a low-
cost approach to defining complex hard-
ware designs that were inconceivable
only a few decades ago. Perhaps most
importantly, using VHDL to define
hardware is fun.

FEATURE ARTICLE by Michael Griebling

Hardware Synthesis Using VHDL (Part 1) 

Michael presents an XC3S200-based timing system that includes a date/time function, an
alarm, and a stopwatch. He used VHDL to get the job done.

Figure 1—The watch project consists of a time/date function, a second time zone, an alarm, and a stopwatch with lap tim-
ing. A time base generates ENABLE signals to run the timing functions, display the multiplexer, and debounce the circuitry.
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Photo 1—Take a look at the Xilinx Spartan-3 starter kit
with the watch application running in Stopwatch mode.
The seven-segment display is located in the lower right
corner. The push buttons on the lower left control the
stopwatch. An XC3S200 FPGA positioned above the
display runs the watch application.
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MY KIND OF TYPE
Data types are to

VHDL what colors are
to a painter. In this
respect, VHDL has
almost an infinite
palette. Table 1 lists all
predefined and stan-
dardized (Std-1164) data
types along with brief
descriptions. The only
predefined data type I’ll
cover in this article is
something called a natu-
ral number. This type
represents an integer
with values from zero to
the largest representable integer (usual-
ly a 32-bit value). Later, I’ll define some
of my own types when I explain how
to implement a state machine.

Although VHDL includes a bit type
with values of 0 and 1, this type usu-
ally isn’t used for synthesis because it
doesn’t accurately describe the real-
world environment. For example, how
would you represent a high-impedance
state with the bit type? 

To address this problem, the IEEE
introduced a new type called
��������	, which has values of 

(uninitialized), � (unknown), � (weak
X), 
 (high impedance), ��� (weak
1/0), � (don’t care), and, of course, �
and �. The power of VHDL allows the
definition of a data type to support
any user-defined multi-valued logic
using enumerations. Of course, to
ensure VHDL portability, it’s highly

recommended to stick
with the ��������	
type as defined in the
Std-1164 package.

An additional type
from the IEEE Std-1164
package is called the
��������	���	���,
which consists of a one-
dimensional array of
��������	 elements.
The ��������	���	���
is used to represent
data buses, addresses,
and any other aggregate
of bits. Only extremely
specific ��������	

values are supported for synthesis pur-
poses: �, �, 
, and �. The main reason
for this limitation is that the FPGA
devices typically contain only gates that
respond to 0s and 1s and tristateable
buffers using the 
 value. 

Later, I’ll describe how to create a
tristate buffer. I’ll also explain how
the � value is used when simplifying
logic. Keep in mind that when creat-
ing test benches or device models, all

VHDL Type Built in Can be synthesized Values
std_logic IEEE Yes U, X, 0, 1, Z, W, L, H, –
std_logic_vector IEEE Yes Array (natural range <>) of std_logic
boolean Yes Yes True or false
integer Yes Yes 32 or 64 bits
natural Yes Yes Integers > 0
positive Yes Yes Integers > 0
bit Yes Yes 0, 1
bit_vector(natural) Yes Yes Array (natural range <>) of bits
character Yes No 7-bit ASCII
string(positive) Yes No Array (natural range <>) of characters
text Yes No File of string
time Yes No hr, min, sec, ms, us, ns, ps, fs
delay_length Yes No Time > 0 

Table 1—Take a look at some of the data types defined in the Std-1164 and Std-1076 IEEE stan-
dards. The most commonly used are the std_logic, std_logic_vector, and natural types.

http://www.rabbitcoremodulekits.com


40 Issue 181    August 2005 CIRCUIT CELLAR® www.circuitcellar.com

of the values of the ��������	 type
can be used to simulate pull-up and
pull-down resistors, undefined states,
and logic contention.

OPERATORS
VHDL supports several overloaded

operators: logical (���, ��, ����, ���,
���, and ���, which are applicable to
Boolean or bit operations); shift (���,
���, ���, ���, and ���, which are
only available in some libraries); rela-
tional (�, ��, �, ��, �, and ��), arith-
metic (�, �, �, �, ���, ���,   , and �!�);
and concatenate (", e.g., two arrays are
joined to make a single array).

Any package that introduces a new
data type will also overload these
operators to enable the manipulation
of the new data type and perform con-
versions to and from existing types
and the new data type. 

PACKAGES & MORE
I’ve already cleverly sneaked in the

term “package” without really intro-
ducing what it means. A package is an
encapsulation mechanism used to
group related types, constants, and
functions or subprograms. Packages
are frequently precompiled when the
originator prefers not to disclose the
source code, but they also can be pro-
vided in the form of source code.

The IEEE Std-1164 package is an
example of a package supplied with
complete source code. I won’t describe
how packages are created, but I’ll refer
to functions and types defined in some
of the IEEE standard packages. In a real-
world project, a package would typically
contain the common type and constant
declarations and functions required in
multiple components. For the purposes
of this article, however, the IEEE stan-
dard packages will suffice.

Each VHDL component consists of a
single entity and one or more architec-
tures. In hardware terms, an entity
defines an IC’s pins, while the architec-
ture describes the IC’s implementation
or model. The simplest sort of architec-
ture contains only instantiated compo-
nents and the wiring interconnects that
join the component pins to each other.
More complex architectures define
detailed functional elements such as
counters, registers, state machines, etc.

GETTING STARTED
Listing 1 shows a VHDL implemen-

tation of a decade counter somewhat
similar to the venerable 74LS90. The
first line introduces the standard IEEE
library. The next three lines (begin-
ning with #��) make visible specific
packages contained in this standard:
��������	���$%, ��������	�����&,
and ��������	�#�������. The '(��
postfix indicates that all of the pack-
age’s contents are made visible within
this context. It’s also possible to quali-
fy the export of a specific package dec-
laration using this same dot notation.

COUNTER ENTITY
The counter pins are declared in the

�����) section of the listing near the
top. Five signals are defined: 	�*,
���!��, �����, +, and 	���). Like pins
on an IC, signals can have three basic
modes (or directions): ��, �#�, or ���#�.
�� mode signals can be read only. �#�

mode signals can be written only. ���#�
signals can be read or written. !#,,��
mode, a lesser-known mode that can be
read or written to, is used primarily for
carrying information out of a module. I

don’t recommend using !#,,�� mode,
however, because many synthesis
tools have trouble with it.

With the exception of +, all other sig-
nals are single bits of the ��������	
type. The + signal is your first encounter
with a bus or ��������	���	���.
Typically, bused signal vectors are
defined with a bit ordering of � ��-�.
�� �, which means that the leftmost bit
� is also the most significant bit. The
opposite bit ordering (from 0 to n) is also
possible, but it isn’t used too often.
The + bus has a width of 4 bits.

COUNTER ARCHITECTURE
In the architecture block, the

!�&������� name distinguishes this
architecture from the different imple-
mentations. Because my only focus is
on producing real hardware, I won’t
cover multiple architectures.  

The �������� architecture name
must be the same name as the entity
declaration name and tie this architec-
ture to the entity. The architecture’s
body is contained in a !����/���
block with the architecture’s name
echoed after the end. 

Listing 1—This typical VHDL decade counter/divider implementation features an asynchronous reset, a clock
enable, and a carry output.

��!���)/01112
#��/0111'345��6708���$%'(��2
#��/0111'345��6708�(904�'(��2
#��/0111'345��6708�
:307:15'(��2
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;���/</	�*/ =/��//��������	2
���!�� =/��//��������	2
�����/ =/��//��������	2
+///// =/�#�/��������	���	���<>/��-���/�?2
	���)/ =/�#�/��������	?2

���/��������2
��	&���	�#��/@�&�������/�,/��������/��
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���/;��	���2

���/@�&�������2
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Between �� and !���� is the declara-
tive region where all constants, types,
variables, signals, functions, and compo-
nent declarations must be made. In this
case only a single 	�� signal is declared
with a width of 4 bits. The 	�� repre-
sents the internal decade counter state. 

Two signal assignments appear out-
side the decade counter process just
after the !���� keyword of the archi-
tecture. In effect, each of these signal
assignments is contained in a process
of its own with a sensitivity list con-

taining the signal on the right side of
the signal assignment. 

In terms of hardware, these signal
assignments connect wires between
the internal counter state and the
external pins identified on the left
side of the signal assignment. The rea-
son you can’t directly use the signal +
as the state is because its port is
defined as a write-only (or out) port.
This is a common occurrence with
VHDL �#� ports. In fact, some people
attempt to cheat and define �#� ports

as being ���#� or buffer. Don’t do
this. Let the data direction be your
guide in defining the direction of
ports. If the data is truly one-direc-
tional, use either the �� or �#� port.
Only bidirectional data flows (e.g.,
data buses) require ���#� ports. 

DECADE COUNTER PROCESS
In the begin/end block is a process

block. Processes are used to encapsu-
late a particular behavior of the design
(the decade counter behavior in this
case). The 	�* and ����� arguments
following the process name form the
process’s sensitivity list. This process
is activated only when signals in the
sensitivity list (	�* or �����) change
state. Sensitivity lists are used mainly in
optimizing simulations so that process
activation can be minimized to speed up
the simulation. Synthesis tools monitor
the sensitivity lists for completeness;
they issue warnings if signals are miss-
ing, but they don’t require them.  

If you don’t ensure that the sensi-
tivity lists are complete, you may be
surprised with some unusual simula-
tion results. You haven’t really used
VHDL until this sort of simulation
bug bites you.  

Within a clocked process, you need to
include the clock and all other depend-
ent signals outside the clocked region of
code in the sensitivity list. The clocked
region in this example is demarcated
by the ����, and ��� �, statements.

The asynchronous part of the decade
counter is after the first �, condition-
al. The ����� � B�C condition acti-
vates the statements following �&��,
which, in this case, clears the 	�� state.

The �� operator is a signal assign-
ment. The signal assignment is different
than the variable assignment. Signals are
assigned concurrently; variables are
assigned sequentially. This may sound
like semantics, but it’s actually an
extremely important point to master.
Signal concurrency is a reflection of the
fact that all signal transitions in the
real world may occur simultaneously.
Consequently, all signals within a VHDL
project change state simultaneously.

The strange-looking <��&��� ��
B�C? construct is a short-form tech-
nique for saying that all the array ele-
ments are assigned the 0 value. This

http://www.cadsoftusa.com
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notation is a named association in
which elements of an array are
assigned by an index number or by the
default name ��&���. 

You also could explicitly assign
array elements with � �� B�C, � ��
B�C, F �� B�C, and > �� B�C. A signif-
icant advantage of the ��&��� nota-
tion is that the array initializer can be
independent of an array’s size.  

Vectors can be initialized using a
constant bit vector such as 0000. This
approach reduces the amount of writ-
ing when initializing bit vectors.
Extremely large bit vectors can be
abbreviated even more by prefixing � for
hexadecimal, � for octal, and ! for bina-
ry so that 101010000001 can be written
as �D(G�E or �DHF��E. The default bit
vector radix is assumed to be base two.

The 	�*C����� following the
����, makes use of a signal attribute.
Refer to the Circuit Cellar FTP site for a
list of some common VHDL attributes
supported by most synthesis tools.
The ����� attribute triggers the follow-
ing statements whenever the attached

signal changes state. The 	�* � B�Ccon-
dition means that the statements within
the clock block, from �&�� to ��� �,,
become active for every rising edge of
the CLOCK signal. Synthesis tools
look for this code sequence and pro-
duce clocked constructs in such cases.
The ��������	���$% package defines
two functions, ����������e and
,�����������, which duplicate the
rising edge statements’ functionality. I’ll
address these functions with examples.

Basic counter functionality is
defined by the central �,, ����, and
��� �, statements. The �, ���!�� �
B�C �&�� clock enable statement pro-
vides a gated clock implementation to
apply clock pulses to the counter only
when the ENABLE pin is at a logical 1.
Then, the counter state is increment-
ed by one (an implicit conversion
takes place to convert the one to a
��������	���	���) as long as the
counter isn’t equal to 1001 or nine,
which represents the final decade count-
er state. When this final count is
reached, the counter will perform a

synchronous reset on the next rising
clock edge.

I know this may seem like a lot of
work to get a decade counter, but it’s
all downhill from here. Armed with
these basic concepts, you can design
just about any counter or divider. 

Figure 2 (page 44) shows the synthe-
sized FPGA structure that results from
this VHDL code. The primitives are
based on those available in the Xilinx
Spartan-3. As you can see, another ben-
efit of VHDL is that you can express a
design in a generic language that has no
ties to a particular piece of hardware.
You can resynthesize this same VHDL
code for an Actel FPGA or any other
vendor’s device, including ASICs! Figure 3
(page 44) is a sample simulated output
for approximately 10 clock cycles.

GENERIC ARGUMENTS
Generic arguments are powerful

mechanisms available in VHDL for
defining general-purpose entities that
you can tailor to suit different require-
ments. For example, Listing 2 contains
a generic counter implementation
that’s easily customized by passing a
couple of arguments to transform it
into practically every different counter
or divider you’ll need for my watch
project!

Two generic arguments, -���& and
����	��, which are located at the top
of the entity declaration, are the keys to
this flexibility. The former represents the
counter’s bit width. The default width
is specified as eight. The ����	�� argu-
ment specifies the maximum count value
that the counter can reach. The default
����	�� is 255. Default arguments
enable you to create an instance without
having to specify the generic arguments.
As long as you’re happy with the default
generic arguments, neither the synthesis
tool nor the simulator will complain.

The first place you’ll see a change
from the original decade counter is in
the definition of the + signal. In the
first decade counter implementation, I
hard-coded an upper limit of three.
Here in the port declaration, +’s upper
limit is set to the value of width-1.
Thus, if you were to instantiate this
counter with a width of 12, q’s range
would be 11 down to 0, thus creating a
12-bit counter width.

Listing 2—The general-purpose synchronous VHDL counter/divider implementation has generic parameters
to specify the counter bit width and maximum count value. An asynchronous reset, a clock enable, and a carry
output complete the design.
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Another change relates
to the data type used for
the counter. The original
decade counter used an
��������	���	��� type.
For the generic counter,
however, I used a subtype
of the natural number
type for the 	�� type. The
subtype is declared implic-
itly in the cnt signal decla-
ration as ���#��� �����
� �� ����	��. This
means that the cnt signal
can take on any value
from zero to ����	��.  

Why did I make this
change? It certainly could
have used an
��������	���	��� as a
generic argument, but I
prefer working in base 10,
so it made sense to use a
natural number counter.
There isn’t a hardware
penalty for this choice. Plus it makes
the design more readable. As a conse-
quence, you need a conversion function
(	������������	���	���) to convert
from the natural number cnt to the
��������	���	��� result for q. The
conversion takes place as part of the sig-
nal assignment where the cnt state is
wired to the q output. The first argu-
ment is the natural or integer signal to
be converted to a ��������	���	���.
The second argument is the desired
width of the resultant ��������	���	.
���. This conversion function is built
into the IEEE std_logic_arith package.

The remaining code should look
extremely similar to the decade count-
er (with the exception of using natural
numbers in places where vector con-
stants were previously required for
initialization and maximum count
comparison). Another change is the
use of the ����������� function to
define the clock edge used for event
transitions. This makes the code more
easily understandable.  

The final change has to do with the
way you produce the carry output sig-
nal. In the decade counter, you simply
use the most significant bit as the carry
signal. But when creating a chain of
synchronous counters, you might
sometimes create counters in which the

upper bit remains high for longer than
one clock cycle. Thus, you could get
two or more clocks carrying through to
the next counter in the chain.  

Because you’ll want only one carry
clock generated each time the counter
reaches its maximum value, that’s what I
encoded in the signal assignment for
the carry output. Note that this is a con-
ditional signal assignment using the -&��
conditional statement. The ENABLE
signal is passed through to the 	���)
whenever the 	�� � ����	�� condition
is satisfied; otherwise, in the ���� clause,
a logical 0 value is assigned to the 	���).

FIRST TEST BENCH
You must create a test bench to test

whether or not the generic counter

actually works. A test
bench is analogous to a
hardware bench. It con-
tains instruments such as
signal generators, oscillo-
scopes, and logic analyz-
ers, which are connect-
ed to the circuit being
tested. The VHDL
equivalents of these
instruments are shown
in Listing 3. 

A test bench is noth-
ing more than an enti-
ty/architecture pair with
the circuit being tested
instantiated in the
declarative region of the
architecture. You can
see the generic ����
component declaration
following the �� of the
architecture. Signal
declarations for each of
the ���� port elements

follow the component. The actual
instantiation is found in the architecture
body beside the ##�= label. Each signal
passed or received from the ���� port
uses a named association with the port
signal name on the left and the local
signal on the right of the �� symbol.

The primary stimulus required is the
clock, which is defined in the process
block labeled “clock.” Initially, 	�* is
set to a logical 0 value.

The following -��� statement paus-
es the process for 500 ns. The -���
statement should never appear in any
code that can be synthesized. After the
first -���, 	�* is set to a logical 1 value
and the process waits another 500 ns.
After the final -��� time has elapsed,
the process begins executing from the

/div10_ex_bench_vhd/carry

(0)

(1)

(2)

(3)

/div10_ex_bench_vhd/q 0000 0001 0010 0011 0100 0101 0110 0111 1000 1001

/div10_ex_bench_vhd/reset

/div10_ex_bench_vhd/enable
/div10_ex_bench_vhd/clk

Figure 3—The top clock waveform drives the simulated decade counter. The q output is shown below in both a vec-
tor format and broken down into each of the four counter bits.
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Figure 2—The Spartan-3 primitive blocks comprise the decade counter. The LUT3 and LUT4 blocks
are three- and four-input look-up tables.The FDCE blocks are D flip-flops with clear and enable inputs.
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initial statement following the !����
statement. In effect, this defined a
clock with a 50% duty cycle and a
1-µs period.

The second process, which is
labeled �!, provides the required reset
stimulus. Like 	�*, the reset receives
an initial value of logical 0. After 100
ns, it’s set to logical 1. The ENABLE
signal is tied permanently to a logical 1
for the purposes of this test. The final
-��� statement with no arguments
pauses the second process indefinitely.
This is an effective method of execut-

PROJECT FILES
To download the code, go to ftp.circuit
cellar.com/pub/Circuit_Cellar/2005/181.
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ing the contents of a process only once.
Remember, -��� statements can’t be
synthesized and therefore can’t appear
in any VHDL intended to be rendered
as a hardware component. 

As you can see, by defining one or
more processes and using -��� state-
ments, it should be possible to synthe-
size any stimulus required for driving a
test component’s inputs. More elaborate
test benches can also include functional
component models of elements such as
memories, processors, clocks, and data
acquisition systems provided by many

Listing 3—The small test bench generates CLOCK and RESET signals to drive the ���� counter imple-
mentation. The test bench instantiates a decade counter from the ���� generic counter.
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IC vendors. The simulator running
the test bench acts as a logic analyzer
and provides access to all the tested
model’s inputs and outputs.

START EXPERIMENTING
Thus far, I’ve covered a lot of VHDL

territory: data types, attributes, entities,
architectures, counters/dividers, generic
components, test benches, instantiated
components, and a variety of state-
ments. Next month I’ll investigate state
machines, encoders/decoders, multi-
plexers, and ROMs. I’ll show you how
these elements can be combined to
make the stopwatch application in
Figure 1. Until then, download some
VHDL tools and have fun experiment-
ing with the examples in this article. 

The complete VHDL source code is
available on the Circuit Cellar FTP
site. If you’re using the Xilinx tool
set, I also included a project that con-
tains all the same source code. I

ftp://ftp.circuitcellar.com/pub/Circuit_Cellar/2005/181
http://www.xilinx.com
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you can use them to manipulate data,
or you can directly interface them
with another function (e.g., real-world
I/O or counting, timing, and commu-
nication). You’ll need to review the
documentation that describes the
functions in order to understand how
each is implemented in the device.

This illustrates why you must spend
some time choosing a particular part
based on the functions required for
your application. Most manufacturers
have a product selector guide that lists
the functions included with each part.
But you don’t need to get involved
with that just to get a feel for how to
write and simulate some simple code.

SPIDER-MAN
If you don’t know where to start,

search the ’Net. If you’re already
familiar with an MCU manufacturer,
visit its web site and search for devel-
opment tools. Many large companies
are too busy to develop their own
tools just to give them away, which is
a bit shortsighted if you ask me.
However, you can’t blame them for
believing they can best serve the
design community by putting all of
their effort into their hardware. This
is especially true because there are so
many good software companies out
there creating support software.

For instant gratification, check out
the companies listed at the end of this
article. These companies have made it
their business to offer free tools for
some of their products. Focus your
attention on the assemblers and simu-
lators, which aren’t necessarily just for

Newbies are always asking me,
“How can I get started with microcon-
trollers? I don’t have a lot of money,
but I have plenty of time to invest.” A
good place to start is your local book-
store. Not a buck-a-book shop, but a
store that has a good selection of tech-
nical documentation (preferably a
store that carries Circuit Cellar).
Although most books written today
are how-to manuals for high-level
computer languages, probe around
until you find the section of the store
that pertains to hardware, the shelf
that deals with processors, and the
few books that cover microcontrollers.

An alternate approach is to play.
Yup, play around. Often it’s free. Have
you ever found yourself using a screw-
driver on a new toy prior to even turn-
ing it on? I have. I always want to
know more. This often means playing
around with a new toy. If your new
toy is a simulator, you can learn about
microcontrollers just by playing with it.

A simulator, which is an application
running on your PC in this case, enables
you to execute an MCU’s code without
actually having to have the hardware
in front of you. Your giga-powered PC is
made to look like a microcontroller.

Most microcontrollers are embedded
as part of a larger device and contain a
CPU, memory, and I/O. Think of a
microcontroller as nothing more than
a set of registers or storage containers
manipulated by program instructions.
The registers may be used as program
memory to hold code instructions or
data memory to hold temporary val-
ues. They may be part of the CPU, so

you non-swimmers out there. I still
write most of my applications in
assembler and verify my routines with a
simulator.

Many tools come as part of an inte-
grated development environment
(IDE), which enables access to each
tool from a familiar framework that
keeps track of where the tool’s compo-
nents and the files you’ve create are
kept. It’s important to read the IDE’s
documentation in order to familiarize
yourself with the process of creating
and simulating code execution for one
of the supported MCUs.

JUMP IN
I used Microchip Technology’s

MPLAB IDE for this project. Why? It
isn’t that Microchip is better than the
other manufacturers at writing an IDE
application, but this IDE supports the
entire line of Microchip parts. This
means you aren’t limited to using this
IDE with only select Microchip parts. 

Downloading and installing MPLAB
should take less than 1 h. At that
point, you’ll start with a clean slate (if
you haven’t run the application
before). Click Project Wizard on the
Project pull-down menu. The Wizard
will lead you through the steps of cre-
ating a new project. The program will
set up the IDE with all of the informa-
tion it will need to work with the
code you’ll write.  

I used a PIC16F873A microcon-
troller for this project because it has a
good selection of commonly used
functions. Choose the default tool set:
MPASM, MPLINK, and MPLIB.

Simulate First
FROM THE BENCH by Jeff Bachiochi

Simulators are designed to help you debug your code. But as Jeff will show you, you can also
use a simulator to get a feel for a new microcontroller and its peripherals.The idea is to play
around with an MCU before spending money on it.

Simulation Techniques for Testing New MCUs
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(MPASM is Microchip’s assembler
that turned my code into the instruc-
tions executed by the microcon-
troller.) Next, define the project name
and folder where it’s kept. 

I usually add a project folder to the
installed MPLAB IDE folder and then
add my stuff to it. This keeps every-
thing in one area. Because I hadn’t
written any code yet at that point, I
clicked past the following screen,
which is for adding (prewritten) source
code to the project.

After I had created a project, MPLAB
was happy, but I hadn’t really done
anything. One of the most difficult
things when getting started is actually
getting started. A code template is a
good place to begin. 

Click Open in the File pull-down
menu, navigate to the MPASM
Suite\Template\Code folder, and then
choose the file corresponding to your
MCU (f873atemp.asm). A file will then
load to your workspace. Click Save As,
rename the file, and save it to your proj-
ect folder. (FTB181 was my file name
and the name of the project folder.) 

Following this, add the file to the
project. In the upper left corner is a
window (FTB181.mcp) showing a list
of potential file types. Right-click on
SourceFiles and added FTB181.asm to
the project. Next, click Make in the
Project pull-down menu. MPLAB will
save the project file and use MPASM to
assemble the file and display any errors
it found. Doesn’t that sound easy? 

QuickPIC
What are basic things you need to

know about the PIC16F873A? First
you must know what’s inside it (see
Figure 1). There are three main parts.
On the right are ports A, B, and C,
which are the direct I/O. On the bot-
tom are a number of peripheral func-
tion blocks. All of the registers are
accessible to the data bus. The flash
program memory is in the top left sec-
tion. The user RAM is in the top right
section. Most of the remaining blocks
make up the CPU, whose program
counter retrieves instructions from the
program memory and places them
into the instruction register. 

The instruction decoder determines
which operation is to be performed
based on the instruction. Although
most instructions are executed in a
single cycle, there’s actually a two-
cycle pipeline. During the first cycle,
an instruction is fetched; it’s executed
during the next cycle while the next
instruction is fetched.

The program memory is 14 bits wide
and divided into 2,000-word pages, as
shown in Figure 2. Code execution
begins at the reset vector (0x0000).
Interrupts are directed to the interrupt
vector (0x0004). The 14-bit instruction
size limits how much memory can be
directly accessed within a single instruc-
tion (11 bits), thus the 2,000-word page
size. For MCUs with more than one
page, other pages are accessed by pre-
loading the PCLATH register.

Every register accessible within the
MCU has a defined location in RAM,
which, like program memory, is also
divided. A bank is 128 bytes of RAM.
As you can see in Figure 3 (page 51),
general-purpose user RAM is located
at the high end of each bank (starting
at address 0x20 of bank 0). You can
select a bank with the register select
bits in the STATUS register.   

QuickASM
What’s an assembler? The CPU

Figure 2—Every microcontroller is a self-contained
computer including ROM, EEPROM, or now flash
memory-based code memory space.
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grabs an instruction to execute by
reading a memory location and trans-
ferring the data into the instruction
register. The width of the instruction
register is an indication of the number
of potential different instructions a
CPU can recognize and act on. Each
value has the potential of a different
operation, although not all values are
necessarily used. Some instructions
perform specific tasks without addi-
tional information like the sleep
instruction. Not all MCUs that have a
sleep function use the same value for
the instruction. In fact, the same man-
ufacturer may not use the same values

for all of its processors. Microchip
manufactures MCUs with 12-, 14-,
and 16-bit instructions using values of
0x003, 0x0063, and 0x0003, respec-
tively, for the sleep instruction. 

If your program consists of only the
sleep instruction, you’ll need to use a
value of 0x0003 or 0x0063 (depending
on the MCU) and program your MCU
with the value at the reset vector loca-
tion 0x000. The first computers were
programmed this way (i.e., by figuring
out the proper value for each instruc-
tion by hand).

Assembly language involves a short-
hand notation of sorts to describe an

instruction. Most instructions are a
mnemonic (an opcode with optional
operands). The mnemonic sleep
instruction doesn’t require additional
operands. If you use mnemonics to
describe a set of instructions to exe-
cute, an assembler will translate them
into values based on the type of MCU
you’re using. This way the same code
can be assembled for different MCUs,
creating a different hex file. 

The hex file is a list of values that cor-
responds to the instructions you wrote
using assembly language mnemonics.
This is what will be programmed in
your microcontroller’s memory. Today’s
flash memory can be rewritten over and
over. ROM or one-time-programmable
(OTP) MCUs have to be thrown away
if a change in code is needed.

Some instructions require additional
information along with the mnemon-
ic: CLRF,PORTA. This instruction
clears a register. The register cleared is
indicated by an operand that follows
the mnemonic. Here the assembler
needs to know the MCU being used as
well as where the port A register is
located. You can include a file at the
beginning of your code to assist the
assembler in translating your code cor-
rectly. Usually included with the assem-
bler, this file contains a list of the
names of all of the registers and the spe-
cific addresses of each within the MCU.

As the instructions get more com-
plicated, you’ll see why the assembler
is a real time saver. Moving or operat-
ing on data can require multiple
operands a source and destination.
Sometimes these are implied by the
instruction itself, such as moving data
in or out of the working register
(WREG). The data could be in the
form of a constant or value from
another register. The CPU’s program
counter initially points to the reset
vector location and increments through
the program memory as each instruction
is executed. Your program must occa-
sionally branch either conditionally or
unconditionally to a new area.

Calculating the correct value to add
to the program counter so the next
instruction comes from the right place
is a real pain. Assembly language
enables you to use labels. When your
assembler assembles your code, it
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takes care of all the tedious
calculations. 

Assembly language is
the bottom rung on the
computer language ladder.
Just as technology is for-
ever improving hardware,
higher-level programming
languages (e.g., BASIC, C,
and Java) are constantly
being created. Because
these higher-level lan-
guages normally require a
certain amount of memo-
ry overhead, you may find
yourself forced into using
assembly language. In any
event, you’ll always use
an assembler because
even the high-level lan-
guages compile their code
into assembly language, which is then
assembled into a final hex file (or sim-
ilar output file with another format).

TEMPLATE FILE
Let’s take a look at the template file

I added to my project (see Photo 1).
This gave me (and MPASM) the mini-
mum code necessary to assemble the
file. First a look at what MPASM
receives from this file. 

The list option p=16f873a tells the
assembler what kind of microcon-
troller is being used. The #include
<p16f873a.inc> directive instructs
the assembler to grab the p16f873a.inc
file and assemble it (as if it were phys-
ically inserted in the project file at
this point). The file, which is in the
MPASM Suite folder, defines all the
available registers, the configuration
bits, and the amount of RAM avail-
able for this processor. Now I don’t
have to worry about defining the regis-
ters, finding the register and configura-
tion bits values, and locating the
RAM. For instance, you don’t have to
know that the Z flag in the Status reg-
ister is bit 0x02 of register 0x03. You
can just call it STATUS,Z!

Next, the __CONFIG directive
includes a list of configuration bits
with their on or off statuses (enabled
or disabled). These include things like
the kind of clock you will supply as
the time base. It might be an actual
clock source or just a component

that when combined with the inter-
nal amplifier creates an oscillator
(xtal, resonator, or resistor/capacitor).

A few variables are also defined for
you; they’re assigned to the lowest
registers (RAM) available in the MCU
(see Figure 3). These particular vari-
ables are only needed when an inter-
rupt routine is used. (More on inter-
rupts in a minute.)

The ORG 0x000 directive tells the
assembler where to place the next por-
tion of assembled code in program
memory. Now MPASM will assemble
something. Instructions are usually in
the form of a mnemonic with optional
operands. The first instruction is NOP.
This is a do-nothing instruction that
doesn’t require an operand. The assem-
bler translates this to the 0x0000 value
and stores it at address 0x000 (as direct-
ed by the previous ORG statement). 

The next instruction is goto main.
The goto mnemonic requires a desti-
nation operand (the main label in this
case). Because the assembler has not
come across any definition for main at
this point, it cannot translate this
instruction into a value. Thus, it plops
down a place-holder at the 0x001
address and remembers to come back
to it on a second pass.

Again, you come to an ORG direc-
tive, which instructs the assembler to
place the next assembled code at
address 0x004. This happens to be the
interrupt vector, or the place to which

an interrupt is directed.
An interrupt is a routine
that must be executed on
demand. A timer value is
reloaded if an overflow
has occurred. 

Interrupts can occur
any time your program is
executing. When an
enabled interrupt occurs,
your code execution
stops and the CPU
branches to the interrupt
vector where you have a
chance to do something
special before the CPU
returns control back to
your normal code execu-
tion. Because an interrupt
routine can use the same
registers as the normal

program, it can corrupt data in the reg-
ister if it’s used in the interrupt rou-
tine. To prevent this, save the original
register content used by the interrupt
and your normal code before executing
the interrupt routine. Replace it before
you leave.

The next six instructions assemble
addresses 0x004 through 0x009. These
instructions save the W register to the
previously defined w_temp register.
Because you can come to this inter-
rupt code while the bank select bit is
set to 0 or 1, you actually need two
places to save W. In this case, you can
use the first register in either bank:
0x20 (used if the bank select is 0) and
0xA0 (if the bank select is 1). 

The W register is the most frequently
used register. After it’s saved, you can
use it to save the rest. The Status reg-
ister is first moved to the W register
so that when you force the register
select bit to a 0—which is the bank
for saving the Status and all other reg-
isters—its original value is preserved.
It’s the original value because by forcing
the register select to page 0, you’ll clear
the RP0 bit in the Status register.
Without saving the original value to
the W register, there will be no way of
restoring status to the proper register
bank when the interrupt routine finishes.

Next, you’ll see a comment show-
ing where any interrupt code should
be placed. Following any interrupt
code, the next eight instructions will

Photo 1—Templates for each MCU give you a place to begin by including some necessary
initialization stuff. Comments help explain what’s included and where to put your code.
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restore the three registers back to
their pre-interrupt values and exit the
interrupt. There is no interrupt code
in the template at this point.

Lastly is the label main, which was
referred to in the goto main
mnemonic. The assembler knows that
the next instruction will be located at
the 0x012 address, so it now relates
any main label with program memory
address 0x12. The END statement indi-
cates the end of the program and lets
the assembler go back and substitute
values for those instructions that may
have used labels (unresolved labels
will cause assembler errors). 

QuickSIM
I don’t always test my code.

Sometimes I just program the micro-
controller, stick it in the hardware, and
power it up. I don’t have much luck
doing this. It usually fails because of a
dumb mistake. If you have a PCB to
plug your MCU into and an emulator
or in-circuit debugger, you’re golden.
You can follow your code until it fails.
But if you don’t have any of that, you’re
stuck—stuck, that is, if you don’t have
access to a simulator.

A simulator is a PC application that
simulates MCU operation. The simu-
lator creates a virtual MCU and
enables you to crawl inside and
investigate how executing your pro-
gram code will affect all of the
MCU’s registers. Like the assembler,
the simulator needs a few
pieces of information to
configure itself, the MCU
(to identify the registers
needed), and the speed of
the clock or oscillator (to
enable the timing of
instructions to be calcu-
lated).

Not all simulators offer
the same tools. Besides the
basics of running, stepping,
and halting code execution,
some simulators offer sim-
ulations of external forces
on the MCU’s inputs.
Because many applications
take action based on exter-
nal events, the stimulus
enables the virtual inputs
to be virtually stimulated.

This can be as simple as setting or
clearing an input; it can be as complex
as simulating a serial communication
bit stream using a stimulus file. 

A stopwatch function that can be
reset presents an elapsed execution
cycle count. Using the clock frequen-
cy, it calculates the actual execution
time. This enables you view the accu-
racy of critical timing functions like
the bit timing of a software UART
function.  

By combining functions like Watch
Window (for viewing selected regis-
ters) and Breakpoints (a selected point
in your program where the simulation
is automatically halted), you can mon-
itor variables of interest at specific
times within the program. This helps
to zero in on improper operation. 

One of the most powerful functions
is Trace, which is a log of every line of
code as it’s executed. It includes infor-
mation on the source and destination
registers of each instruction and how
their values may have been affected
by the instruction. Microchip’s trace
buffer can hold 8,192 instructions.
It can halt an executing simulation
on overflow or be used as a FIFO
ring buffer, holding just the last
8,192 instructions.

CODE TIME
Now you know enough to use the

simulator and debug some code. Let’s
simulate the template as it stands

before adding any new code. 
Click Select Tool from the Debugger

pull-down menu and choose MPLAB
SIM. Execution commands are available
in this pull-down menu, Fx shortcut
keys, and the menu bar (arrows). Before
executing the template code, click
Settings on the Debugger pull-down
menu. In the OSC/TRACE tab, enter
the clock frequency (4 MHz) and enable
the Break on Trace Buffer Full box.

Clicking the Run button in the
menu bar (or pressing F9) will run the
simulator. You shouldn’t see much
happen, but the Run button should
quickly flash as the Pause button is
highlighted. The simulator will start
executing code and then stop. 

After you click Simulator Trace
from the View pull-down menu, the
Trace Window will pop up. You’ll find
that it has filled and halted program
execution, but you won’t have even
put in any code yet. What’s going on?  

Use the right-hand scroll bar to get to
the beginning of the trace buffer. The
first line executed will be the NOP
instruction followed by a GOTO main
or GOTO 0x12, which the assembler
will eventually calculate as address
0x12 when it finds the main label
after assembling the 12 previous
instructions to addresses 0x00 through
0x011 (see Photo 2). 

The disassembled listing won’t
show anything after the RETFIE
instruction. The main label, although

recognized and used by the
assembler, won’t have any
mnemonic, so no code will
be generated at this loca-
tion. From this address on
the MCU, it will show its
default (cleared/
erased) value of 0x3FFF.
Note that this value equates
to instruction mnemonic/
operand ADDLW 0xFF,
which adds the constant
0xFF to WREG. 

You’ll see in the trace
window how the WREG
(DA [W]) data initially equal
to 0x00 is continuously
incremented by 0xFF (DD
[0xFF]). The simulator won’t
know it has run into the
blank section of the MCU.

Photo 2—The simulator gives you the ability to single-step through a program and
monitor how each instruction affects the MCU’s registers. The Trace function can log
each executed instruction. This enables you to follow the program flow and find those
unexpected detours that can crash your code.
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It will just keep on executing until the
trace buffer is full and halts execution.
You can prevent this if you put some
code at the main label.

In the ftb181.asm window, add the
variable count to the variable defini-
tions with the next available user
RAM location 0x23. Next, add the fol-
lowing four lines of code after the
main label:

incf count,f
movf count,w
movwf PORTC
goto main

The first line will grab the value from
the count source register, increment
it, and then put the incremented value
back in the count destination register,
where f indicates the use of the
source register and w indicates the
use of the WREG. Following this, the
value will be plucked again from the
count source register and moved to
the WREG destination register. Now
the value in the WREG register will
be moved to the PORTC destination
register to light some LEDs on the
port C I/O pins.  

Finally, the already familiar goto
main instruction will jump (this time
backwards in memory space to the
0x12 address previously established by
the assembler when it came across the
main label). This loop will continu-
ously increment the count value once
each time through the loop. If you set
up a Watch Window for the count
and PORTC variables, stick a break-
point at the goto main instruction,
and then run the program, the simula-
tion will stop each time it reaches this
breakpoint. You’ll notice that count
is incrementing and PORTC isn’t.

If you look at TRISC in the special
function registers (or add it to the
Watch Window), you’ll see it has a
value of 0xFF. This is the direction
register for port C I/O that defines
whether the individual I/O pins are
inputs (1) or outputs (0). Because all
the bits are ones, every I/O bit is set
as an input. By clicking the TRISC
value, you’ll be able to change it to all
outputs (from 0xFF to 0x00). Running
the simulator again will show that
PORTC now reflects the count value. 

Because all I/O ports default to
inputs when the MCU is reset, you
must add instructions to set TRISC as
all outputs prior to executing the
instructions in the main routine. I
generally replace the initial goto
main instruction (back at the reset
vector) with goto init and place the
init label just before the main label.
Any registers that need to be initial-
ized (e.g., TRISC) can be placed
between the init and main labels.

Assembling the code and running
the simulator again doesn’t increment
port C. You think you clearly have a
CLRF TRISC instruction after init,
yet TRISC doesn’t get set to a value of
zero. If you notice TRISC’s address
(0x87), you’ll find that it is in bank 1.
Unless you remember to change banks
(RP0 in the Status register) before try-
ing to write to the TRISC register,
you’ll actually clear the register 0x07
(port C) in bank 0. Don’t forget to
change back to bank 1 when you’re
done, or at least be aware of where
you are the next time you use a regis-
ter. This is a tough rule to remember
whenever you’re using PICs. Always
be aware of your bank location and
adjust accordingly.

You might choose to use the
banksel directive instead of manually
setting and clearing bank bits, espe-
cially when multiple bits are involved.
I kept it simple (see Listing 1).

LAST HURRAH
Before I unleash you into the world

of simulation, let’s take a look at the
process of using an interrupt. Many
peripherals in the MCU have the abili-
ty to generate an interrupt. The mech-
anism for using interrupts is the inter-
rupt flag, the interrupt enable, and the
global interrupt enable. If you want

to use a peripheral’s interrupt, you
must enable its interrupt by setting
the peripherals interrupt enable bit,
which is found in the INTCON and
PIEx registers.  

After you’ve initialized and enabled
all of the peripherals you need, you
can set the global interrupt bit. The
global interrupt enable (GIE) bit is
automatically cleared when the execu-
tion flow is diverted to the interrupt
vector (and enabled by the RETFIE
instruction at the end of the interrupt
routine). This prevents additional
interrupts from interrupting the inter-
rupt. When a peripheral wants to
interrupt the normal execution flow,
it raises its interrupt flag. If the
peripheral’s interrupt enable bit is set
(and if the global interrupt bit is set),
the CPU will redirect execution to the
interrupt vector. The template I used
saves a few registers, makes a place for
the code to reside, and then restores
the registers prior to returning to
where execution was interrupted.

The code entered thus far incre-
ments a value just as fast as the MCU
will execute the loop of code. Let’s
slow this down by requiring 1 ms
between each increment. You can
place a lot of code in the main loop so
that it finishes the loop in 1 ms, or
you can use a timer to measure 1 ms
and let you know when to increment
the count variable. If you use Timer1
as a 1-ms source in a polled mode (no
interrupt), you must initialize a few
timer registers and a constant. Add
this code to the ftb181.asm window
(see Listing 2, page 56).

Timers overflow when they reach
their maximum count (in this case
0xFFFF), so you must create a con-
stant (an unchanging value) to reload
into Timer1 so it takes 1,000 µs to

Listing 1—Adding these few instructions to the template creates a basic count loop. The number of the
instructions in the loop creates the actual timing of the loop.

init
bsf STATUS,RP0 //Change to bank 1
clrf TRISC //Make all output bits
bcf STATUS,RP0 //Change to bank 0

main
incf count,f
movf count,w
movwf PORTC
goto main
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count up to 0xFFFF and overflow to
0x0000. I chose a 4-MHz oscillator, so
one instruction cycle is equal to 1 µs.
If you need a 1,000-µs delay (1 ms),
then the calculation is easy. Set up
Timer1 to tick using the instruction
cycle clock (osc/4): one tick, 1 µs. The
fudge factor is zero for now. 

After the code added to the init
section loads the timer with a con-
stant calculated by the assembler
from the constant definition section,
it turns on Timer1. In the main sec-
tion, poll for Timer1 to overflow by
repeatedly checking Timer1’s over-
flow bit. When Timer1 overflows,
ignore the goto main loop, proceed
by resetting Timer1 for another

1,000-µs count, and use your original
code, which increments the count
variable (and PORTC register) and
jumps back to main (polling for another
Timer1 overflow).

After assembling the new code (and
with a breakpoint still at the last goto
main instruction), you can use the
stopwatch to measure the execution
time between breakpoints. Remember
to reset the stopwatch before each run
after the breakpoint stops the execu-
tion. After you’re in the loop, the
stopwatch will show the same
amount of elapsed time, but it won’t
be 1 ms because it will take time to
set up the timer reload values and exe-
cution cycles have been expended. 

Listing 2—By using a timer, the actual timing is independent of the program execution. The timer also enables
the timing to be changed easily because it’s based on the comparison of values (or overflowing) and not on
how many instructions are in line.

After the variable declarations, add constant definitions.
*******************************************************************
fudgefactor EQU D�0�
onemS EQU 0x10000 - D�1000� + fudgefactor

*******************************************************************
At the end of the init code, add the following
*******************************************************************

movlw HIGH onemS //Use the high byte of the onemS constant
movwf TMR1H //As the high byte of the timer1 reload value
movlw LOW onemS //Use the low byte of the onemS constant
movwf TMR1L //As the low byte of the timer1 reload value 
bsf T1CON,TMR1ON //Enable the timer

*******************************************************************
After the main label, add the following
*******************************************************************

btfss PIR1,TMR1IF //Skip next if Timer1 overflows
goto main //otherwise goto main
bcf PIR1,TMR1IF //Clear the overflow flag
bcf T1CON ,TMR1ON //Disable the timer
movlw HIGH onemS //Use the high byte of the onemS constant
movwf TMR1H //as the high byte of the Timer1 reload value
movlw LOW onemS //Use the low byte of the onemS constant
movwf TMR1L //as the low byte of the Timer1 reload value
bsf T1CON,TMR1ON //Enable the timer

Listing 3—The timer raises a flag (sets a bit) when the required count is achieved (or an overflow occurs).You
can choose to continually watch for this and change the program flow when it happens.

btfss PIR1,TMR1IF //Skip next if timer 1 overflows
goto main //otherwise goto main

Listing 4—An alternative to polling for the timer flag is to let the flag initiate an interrupt. If the timer interrupt
is enabled when the timer flag goes high, execution can be automatically and temporarily redirected to the
interrupt vector area.You can place code here that determines which device raised its flag and what to do
about it. The program flow then will be directed back to where it was before the flag was raised.

bsf STATUS,RP0 //Change to bank 1
bsf PIE1,TMR1IE //Enable Timer1 interrupts
bcf STATUS,RP0 //Change to bank 0
bsf INTCON,PEIE //Enable peripheral interrupts
bsf INTCON,GIE //Enable global interrupts

http://www.keil.com
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Use a fudge factor value to automat-
ically adjust the reload value in the
constant calculation. This way you
will be able to change the 1,000 µs to
500 µs and use a real number without
having to worry about adding the
fudge factor to the value. Use a value
of D�10� for the fudge factor to com-
pensate. Because the polling loop
takes three cycles (one for the poll
and two for the goto), the timer will
actually overflow on one of the goto
cycles. This can throw off the attain-
able accuracy by two cycles. Rerun
the simulation and check the new
timing with the stopwatch.  

Now let’s remove the timer code
from the main routine and make it an
interrupt event. Remove these
instructions (poll loop) from the main
section (see Listing 3). Move the rest
of the code in main (except the last
goto instruction) to the interrupt
routine (where it says “isr code can
go here”). Add the Timer1, peripher-
al, and global interrupt enable
instructions to the end of the init
section and add an NOP just after
main (see Listing 4).

The NOP in the main section (just
before goto main) gives the goto
somewhere to go to instead of itself.
(This prevents a tight single instruc-
tion loop.) Next, clear the previous
breakpoints and add a breakpoint to
the movwf PORTC instruction in the
interrupt routine. Now assemble and
run the simulation. Because there are
more instructions between the inter-
rupt vector and the breakpoint, you’ll
need to increase the fudge factor. 

The program stops each time it
executes the interrupt routine. The
code placed there will update the
count and PORTC values each time
Timer1 overflows. This operation is
completely independent from the
code executing in the main loop,
which right now is an NOP and goto.
If you look at the trace window after
the code has stopped for the first
time, you’ll see the initialization
being executed (at the beginning of
the trace buffer) and then a bunch of
NOP and goto instructions (the
main loop executing over and over)
until Timer1 overflows. At that point
the execution will branch to the inter-

rupt vector where the interrupt code
is executed and the breakpoint is
encountered.  

TAKE OVER
I’m passing you the reigns at this

point. You can add your own code to
this program. You can experiment
with other instructions and investi-
gate the use of the other peripherals in
the microcontroller. You’ll find the
answers to many of your questions in
the pull-down Help section. Read,
read, read. There are documents avail-
able for every microcontroller and tool
in the MPLAB IDE.

Although simulators may have been
designed as tools to assist you with
the process of debugging code, they’re
the perfect tools for learning how
microcontrollers and peripherals work.
There are certain real-world interfac-
ing operations that can’t be simulated,
but there’s nothing like writing some
code and seeing it execute. 

Play for a while. You’ll be ready to
plunk down some cash to bring your
ideas to life with hardware after
you’ve built up your confidence in
your programming ability. Go forth
and simulate. I

Jeff Bachiochi (pronounced BAH-key-
AH-key) has been writing for Circuit
Cellar since 1988. His background
includes product design and manufac-
turing. He may be reached at
jeff.bachiochi@circuitcellar.com.

PROJECT FILES
To download the code, go to ftp.circuit
cellar.com/pub/Circuit_Cellar/2005/181.

RESOURCES
Development tools for MCUs, Texas
Instruments, http://focus.ti.com/docs/
tool/matrix.jhtml?FamilyId=4.

SOURCES
AVR Studio
Atmel
www.atmel.com

MPLAB IDE and PIC16F873A micro-
controller
Microchip Technology
www.microchip.com

ftp://ftp.circuitcellar.com/pub/Circuit_Cellar/2005/181
http://focus.ti.com/docs/tool/matrix.jhtml?FamilyId=4
http://www.atmel.com
http://www.microchip.com
http://www.aconinc.com


http://www.powercoreflex.com


www.circuitcellar.com CIRCUIT CELLAR® Issue 181    August 2005   59

blocks, and the maximum clock rate
was 8 MHz. That’s why I went with a
Cypress PSoC. I had recently taken a
closer look at the family, and was
impressed its availability of config-
urable digital and analog blocks. 

I typically work on mixed-signal proj-
ects. The newest PSoC devices sport
analog function blocks that are of a high
enough quality to be used in the scien-
tific applications I routinely work on.
As luck would have it, they contain digi-
tal blocks that can function as 8/32-bit
timers/PWMs with clock rates up to
50 MHz. This enabled me to duplicate
my old design using a $6 CY8C27443
(see Photo 1) instead of the pricey
Am9513 and supporting MCU.

FUNCTIONALITY
For my project, I needed to be able

to generate logic-level pulses with a
programmable repetition rate and
pulse width. The slowest period/pulse
widths might extend into the hundreds
of seconds. The fastest pulses I require
might need a resolution of approxi-
mately 20 ns. Furthermore, I wanted to
be able to generate three independent-
ly adjustable, synchronized signals. 

Specifically, this design generates
one programmable square wave clock
as well as two additional output puls-
es, each of which has a programmable
delay from the rising edge of that
clock as well as a programmable pulse
width. Table 1 shows the ranges and
resolution of the output signals.

To make the unit more versatile, I
added a gate input, which enables the
external signal to gate on and off the
generator’s output. I also included an
inverting driver for each output signal,

The Hewlett-Packard pulse generator
at my office served me well for more
than 20 years. But the potentiometers
and multipole range switches on the
analog design eventually wore out.
Unfortunately, all of the front panel’s
potentiometers and switches were dis-
continued custom PCB-mounted parts.
So, I recently replaced the ailing genera-
tor with a homebrew unit like one I
built eight years ago around the now
discontinued Am9513 system timing
controller (“Pulse’05 Pulse Generator,”
Circuit Cellar, 78, January 1997). 

The Am9513 was the Cadillac of
timer chips in its day. But I couldn’t
use it for this project. Apart from
being obsolete, it could only count at
a maximum of 6 MHz. I need to be
able to generate pulses below 100 ns,
so I needed a faster timing device.

I use many different MCU families,
so I thought it would be easy to find
MCUs with high-speed timer blocks
to perform the timing functions I
needed. I first checked out the 50-MHz
Zilog eZ80 Acclaim! module. No luck.
Although the CPU motored along at
50 MHz, the fastest clock the timer
blocks would accept was the CPU
clock/4, or 12.5 MHz. My old standby,
the Atmel AVR family, was no help
either; it didn’t have enough timer

thus enabling either active-high or
active-low pulses to be generated. The
PSoC digital outputs can source 10 mA
and sink 20 mA at 5 VDC, which is
sufficient drive for my purposes. The
inverting drivers are 74128s. These
fairly uncommon devices can drive
50-Ω loads, but a 7402 NOR gate is pin-
compatible, and could be substituted if
50-Ω drive capability isn’t needed. 

The front panel user interface isn’t
fancy, but it does the trick. A two-line
LCD module displays the parameter
currently under adjustment. One
rotary encoder module acts as the
parameter Menu selection knob. The
second rotary encoder (Value) adjusts
the value of the selected parameter.
On most timing scales, the range of
the pulse timing is 60,000:1. With such
a wide range, setting a particular value
with a rotary encoder can be tiresome,
so I added a coarse/fine switch that
adds a 100× faster adjustment rate.

CY8C27443 
The PSoC family comprises devices

in packages ranging from the 8-pin
SOIC/DIP up to the 100-pin TQFP.

FEATURE ARTICLE by Brian Millier

PSoC Pulse Generator
Brian built a digital pulse generator for his home several years ago. However, when the HP
pulse generator he uses at work died, he hit the bench and designed a replacement for it,
using a Cypress PSoC-based version of his original design.

Photo 1–The PSoC Pulse Generator fits into an 8″ ×
5″ × 5″ cabinet about the same size as the HP genera-
tor it’s replacing. All parameters are adjusted using the
two rotary encoders mounted on the upper left side.

Table 1—The pulse generator’s main clock rate, as well
as Output1 and Output2 pulse widths and delays, can
be set with these four ranges.

Range Resolution Clock source

0.01–600 s 0.01 s CNT8_1 (VC3 /100)

0.1–6000 ms 0.1 ms VC3 (SysClk/2500)

0.1–1200 µs 0.1 µs SysClk × 2

20–60000 ns 20 ns SysClk  × 2
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The CPU core in all PSoC devices is
the M8C, which is a somewhat plain
8-bit Harvard architecture CPU with
few registers and a relatively small
instruction set. Most PSoC devices
also include one or more 8-bit multi-
ply/accumulate blocks (MAC), which
can perk up the M8C’s 4 MIPS rating
for some signal processing applica-
tions. Don’t get too preoccupied with
the M8C CPU. It’s the versatility of
the analog and digital blocks that
make the PSoC family shine.

Apart from three TTL glue chips,
the Cypress CY8C27443 microcon-
troller handles all of the pulse genera-
tor’s functions. The 28-pin CY8C27443
contains 24 I/O pins, 12 of which can
be optionally configured as analog
inputs and four of which can serve as
analog outputs. 

All PSoC devices incorporate flash
memory. The CY8C27443 has 16 KB
of flash memory and 256 bytes
of RAM. In-circuit serial pro-
gramming is easily achieved
with the $35 CY3210-
MiniProg1 USB mini program-
mer. You can splurge on a full
in-circuit emulator or produc-
tion programmers if you wish.

The strength of the PSoC
architecture is in its config-
urable digital and analog sys-
tem blocks. Figure 1 shows the
layout of the digital blocks,
which are arranged in several
rows containing four columns.
The CY8C27443 contains two
rows. The newer CY29xx family
of PSoC devices doubles the digi-
tal block complement to four
rows. The digital blocks are basi-
cally generic modules that can
be configured into functions
such as timers, counters, PWMs,
and random sequence generators. 

What isn’t obvious in Figure 1
is that two of the digital blocks
(DBBxx) perform only these basic
tasks, while the other two
(DCBxx) are communications
blocks. The communications
blocks, in addition to being
able to perform the basic tasks,
can be configured for UART, SPI,
I2C, and IrDA communication.

Interconnection options

between the various digital modules
aren’t unlimited, but there is a reason-
ably good choice of connection
options based mainly on the geomet-
ric relationship between the modules.
Similarly, there’s no big cross-point
switch allowing any digital block to
connect to any external I/O pin.
However, the choices are reasonably
good, so using some imagination for
the placement of the different func-
tional blocks will generally yield a
design that can be routed. 

What really sets PSoC devices apart
are their analog blocks, which are made
up of a number of conventional (i.e.,
continuous-time) op-amps, as well as a
number of switched-capacitor blocks.
The continuous-time amplifier blocks
are much like regular op-amps, but
they’re augmented with various mux
switches to modify their gain and config-
uration. For example, the blocks can be

connected to form differential input
instrumentation amplifiers, PGAs, etc.
I’m not about to toss out my Burr-Brown
high-performance amplifiers when
measuring thermocouples and strain
gauges, but the continuous-time ampli-
fiers in PSoCs are fine for general use.

The highly configurable switched-
capacitor blocks are used to create
SAR, delta-sigma, and integrating
ADCs, for example. They also can be
strung together to form integrators
and various filter topologies. 

Figure 2 shows the layout of the
analog blocks in the PSoC devices.
Whereas the digital blocks were organ-
ized in rows, the analog blocks are
organized in columns, with the larger
PSoC devices containing four columns
instead of two. Each column consists
of one continuous-time block and two
switched-capacitor blocks. 

All of the blocks within a specific
column have common charac-
teristics. For example, they
must share the same clock sig-
nal. As with the digital blocks,
the interconnections among the
analog blocks are limited:
there is a finite number of
routing paths from any one
block to the others. In practice,
it’s sometimes necessary to
route an analog block’s output
signal to an external I/O pin and
then jumper it to another I/O
pin. This enables it to be routed
to the input of the analog block
being used as the next stage.

Most MCUs contain medi-
um-resolution ADCs (generally
10-bit, SAR-type converters). In
this respect, the PSoC is more
versatile because its configurable
blocks can be configured to pro-
vide SAR, delta-sigma, and inte-
grating ADCs with resolutions
from 6 to 14 bits. Additionally,
while most MCUs lack on-board
DACs, the PSoC can be config-
ured to provide 8- or 9-bit DACs
using the switched-capacitor
blocks. Alternately, high-resolu-
tion (albeit slower), 12- to 16-bit
DACs can be obtained using a
PWM block and an analog mod-
ulator block. Even though the
basic architecture of the analog
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Figure 1—The PSoC’s digital blocks are organized in rows, with each row
containing two basic blocks (DBBxx) and two enhanced communications
blocks (DCBxx). Currently, only the newest CY8C29xx family contains all four
rows shown here.
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and digital blocks has
stayed the same as the
PSoC family has
evolved, astute engineers
are constantly coming up
with better ways to con-
figure them for higher-per-
formance user modules.

PSoC devices have
extremely versatile
clocking options, which
is what prompted me to
consider them for this
project. An external clock
oscillator or a 32-kHz
watch crystal, which is
multiplied internally by a
PLL to generate a 24-MHz
system clock, can drive
PSoCs. But, PSoCs will
also function using an
internal 24-MHz RC
oscillator. Unlike the
RC oscillators in most
MCUs, the accuracy of a
PSoC’s internal 24-MHz clock source
is extremely good at ±2.5%, so many
applications don’t need an external
crystal. For this project, however, I
needed an external crystal oscillator to
ensure highly accurate pulse periods
and widths.

The PSoC contains three separate
programmable prescalers that provide
three independent clock sources for
use with the various digital and analog
blocks. These prescalers can be used
independently or cascaded to generate
clock rates down to 366 Hz, all
derived from the 24-MHz internal
main oscillator. There’s also a clock
doubler circuit that generates a 48-MHz
clock from the 24-MHz internal main
oscillator. For this project, I wanted a
50-MHz time base for the pulse gener-
ation circuits, so I used an external
25-MHz oscillator module to supply
the PSoC’s system clock and got the
50-MHz time base from this clock
doubler. At 5 V, this 4% over-clocking
presented no problems.  

I like the power supply flexibility of
the PSoC devices. They can operate
between 3.3 and 5 V, but they also
contain a built-in charge pump to
allow them to work with power sup-
ply voltages as small as the 1.2 V
available from a single NiCd cell. The

only external exponents required to
implement this charge-pump are a small
inductor, a capacitor, and a diode. 

PSoC DESIGNER
The process of configuring the generic

digital or analog blocks to perform a
specific function would be daunting if
it had to be done by hand. Cypress has
taken a lot of the sting out of the process
by including a broad range of user mod-
ules with the PSoC Designer software.

The initial design phase is performed
using the Device Editor portion of the
software. You must simply pick a user
module (e.g., DeltaSig8 ADC) from a
pull-down list, cycle through the valid
physical placements within the row/col-
umn structure until you find one that
suits your design criteria, and then place
it. Following this, the program will bring
up a configuration window that will
enable you to specify the parameters
to suit your particular needs (e.g.,
gain, signal source, and clock source).
What’s equally impressive is that after
you’ve chosen a user module, one click
will bring up an online datasheet with
links describing the module. 

You can use the Designer to cus-
tomize the configuration of your PSoC
device in two distinct ways. The
power-up default configuration is

defined in the Device
Editor. However, any
block can be reconfigured
on the fly under program
control by merely chang-
ing the values contained
in the various registers
associated with that par-
ticular block. In my proj-
ect, for example, all three
of the 16-bit timing
blocks get their clock at
run-time from different
sources, depending on
whether the units parame-
ter is set for seconds, mil-
liseconds, microseconds,
or nanoseconds. This is
performed by routines in
my code that modify the
necessary device registers.

Taken to the extreme,
it’s possible to use a
concept called dynamic
reconfiguration with

PSoC devices. In this case, you first
draws up a layout for the power-up
default PSoC configuration. Next, you
must choose Add Loadable Configuration
from the Device Editor menu; this clears
the slate and enables you to draw anoth-
er layout that can, if necessary, rede-
ploy any of the PSoC analog and digi-
tal blocks into different user modules. 

After the application is compiled,
the default and any other loadable con-
figurations are coded and loaded into
flash memory. At run-time, depending
on external stimuli or user input, the
PSoC device is able to pause, morph
itself into a totally different device,
and handle the external events appropri-
ately. It can, of course, also return to its
original configuration when necessary. I
suspect I could have morphed my pulse
generator into something else, like a
sine wave generator. There was cer-
tainly enough flash memory space left
over to handle the functions needed
for both instruments.

Although a newcomer to the PSoC
family, I was quickly impressed with
the speed and user-friendliness of the
PSoC Designer software. Virtually
everything can be done within this
program. It bears mentioning, though,
that if you plan to use PSoC devices,
the PSoC Designer software works
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Figure 2—The PSoC’s analog system is organized in columns, with the smaller devices in the
family containing only one column. Each column contains a single continuous-time block (CT)
and two switched-capacitor blocks (SC).
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best with a 19″ display with 1,024 ×
1,280 pixel resolution.

As you configure the device in the
Device Editor, the available fields enable
you to label the user modules. The
Pinout Window on the right side of the
screen is color-coded to highlight the I/O
and analog/digital assignment of each
pin; it also displays the descriptive net
names that you’ve assigned in the I/O
port definition window. 

When you’re finished designing the
chip’s configuration, you can use the
PSoC Designer to generate a customized
datasheet for the PSoC you’re using.
This slick, highly detailed document is
full of diagrams and tables. It looks
like something you’d compose by hand
(if only you had the time!). The program
includes several nice touches like this. 

After you’re through with the
Device Editor, the program will gener-
ate all of the start-up code needed to
set up the PSoC the way you’ve con-
figured it. When you switch to the
Application Editor phases of the PSoC
Designer application, all the device
configuration and start-up code will be
readily accessible. This is handy
because there are numerous registers
involved in the process of configuring
the digital and analog blocks into the
selected user modules. Loading the
registers at reset is achieved by block
transfers of flash memory-based data
into the various registers. 

The PSoC Designer application pro-
vides you with well-commented source
code files that clearly show how every
register is loaded. An easy way to fig-
ure out the code needed to tweak user
modules (when needed at run-time) is
to manually set out the various scenar-
ios in the Device Editor,
jump to the Application
Editor, and peruse the
psocconfigtbl.asm file in
the Library Source folder
to find the proper register
settings. I would then use
these settings in my code.
Again, this is a case of the
programmers taking the
time to provide additional
features to make it easier
for the end user.

The PSoC Designer IDE
is designed to work with

its own built-in assembler, but it also
integrates an ImageCraft C compiler.
The PSoC Designer software, includ-
ing the assembler, is free. The
ImageCraft C compiler is actually part
of the package, but you must activate
it by purchasing a license separately. 

Whenever I start using a new MCU,
I prefer to do my first few projects in
assembly language, because it forces
me to examine the architecture of the
MCU and its on-board peripherals
more closely. Therefore, I wrote this
program in assembly language. 

USER MODULES
Each user module included with the

PSoC Designer program comes with its
own online datasheet. You can access
the datasheet in several ways, the easi-
est being to right-click on the user
module from within the Device Editor.

The Resources section of the
datasheet specifies the number of digital
and analog blocks used by the user mod-
ule. It also shows how much flash mem-
ory is needed to hold both the module’s
initialization code and the ISR routines
needed to make it function at run-
time. Here you can decide whether or
not there are enough blocks in the PSoC
to handle all of the user modules you
think you’ll need without actually plac-
ing all the modules in the Device Editor.

There’s a block diagram of the user
module in each datasheet. Figure 3 is a
block diagram of the 16-bit counter
modules I used in this design. The
counter/timer/PWM blocks are similar
to those found in other MCUs, but
they also feature the ability to be easi-
ly cascaded to form up to a 32-bit
counter. They can be clocked at the

aforementioned high rate. They also
feature the ability to terminate their
count at either the “less than” or “less
than or equal to” conditions, as deter-
mined by a register bit setting. I used
this feature in another PSoC design to
provide a high-resolution PWM by
using the pulse-swallowing technique
commonly used in PLL divider chains.

The Timing section of the datasheet
isn’t required for all user modules, but
it’s important for the counter, timer,
and PWM user modules. It includes
detailed timing charts showing the
timing relationships between the vari-
ous inputs, outputs, and system
clocks. Similarly, the Specs section
contains different types of information
depending on whether the block is an
analog or digital block. 

The Placement section is an important
part of the datasheet. Although the PSoC
is made up of arrays of analog and digital
blocks, all of which are configurable, it
turns out that there are preferred place-
ments for some of the analog blocks. If
a user module is made up of numerous
blocks, it’s often important that the
clock sources for all of those blocks be
the same. The physical placement of the
block on the die can affect timing slews.
These fine points, if applicable, are
detailed in the Placement section. 

Also appearing in this section is a
map of the generic blocks to the sym-
bolic names used in the API section.
The symbolic names of the mapped
PSoC blocks are posted on the Circuit
Cellar FTP site.

The API section contains all the
details of the various API functions
associated with that user module.
When you are finished designing the

PSoC configuration in the
Device Editor and proceed
to the Application Editor, a
set of APIs is automatically
generated for each module
that you place. The APIs
generated are either C or
assembly language, depend-
ing on which language you
chose when you started the
project. The datasheet,
however, shows both the C
prototype and the assem-
bly language calling con-
ventions. 
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Figure 3—I used a Counter16 user module in this project.
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It’s nice to see that the datasheet
also includes sample code, which pro-
vides both the necessary initialization
routines as well as a sample of the
module’s use. Again, both C and
assembly language samples are pro-
vided. 

The last section is the Registers sec-
tion. In many cases you’ll want to
tweak a user module. This may

involve bypassing the user API func-
tions and going directly to the PSoC
registers to modify a user module’s
behavior. The Register section con-
tains details about which registers are
used with that module. You’ll proba-
bly still have to check the technical
reference manual for details, but at
least you’ll know the name of the reg-
ister to look for. 

WIRE IT UP
Like almost any microcontroller-

based project, it takes far less time to
wire the project than it does to write
the MCU program code. This is par-
ticularly the case with PSoC devices
because you are doing most of the
actual wiring in software when you
configure the device to suit your proj-
ect. I built this project using the
invention board from the PSoC High
Integration Challenge 2004 as a pro-
grammer. It was my only development
tool apart from the PSoC Designer
software. 

Figure 4 is a block diagram of the pulse
generation portion of the circuit. The
time base for each of the three timing cir-
cuits is selected in the Prescaler block.
Table 1 shows the clock source for each
of the four timing ranges. The 16-bit
PWM block generates the main 50%
duty cycle clock, which is sent directly to
the output BNC, and which is also used
to synchronize Output1 and Output2.

For every single period of the main
clock, I wanted the ability to generate
two additional pulse outputs, in sync

50 MHz

VC3–10 kHz
8-bit
divider

Divide by
 100
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Microseconds
Nanoseconds
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(SYSCLK X2
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*TRIG *Q
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D
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*OUT1
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Note: All blue blocks are contained in the PSoC.

Figure 4—Take a look at the pulse generation portion of the circuit. To get the versatility I wanted, I resorted to
using two TTL glue chips.
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with this clock, but having independ-
ently controllable pulse widths and
delays. Doing so required gating the
two PSoC 16-bit counter/compare
units that I had configured. Gating is
performed by a 74F74 dual flip-flop
(one section for each channel). The
clock pulse output sets this flip-flop
on its rising edge. On the falling edge
of the Output1 (or Output2) pulse, a
74LS221 one-shot is triggered. The
one-shot’s *Q output resets the flip-
flop. 

I found that the 74LS221 was required
for the short pulses on the nanosecond
range because the simpler solution of
asserting the flip-flop’s *CLR input via a
capacitor was unreliable in that case.
Each of the three outputs feeds a 74128
inverting a 50-Ω line driver to provide
active-low pulses in addition to the
PSoC’s active-high outputs.

Figure 5 (page 67) is a schematic of the
project. Apart from the pulse generator
circuitry shown in Figure 4, the only
other circuitry apart from the PSoC
device itself consists of the power supply
and a front panel user interface. I used a

2 × 16 LCD that operates in the 4-bit
mode. Cypress provides a user module
for an LCD, which basically loads the
necessary code to implement an LCD
API. When you add the LCD user mod-
ule, all you have to specify is which port
it’s connected to and whether or not you
want bar graph functionality.

I used two Bourns ECW1D-B24-
BC0024 rotary encoders for user input.
These small devices are smooth and
quiet. PSoC devices don’t contain ded-
icated circuitry to decode quadrature
encoders. Two PSoC digital blocks (per
encoder) can be coerced into perform-
ing this function with some added
software. (Refer to Edwin Olson’s
“Implementing Hardware Quadrature
Phase Decoders.”) 

I didn’t have any digital blocks left
over, so I used the inherent “interrupt on
change” function available on all of the
PSoC’s GPIO pins along with an ISR to
handle this function entirely in software.
I used pull-up resistors and debounce
capacitors on the encoder lines. Note
that all rotary encoders don’t work the
same way. You must use the specified

Bourns models (or their equivalents), or
the software probably won’t work. 

The power supply is a simple full-
wave-rectified configuration followed
by a 7805 three-terminal regulator. I
used a center-tapped transformer and a
bridge in case I decide to add bipolar
analog circuitry. In that case, I’ll just
have to add an additional filter capaci-
tor to provide a negative power supply. 

While designing the prototype pow-
ered by an adjustable bench supply, I
encountered some strange rebooting
episodes until I noticed that the PSoC’s
built-in low-voltage monitor was kicking
in below 4.8 V and resetting the unit. As
soon as I made sure my bench sup-
ply’s voltage was at least 5 V, the prob-
lem disappeared. In the Global Resources
window, you can easily change this
threshold to other voltage levels if you’re
using a different power supply voltage.

I used a 25-MHz crystal oscillator
module for the PSoC clock to give
quartz-accurate output pulses. Before
adding this oscillator module, I experi-
mentally trimmed the internal RC
clock to 25 MHz by varying the value

http://www.usbee.com


in the 8-bit IMO_TR register. The
PSoC technical reference manual tries
to scare you out of doing this, but I
accomplished it easily enough.
However, the accuracy of the RC
clock over temperature wasn’t really
good enough for what I needed, so I
used the crystal oscillator module.

FIRMWARE
The firmware was written in assembly

language, so it’s pretty lean and mean.
According to the map file produced by
PSoC Designer, 772 bytes were to
configure all of the user modules. My
code used up another 2,112 bytes, which
is less than 20% of the capacity of the
16-KB flash memory. Because I wasn’t
using the C compiler, I had none of
the math routines needed to translate
the various user parameters into the
values required by the various coun-
ters and prescalers. Instead, I extracted
various routines from several math-
related application notes posted on
Cypress web site. 

The code consists of a main line
routine as well as an ISR that looks

after the process of reading the two
rotary encoders. Because the rotary
encoder handler is interrupt-driven, the
encoders are responsive at all times.

At reset, the main line program per-
forms the PSoC device configuration,
displays a sign-on message on the LCD,
and then waits for you to move the
rotary encoders. Each rotary encoder has
each of its two phases connected to sep-
arate GPIO pins, but only one of those
GPIO pins is set to generate an interrupt
on the falling edge. Whenever an
encoder is moved, an interrupt occurs.
The ISR first checks to see which of the
two encoders was moved. Following
this, it’s a matter of sampling the state
of the other encoder phase signal to
determine whether the move was clock-
wise or counterclockwise. Placing the
capacitors on the encoder lines cleans up
most of the contact bounce noise, mak-
ing the ISR routine somewhat simpler.

The encoder ISR routine sets global
variable flags to indicate to the main
line program whether it was the menu
encoder or the value encoder that moved.
Depending on which range is in effect for
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the parameter being adjusted as well as
the setting of the Coarse/Fine switch,
the actual number added or subtracted
from that parameter’s value will vary. 

All of the ranges have resolutions
comprising one or more decimal
points, except the nanosecond range.
Although this seems to imply that
floating-point math was used, that’s
not the case. Everything was done
using integer math, scaling, and for-
matting tricks for the LCD readout. If
the menu selected is one of the three
units menus, the ISR will also look
after the process of setting the appro-
priate variables.

In response to changes in the flag
variables brought on by the encoder
ISR, the main line program will per-
form the necessary actions to select
the proper clock source for each of the
three pulse generators. It will also
load in the proper values to select the
necessary period, pulse width, and
delay. Thus, for each click of the value
encoder, the pulse generator associat-
ed with the menu selection will be
reloaded immediately. Observed on an

http://www.rs485.com
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oscilloscope, the pulse outputs will
follow this fine-tuning in real time. 

The LCD is updated to reflect changes.
The first line displays the parameter
name. The second line shows its current
value, the time units, and an indication
of the Coarse/Fine switch’s setting. 

Because I included the delay func-
tion for both Output1 and Output2, a
bit of a complication occurs if I set a
delay of zero. This happens because of
the way that the timer blocks are
built; they can’t count a zero. Given
the design’s high resolution, entering
the smallest possible delay value
results in practically the same thing
as no delay at all (in most cases). 

The only other trade-off was the
clock output pulse’s duty cycle. The
actual duty cycle is half the value loaded
into the PWM16 block’s period register.
If the period requires an odd number to
be loaded in the register, then the inte-
ger division by two will result in a small
error in the 50% duty cycle. Because
there’s such an overlap in the different
ranges, you can always go to a range
where the period number is so large that

the integer division error is negligible.

THE TRAILING EDGE
Well, that’s about all there is to say

about this project. Although this par-
ticular PSoC family was new to me,
the development process went
smoothly. This is attributable in large
part to Cypress’s excellent PSoC docu-
mentation, as well as the smooth
operation of the PSoC Designer devel-
opment software.

The tiny Invention Board program-
mer from the PSoC High Integration
Challenge 2004 worked well in devel-
oping this project. But now that I
expect to use the PSoC in upcoming
designs, I bought a PSoC ICE-Cube
real-time in-circuit emulator for
development purposes. I

Figure 5—Virtually all of the pulse generation circuitry resides in the PSoC device. I needed to add two TTL glue chips to allow for more versatility in pulse synchronization.

ftp://ftp.circuitcellar.com/pub/Circuit_Cellar/2005/181
http://www.bourns.com
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capacitors but without the required
RS-232 IC power rail bypass capacitor. 

Moving farther south is a 74LVC04
inverter that’s used to supply only
jumper-selected logic levels to enable
or disable the development board’s RS-
232 or IR devices using J1 and J2,
respectively. The single-line debug
connector, the Reset switch, and asso-
ciated circuitry are also located in this
part of the exhibit. 

Moving west across JP2, you find
yourself in the IR and microcontroller
halls. The Test push button is conve-
niently positioned in the southern-
most quadrant of the microcontroller
domain along with the IR transceiver.
Both the push button switch and the IR
transceiver are wired into the I/O sub-
system of the eight-pin ZF8042A micro-
controller, which is in the northwestern
quadrant of the development board.

The ZF8042A I/O jumpers are in a
debug configuration. This enables the
microcontroller’s I/O pins to interface
with the D3 and D4 LEDs. The PA0 line

Reaching a breathing human being on
the other end of a technical support line
can be difficult. And if you succeed and
actually get through to a real person,
you’ll probably end up with egg on your
face because he’ll point out a ridiculously
obvious solution to your problem. 

Egg surely would have been on my
face last week had I broken down and
called Zilog for help with something I
was stuck on. Fortunately, I bit the
bullet and worked through the problem
on my own. That sure felt good. Plus,
at the end of the day, I had attached a
touch-enabled GUI to an eight-pin
Zilog ZF8042A microcontroller.

ZILOG TWILIGHT ZONE
Normally, development kits are well

tested and the demo code has gone
around the block before it’s released
with the hardware. We’ve even opened
some Zilog development kit packages
together in the past. We never had any
problems. Zilog development kit hard-
ware is a real bargain. Zilog usually
throws in a C compiler and a fancy gadget
to program and debug the target micro-
controller silicon. Well, all of that held
true with the latest Zilog development
kit as well.

Take a close look at Photo 1. There
aren’t enough components on that board
to create a type of problem that I can’t
solve with solder. This little puppy is
roped off like an art exhibit. In the upper-
right corner, there’s a classic power
supply piece based on an LT1086CT-3.3
voltage regulator. Just below the voltage
regulator is a Sipex-driven RS-232 port
complete with its four charge pump

that would normally drive D2 is con-
nected to the DEBUG connector pin at
P3. The ZF8042A is running in a totally
self-contained state because the Y1 crys-
tal/resonator position isn’t populated. It
doesn’t get much more basic than this.

Confident that I would get this all
up and going quickly, I loaded the
Zilog ZDSII IDE and the integrated
Zilog C compiler package onto the
workhorse Florida room PC. There
seemed to be no problems. Carefully
following the quick start notes that
came with the package, I attached the
USB Smart Cable you see in Photo 2
to the debug connector of the Zilog
ZF8042A development board. 

After connecting the USB Smart
Cable to an open USB port on the PC,
I received the expected “Found New
Hardware” balloon and proceeded to
install the USB driver for the USB
Smart Cable per the quick start
instructions. Everything seemed to be
fine at this point. I successfully
installed the ZDSII IDE and attached
the program/debug dongle. After
installing the USB Smart Cable, I fired
up the ZF8042A in Demo mode. Sure
enough, the LEDs danced as advertised.

Next, using the I/O pin jumpers, I
put the ZF8042A development board
into debug configuration. I loaded up
the ZDSII IDE and pulled in the sam-
ple code for the demo application. I
tried for hours to get a good compile
and link without success. A compiler
warning stating that an object file was
missing kept appearing. The bad news
was that this assembler file
(zsldevinit.asm) with the missing

Reach for Interface Control
APPLIED PCs by Fred Eady

Fred needed to add a GUI to a ZF8042A-based application, so he turned to Reach Technology’s
SLCD controller.The controller offloads GUI support tasks and communicates with the ZF8042A
by way of a high-speed serial connection.

Photo 1—This is like the old Where’s Waldo? game.
Can you find the ZF8042A? There isn’t much here, and
that’s the point.

Add a GUI to a ZF8042A-Based Design
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object file is crucial to operation
because it configures all of the
ZF8042A’s I/O. OK. Now it was time
to read more carefully. 

I started with the README.TXT file
and finally ended up with what I thought
was an answer to my problem. The text
file mentioned that I must make sure
Generate Object was checked in the
Assembler pane of the Project Settings
window. I had checked that several
times, so I already knew before I got
there that it was checked off. But I
went there anyway. 

A few hours later, I was still search-
ing for answers. My hands and feet
were moving toward the telephone to
get some technical support because I
wasn’t about to wait 24 h for an answer
via e-mail. In the meantime, I decided to
run the demo program and monitor the
ZF8042A development board’s serial
port to make sure it was working as
designed. I opened up a TeraTerm Pro
emulator window and set the data rate
for 57,600 bps on COM1. I then attached
a one-to-one serial cable between my
PC’s serial port and the ZF8042A.
Following this, I fired up the ZF8042A
in Demo mode and got garbage in the
TeraTerm Pro emulator window. How
could this be? Zilog surely wouldn’t
have put out something that doesn’t
work.  

After fiddling around with the
TeraTerm Pro serial port speeds, I
eventually got some readable messages
at 38,400 bps. Whoa! I’d seen this kind
of thing before. Rebooting had normal-
ly set things straight. Following the
reboot, I still got garbage at 57,600 bps
and good text at 38,400 bps, so I
checked the demo source code, which
states that 57,600 bps is the correct
speed. I then recalculated the demo

code’s data rate generator values and
found them to be set for 57,600 bps. 

I was pretty fed up at that point, so I
decided to try one more thing before call-
ing Zilog for help. With that, I attached
the ZF8042A’s serial port output to my
PC that runs Frontline’s Serialtest
Asynch RS-232 monitor program. I dialed
in 57,600 bps on the Frontline control
panel and once again fired up the
ZF8042A development board. The
laws of physics hadn’t been altered.
The Frontline Serialtest Asynch capture
window displayed readable messages at
57,600 bps just like the Zilog documen-
tation and source code said it should.

OK. Something was wrong with the
Win2K Professional PC onto which I
had loaded the ZDSII IDE and Zilog C
compiler. So, I moved the installation
lock, stock, and barrel to a laptop run-
ning Microsoft XP Professional. Whamo!
The demo project compiled without
error, and the USB Smart Cable was
able to communicate with the ZF8042A
development board and perform down-
load and debug operations.

Zilog’s ZF8042A tools are easy to
use if your PC works correctly. Now I
was able move on and open up a couple
of more boxes that were perched on
the Florida room’s bench. Best of all,
I didn’t embarrass myself by calling
Zilog’s technical support hotline. The
next step was stripping and reloading
my troublesome PC.

LOOKING GLASS
Let’s say you want to use the little

ZF8042A in an application that
requires a GUI. Don’t laugh. The
ZF8042A is a capable little eight-pin
device with 4 KB of program flash
memory, 1 KB of SRAM, a UART (yes, a
full-duplex UART), an ADC, a couple of

16-bit timers with PWM capability, a
comparator, an internal oscillator, and
20-MHz external clock capability. Rest
assured that 4 KB of program flash
memory won’t let you load and run a
native ZF8042A application based on
Linux, UNIX, Windows CE, or headless
Windows XP. You’re also going to come
to the conclusion that you can’t stuff
enough GUI driver code into that 4 KB
of flash memory and still have enough
space for your little I/O application.
(You’ll have four I/O pins left if you use
the UART.) If you’re skeptical or just
have deep pockets, you can stop reading
now and convert to one of the afore-
mentioned platforms. Otherwise, let
me help you put a professional GUI in
front of the ZF8042A.

I started with a Hitachi SX14Q001-
ZZA color STN 5.7″ display with an
integrated touch screen and a Hitachi
TX14D11VM1CAA-1 touch-enabled
color TFT 5.7″ display. A Reach
Technology SLCD controller, a
PowerCom adapter, a backlight inverter,
and a wall wart support both displays.
The SLCD controller is shown in Photo 3.

The key to successfully using a GUI
with an MCU as small as the ZF8042A
is the SLCD controller’s ability to
offload the entire GUI support task and
communicate with the ZF8042A via a
high-speed serial connection. The SLCD
controller consists of a flash memory-
based microcontroller, an external flash
memory area that is separate from the
MCU’s flash memory, an RS-232 serial
port, and all of the power and logic nec-
essary to drive either a passive-matrix
color super-twist Nematic (CSTN) or an
active-matrix TFT thin film transistor
(TFT) display panel. The contrasting
attributes of each display technology are
shown in Photo 4. 

Photo 2—Yes. I opened it up.There’s a Xilinx part and a
Zilog part in there. I thought I had blown this baby up a
couple of times but it hung in there.

Photo 3—It’s all here. All you have to do is know how
to talk to it to get what you want.

Photo 4—The CSTN display is the top display panel.
You can really see the difference in the display panel
technologies.
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The SLCD controller is controlled via
commands issued from a serially con-
nected host (the ZF8042A). Bitmaps and
command macro structures, which can
be downloaded via either a Windows
application or the host, are held in the
controller’s external flash memory
area. The Windows bitmap/macro
load application (BMPload.exe) is part
of Reach’s support package. Reach’s
application notes describe how to reload
the external flash memory image from
a host microcontroller. 

Custom bitmaps are easily realized
if you use Photoshop or the Windows
Paint program. SLCD macros are just
as easily created as they are written in
the form of standard C defines. The
SLCD controller comes preloaded
with some pretty nifty macros and
bitmaps. 

Now I’ll describe how I pulled the
SCLD controller’s demo jumper and
hooked up the ZF8042A. As you’ll
see, it’s extremely easy to add the pro-
fessional GUI to the ZF8042A using
the TX14D11VM1CAA-1 display and
the SLCD Controller.

REACH FOR THE DISPLAY
With the ZF8042A development

board running at 57,600 bps, the
SLCD controller wanted to see a serial
port speed of 115,200 bps, so I modi-
fied the ZF8042A BRG divisor value
to get the ZF8042A UART up to
speed. In my initial ZF8042A daze, I
calculated the ZF8042A’s BRG divisor
value to be six for 57,600. A quick
check of the data rate tables in the
ZF8042A’s datasheet told me that
three is the magic BRG divisor value
for 115,200 bps with a 5-MHz clock.
That was an easy modification. All I
had to do was change the default data
rate number in the SIO.H file. I also
could have changed the SLCD con-
troller’s data rate with a macro (see
Listing 1). 

The C comment operators in the
SLCD macro enable the SLCD macro
to coexist within a C program as an
include file. After I executed the
macro in this fashion (*PONMAC
1<return>), an SLCD controller
power cycle brought the SLCD’s data
rate down to match the ZF8042A
development board’s default data rate

(57,600 bps). After modifying the
ZF8042A development board’s source
code, I threw the ZF8042A develop-
ment board onto the Frontline
Serialtest Async PC and verified that I
could read the LED messages emanat-

ing from the ZF8042A development
board at the faster 115,200 bps.

I identified a Reach-created macro
(keypad_demo 6) for putting a keypad
on the Hitachi TFT display. The key-
pad_demo 6 macro is called by send-

Listing 1—Because the ZF8042A can fly with the eagles at 115,200 bps, I didn’t want to degrade the speed 
of the SLCD controller’s serial interface. Plus it’s easier to change the ZF8042A’s data rate.

//Changing the SLCD data rate with a macro
#define pon_mac 1 
//(Start comment out contents...) 
//Set data rate 
baud 57600 
#end 
*******************************************************************
#define number_pad 2 /*
//Bitmap that holds displayed number
xi 12 0 0
//Set font 24 for buttons
f 24
//Define buttons
bd 1 0 32 1 �1� 9 5 10 11
bd 2 32 32 1 �2� 9 5 10 11
bd 3 64 32 1 �3� 9 5 10 11
bd 4 0 64 1 �4� 9 5 10 11
bd 5 32 64 1 �5� 9 5 10 11
bd 6 64 64 1 �6� 9 5 10 11
bd 7 0 96 1 �7� 9 5 10 11
bd 8 32 96 1 �8� 9 5 10 11
bd 9 64 96 1 �9� 9 5 10 11
bd 10 0 128 1 �*� 9 5 10 11
bd 0 32 128 1 �0� 9 5 10 11
bd 11 64 128 1 �#� 9 5 10 11
//Tell user we�re done
beep 10
//A comment here only works if C compiler handles nested comments 
#end
...(end comment out contents) */
//Macro to set font and color for input box display. Foreground color
//is XOR of background color to match the buttons.
#define grey24 3 /*
S 333 CCC
f 24
#end  */
//These macros write text to the screen
#define button_text 4 /*
m3
t �`0`� 10 4
#end  */
//This macro enables the buttons specified in number_pad macro to
//write text to the screen inside a bitmap.
#define attach_buttons 5 /*
xa 0 p 4 0
xa 1 p 4 1
xa 2 p 4 2
xa 3 p 4 3
xa 4 p 4 4
xa 5 p 4 5
xa 6 p 4 6
xa 7 p 4 7
xa 8 p 4 8
xa 9 p 4 9
#end  */
//This macro creates a keypad and displays the key using previous
//macros.
#define keypad_demo 6 /*
s 0 1
m2
m5
#end  */



http://www.robonexus.com
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ing m6 followed by a carriage return
over the ZF8042A-to-SLCD controller
serial communications pipe. 

SLCD macros are powerful, but
they’re relatively easy to understand
and use. Let’s tear apart the macro
called keypad_demo 6 included in
Listing 1.

The first line of macro code (s 0 1)
sets the foreground (black-0) and back-
ground (white-1) colors. The second
macro statement (m2) invokes the
number_pad 2 macro, which draws
the keypad number holding area in
bitmap 12 at the x = 0 and y = 0 coor-
dinates (xi 12 0 0) just above the key
buttons, which are rendered with a
font of 24 (f 24). The bd command
within macro 2 also commands the
SLCD controller to return x1 when

the 1 key is pressed on the keypad. x2
returns when the 2 key is pressed. 

Each keypad button is drawn sepa-
rately with the bd command. The first
argument of the bd command is the
button number. The next two argu-
ments define the upper left corner of
the button. All of the buttons are
defined as standard with the next
argument (1) and in the unpressed
state display as bitmap 10. With the
buttons defined as standard, the host
is notified after every button depres-
sion; it isn’t notified when the button
is released. When depressed, all of the
buttons display as bitmap 11. The
numbers and symbols contained with
the quotation marks are what are
written on each button. The two
arguments that follow the button

text define the location of the text
within the button relative to the upper
left-hand corner of the button.  

When the m2 macro finishes, the m5 is
called. The commands contained within
the m5 macro attach each button
depression (p) to macro 4 and pass the
last argument to macro 4 to ultimately
be displayed in the keypad number hold-
ing area by macro 3. After I knew what
the m6 macro would do when invoked, I
wrote some ZF8042A code to wake it up. 

Listing 2 is a true code snippet. All
of the underlying functionality isn’t
shown. The idea was simply to commu-
nicate with the SLCD controller in a
useful manner. The SLCD code really
begins at the do loop. A carriage return
character was sent to the SLCD, which
was displaying its banner at this point
in time. After the carriage return was
issued, the SLCD responded with a
prompt character (>). The z command
was then issued by the ZF8042A and the
display is cleared.

The execute m6 macro command was
issued followed by another carriage
return. At that point, the keypad
number holding area and the keypad
appeared on the display. The idea here
was to switch the red and yellow LEDs
on the ZF8042A development board on
and off by touching the 1 and 2 buttons
on the keypad.  

The turn_off_led function dark-
ened both of the LEDs under the
ZF8042A’s control. I knew that either x1
or x2 would be returned to the ZF8042A
when either button 1 or 2 was depressed.  

Let’s assume for now that the 1
button was depressed and x1 was
returned via the serial connection.
The switch statement flowed into
the 0x31 case and both LEDs were
extinguished. The red LED was then
illuminated, and two strings were sent
to the SLCD.

Recall that the xi command dis-
plays a bitmap. In this case, bitmap 27
happened to be an illuminated LED
and bitmap 26 was an extinguished
LED. The 0,0 coordinates defined the
absolute upper left of the display.
Therefore, the red LED bitmap, illu-
minated by depressing button 1,
was to the left of the yellow LED
bitmap, illuminated by button 2, on
the display.  

Listing 2—I haven’t shown all of the preliminary port bashing here. The focus is on the code that communi-
cates with the SLCD.

char incoming;
main ()
{

init_systemclock(); // Initialize system clock source
init_led_gpio(); // Initializes LED ports (ports A and C)
init_test_button_gpio(); // Initialize Test button (port C)
DI(); // Disable interrupts
init_timer0(); // Intialize Timer0
init_uart0();    // Intialize UART
init_test_button(); // Initialize Test button
EI(); // Enable interrupts
do{

puts(�\r�);
incoming = getch();
}while(incoming != �>�); // Wait for > prompt from SLCD

puts(�z\r�); // Clear the screen
do{

incoming = getch();
}while(incoming != �>�); // Wait for > prompt from SLCD

puts(�m6\r�); // Display keypad
turn_off_led(); // Turns off all LEDs
while(1){
incoming = getch();
if(incoming == �x�) // Look for incoming ASCII �x�

{
incoming = getch(); // Get button number (x1 or x2)
switch(incoming)

{
case 0x31: // Button 1 on the keypad
turn_off_led(); // Turns off all LEDs
PAOUT &= 0xFB; // Turn on red LED 
puts(�xi 27 128 128\r�); // Show 1 on LED bitmap
puts(�xi 26 250 128\r�); // Show 2 off LED bitmap
break;
case 0x32: // Button 2 on the keypad
turn_off_led(); // Turns off all LEDs
PAOUT &= 0xFD; // Turn on yellow LED
puts(�xi 27 250 128\r�); // Show 2 on LED bitmap
puts(�xi 26 128 128�); // Show 1 off LED bitmap
break;

}
}

}
} // End of main program
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PROJECT FILES
To download the code, go to ftp.circuit
cellar.com/pub/Circuit_Cellar/2005/181.

SOURCES
SX14Q001-ZZA LCD and
TX14D11VM1CAA-1 LCD
Hitachi
www.hitachi.com

SLCD Controller
REACH Technology
www.reachtech.com

ZF8042A Development kit
Zilog
www.zilog.com

Fred Eady has more than 20 years of
experience as a systems engineer. He
has worked with computers and com-
munication systems large and small,
simple and complex. His forte is
embedded-systems design and com-
munications. Fred may be reached at
fred@edtp.com.

expensive hardware platforms.
If price is an issue, good news is on

the way. I have it from credible sources
that the price point for the more expen-
sive Reach TFT SLCD development kit
will be reduced. That’s great news for
those of you who may need the higher
contrast and quicker response times
offered by TFT display technology.

Reach’s SLCD controller reaffirms
that in the embedded world, micro-
controllers don’t have to be hefty to
be represented by a TFT display panel.
Furthermore, programming the display
panel doesn’t have to be complicated

If the code were to drift into the
0x32 case, the LED bitmap situation
that occurred in the 0x31 case would be
inverted. I obtained the results shown
in Photo 5 by touching button 2.

THAT’S IT?
Yep. That’s all there is to it. With a

minimal amount of effort you can
attach a touch-enabled GUI to a tiny
eight-pin Zilog microcontroller and
perform some tangible operations
with LEDs on the display and on the
ZF8042A development board.

I’m sure your mind is going crazy
with ideas about how you can imple-
ment both the ZF8042A and the Reach
SLCD controller in one of your projects.
I manipulated some LEDs, but I’m sure
you can substitute your own ZF8042A
I/O endpoints into the scheme.

The message here is a simple one:
With the Reach SLCD controller and a
display panel, you can easily fabricate
a professional touch-enabled, GUI-
based product—irrespective of the size
of your MCU—without having to
resort to PC-bound languages and

Photo 5—No muss. No fuss. Just GUI. Sorry, I didn’t
have a preloaded yellow LED. Imagine a tiny ZF8042A
behind all of this.

with expensive hardware and complex
operating systems. I

ftp://ftp.circuitcellar.com/pub/Circuit_Cellar/2005/181
http://www.hitachi.com
http://www.reachtech.com
http://www.zilog.com
http://www.robotstore.com/CCK


http://www.embedded.com/boston
http://www.embedded.com/boston
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Circuit Cellar has always attracted
readers who enjoy building gizmos,
both at work and for their own use.
My December 2004 column,
“Building Boxes,” prompted enough
comments and suggestions regarding
additional techniques that I decided a
follow-up was in order.

Although these tricks are designed
to improve your analog and RF cir-
cuitry, even your digital projects will
benefit, because digital is just analog
with the gain cranked way up. You’re
sure to find at least one technique
that will make your next project
work better.

BUILDING BOARDS
I wire most of my projects on PCBs

built in my basement shop, using a
process that produces both circuit
documentation and reasonably high-
quality hardware without too much
effort. I’ve come up with some tricks
that should help you get good results
too.

I use CadSoft’s EAGLE schematic
capture and board layout software,
which runs on Windows, Linux, and
Mac OS X (www.cadsoftusa.com). The
free version can handle most of the
circuits in this column, and the
Standard version is reasonably priced.
EAGLE is perfectly stable on my SuSE
Linux 9.2 desktop system.

The board layout program can pro-
duce output files in nearly any format,
including the Gerber files used in
board production shops. I save the
output for each layer as a Postscript
file, and then import the files into the

GNU Image Manipulation Program
(GIMP) image-editing program at
600 dpi. 

The top image in Photo 1 shows the
copper plane pattern for the charge-
pump LED power supply I described
in my April 2005 column. I panelize
them with the GIMP to produce a sin-
gle image with multiple patterns in a
rectangular grid. Because all this hap-
pens digitally, there’s no loss of resolu-
tion and no smudges. I then print the
image through an HP LaserJet 1200 on

a sheet of toner-transfer film from
either Pulsar (www.pulsar.gs) or
Techniks (www.techniks.com). It
turns out that toner contains a ther-
moplastic that both adheres to bare
copper and resists the etching chemi-
cal solution.

Because most of my boards are
extremely small, they don’t fill a com-
plete sheet of the toner-transfer film
even after I panelize them. I print a
sheet of paper, tape a square of film
that’s approximately 1″ larger than the
patterns atop them, and then run the
paper through the printer again. The
adhesive on cheaper tapes tends to
melt at laser printer temperatures, so
use good tape and monitor your
results. Put a single strip on the lead-
ing edge of the toner-transfer film to
allow the paper and film to shift
slightly as they pass through the
fuser rollers.

Although I’ve tried applying the film
to the circuit board using a clothes iron,
I eventually bought a modified lamina-
tor that provides uniform pressure and
regulated heat across the width of the
film. The results aren’t always perfect,
as evidenced by the bare board in
Photo 1. However, the finest lines on
that board measure 10 mils, with
approximately 10-mil spacing between
IC leads, and the 3-mil strokes in the
letters fall well below the recommend-
ed 6-mil width: these dimensions are
aggressive for the toner-transfer tech-
nique. Most of my larger boards came
out perfect. You’ll have no trouble
with through-hole components and
50-mil traces.

Analog Tips and Tricks
Are you looking for ways to improve your analog and RF circuitry? Take a few tips from
Ed to get started. In this column he shows you how easy it is to take your PCB wiring
skills to the next level. Who knows, your digital projects just may improve too.

ABOVE THE GROUND PLANE by Ed Nisley

Photo 1—The top image is the top copper layer from
an EAGLE board design. The bare board shows several
flaws, but the one on the bottom came out fine. The
ruler scales are 0.050″ vertically and 1 mm horizontally.
The board has extremely small features!
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I have produced double-sided boards
using toner-transfer films, but regis-
tering the two patterns presents a
challenge. I accurately align the films
face-to-face on a light table, tape them
together along one edge, align the
blank board between the films, feed
the taped edge into the laminator, and
hold everything together until the
input rollers grab the board. This is
good to 10 mils and requires pads and
vias that are somewhat larger than
normal .

The ink in ordinary Sharpie fine-
point permanent markers is surpris-
ingly resistant to copper etchant, so I
use it to touch up small flaws. I pre-
serve broad areas of copper around the
edges of the panelized images with
package-sealing tape.

Ferric chloride warmed to approxi-
mately 160°F on a hotplate etches 1-oz.
(1.4 mil) copper in about 15 min. I
hand-agitate the boards in a shallow
glass tray, wearing my shop apron,
latex gloves, and splash goggles.

I plate a 50-microinch layer of silver
atop the copper, which both improves
solderability and makes board photo-
graphs look better. A 4-oz. bottle of
silver plating powder from Cool-Amp
(www.cool-amp.com) could become a
family heirloom passing from genera-
tion to generation.

Until recently, I had been drilling
holes using carbide bits in a Dremel
tool drill press, but now I’m using a
Sherline CNC milling machine. I wrote
an EAGLE user language program (ULP)
that converts the hole information in a
board layout to a G-code file for the
milling machine. The ULP sorts the
holes by drill diameter and then visits
each hole in nearest-neighbor order.
This crude solution to the traveling
salesman problem works well enough
for my small boards.

Laser printers are digital devices,
but the paper and film media carry-
ing the circuit patterns remain ana-
log. I don’t have hard numbers, but I
have found that the CNC mill puts
holes where they should be, which
may not quite match up with where
the copper patterns actually are after
they go through the toner-transfer
process.

The problem arises because the

sheets travel through the printer with
slight speed variations, they expand
and contract at temperature extremes,
and they squish under laminator pres-
sure. Boards less than a few inches in
each dimension, which constitute
most of my projects, have fewer trou-
bles. Run several test pieces before
you commit to fine-line, large-area,
double-sided boards!

SOLDERING PARTS
Circuit board assembly lines use

solder paste and heated ovens to mass-
solder surface-mount parts over the
entire board at once. The process
requires considerable calibration to
achieve solid joints while not over-
heating the semiconductors, so it isn’t
amenable to the production of one-off
prototypes.

Photo 2 shows the relative sizes of
30-mil solder and a fine-point solder-
ing iron compared to the board in
Photo 1. I wear a magnifying head-
band and place the board flat on my
bench, using needle-pointed forceps to
maneuver the parts.

After I apply liquid flux to the board
pads, I use a piece of Soderwick (that’s
right, no “l”) as a sponge to put a thin
layer of solder on them. Then I tack
diagonally opposite leads of each IC to
the board and solder the remaining
leads, all without adding more solder.
This doesn’t produce a classic solder
fillet, but I avoid having to join all the
leads in a solder blob.

I tack one side of larger SMD com-
ponents (such as the capacitors
shown in Photo 2) to the tinned
board, solder the other lead, and then

put a fillet on the first lead. 
Analog and high-speed digital cir-

cuits benefit from a low-impedance
ground plane. The grid in Photos 1
and 2 is a compromise between an
ideal solid-copper plane and some-
thing solderable.

Many of my SMD boards have
numerous small vias between the top-
surface ground areas and the unetched
bottom plane, with C- or Z-shaped
pieces of hookup wire substituting for
plated-through vias. I solder brass
shim stock along the edges for a low-
impedance connection between the
layers.

I’ve been using 4%/96% silver-tin
solder rather than the familiar
60%/40% tin-lead alloy for my elec-
tronic projects. The silver alloy melts
at 440°F, about 70° higher than tin-
lead alloy, and a temperature-con-
trolled iron is pretty much required
for good joints.

A tip for stabilizing your soldering
iron: drape the cord around your arm
so your forearm supports the weight
of the cord. I reach through the cord
loop, flip the cord over my arm, and
then pick up the iron as usual. Try it.
The iron will float in your hand. 

Glue a pair of mouse pads face-to-
face to get a convenient work surface
that won’t slide around as you install
the components. The black back-
ground also helps reduce glare.

BUILDING BOXES
I use JB Weld epoxy for both bond-

Photo 2—Hand-soldering SMD parts is possible if you
learn some new techniques. First of all, the board must
be horizontal so the parts don’t slide off!

Photo 3—This section of PS/2 keyboard cable shows
the insulated conductor molded outside the shielding
foil. A keyboard wouldn’t notice, but a microphone
might misbehave.
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PROJECT FILES
To download color photos and the
EAGLE ULP to drill board holes, go to
ftp.circuitcellar.com/pub/Circuit_
Cellar/2005/181.

ing small parts and filling unwanted
holes on boxes. Jon Titus recommends
Bondo’s Glazing & Spot Putty to elim-
inate minute cracks, bubbles, and pits
like the ones remaining after I bond a
plate in a hole (www.bondo-
online.com). It’s available in hardware
and auto body supply stores.

Rick Mainhart builds boxes with a
fillet of solder joining the copper foil
on the inside edges. I used Gorilla
Glue and Loctite Epoxy Putty for my
headset box because of the tight
clearances around the connectors,
plus a certain aversion to cooking my
fingertips. Hard silver solder would
work better than soft lead solder in
this application.

Rick solders a layer of copper foil,
burnished and fluxed, to strengthen and
smooth outside edges. He gets rolls of
copper foil tape from craft stores that
normally sell it to stained glass artists.
The stores around here don’t carry it,
but a quick Internet search turned up
many suppliers. Some foil tapes have
adhesive backings, which you definitely
don’t want.

I have used brass shim stock that’s
available from machine tool suppliers
in thicknesses starting at 1 mil. Brass
isn’t as conductive as copper, but
that’s not critical in this application
because of the large surface area. I’ve
bought shim stock from suppliers
including Enco (www.use-enco.com)
and Victor Machinery Exchange
(www.victornet.com).

Home repair stores like Lowe’s and
The Home Depot carry 20- to 30-mil
copper roof flashing. That’s far too
thick for circuit board boxes, but it
can be useful for high-current or low-
impedance conductors. You saw a
piece of it as a ground strap inside
the attenuators I described in “Robot
Mechanics” (Circuit Cellar, 167,
June 2004). Some flashing has
asphalt-saturated paper backing
that’s intended to galvanically isolate
the copper from aluminum or steel
structural elements, which makes it
useless for our purposes.

Micro-Mark carries precision brass
angle stock in miniature sizes that
work well for interior corners where
you need high strength: solder a right-
angle bracket to the copper foil inside

ODDS & ENDS
My enthusiasm for soldering con-

nectors burned out long ago, so I now
adapt standard cables whenever possi-
ble. Even if you have a standard cable
designed for something completely
different, it’s probably better than any-
thing you could build yourself. 

For example, the microphone preamp
I described four years ago connects to
my bike helmet through a PS/2-style
keyboard cable (“Mic Check: A
Communication System for Cyclists,”
Circuit Cellar, 133, August 2001).
These work extremely well for about a
year’s worth of riding, then the wiring
fails at the helmet despite my best
efforts at stress relief. Keyboard cables
simply aren’t designed with continual
flexing in mind, but I haven’t found a
more durable cable that’s both light-
weight and inexpensive.

The last time I cut a new cable, I
found the situation in Photo 3. The
foil shield should have enclosed all six
conductors and the drain wire to help
reduce EMI. The orange wire some-
how made its way out of the foil and
was molded into the outer insulation
along the entire length of the cable.
(Color photos are available on the
Circuit Cellar FTP site.)

The lesson? Use a destructive test
to verify some of the specs! This cable
would pass any low-speed electrical
test and might even pass an EMI test,
but it isn’t what you’d want for a criti-
cal application.

CONTACT RELEASE
This is the golden age of RF and

analog hardware hacking, with more
easy-to-use stuff available than ever
before. Fire up those irons, keep build-
ing, and tell me how it works out! I

the joint. This requires careful fluxing
and far more heat than a standard pencil
iron can produce (www.micromark.com).

An abrasive cut-off wheel in a
Dremel tool slices thin angle brackets
that are too delicate for a hacksaw. An
ordinary scissors works well for brass
shim stock up to approximately 10 mil
in thickness.

POWER ON!
The ubiquitous wall wart power

supply has become the scourge of
modern life. Every device requires a
slightly different combination of volt-
age, current, and charger intelligence.
Worse, no two warts can share
adjoining outlets. If you don’t already
know about power strip Liberators,
go to www.cyberguys.com and search
for “Liberator.”

Matthew Karas suggests using PC
cases to hold larger projects. They have
plenty of internal room, good structural
qualities, great EMI shielding, and a
“free” power supply. However, remember
that most PC-class switching supplies
have a minimum load requirement for
at least one output. If your circuitry
doesn’t draw that much current, you
must add ballast resistors that will get
hot; heatsink them to the case.

Nearly everyone selects standard bat-
tery holders for smaller projects. Most
of these holders use nickel-plated,
spring-steel wire to contact the cells,
which works well for low currents, but
devices with high-current motors or
solenoids will see a voltage drop at the
holder’s output terminals. Even if you
run separate supply wires to the battery
holder, pulses from high-current devices
can feed back into your logic or analog
circuitry.

Ken Boone recommends adding
unfluxed Soderwick (again, without
the “l”) to the holder’s contacts, fold-
ing it over the ends of the springs so
that the copper braid contacts the
cells and carries most of the current in
parallel with the springs. This would-
n’t work in production, but for proto-
types and one-off projects, it could
make the difference between success
and failure. Ken should know. He rou-
tinely places at or near the top in the
Trinity College Fire-Fighting Home
Robot contest.

Ed’s an E.E., P.E., and author in
Poughkeepsie, NY. You may contact
him at ed.nisley@ieee.org. Type
“Circuit Cellar” in the subject line to
clear the spam filters.

ftp://ftp.circuitcellar.com/pub/Circuit_Cellar/2005/181
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to time. Nevertheless, it’s clear that the
performance skeleton in the ’51 closet
can move on to more permanent digs
(i.e., under six feet of dirt).

The Atmel AT89LP family includes
parts with 2 to 64 KB of flash memory in
14- to 44-pin packages. The first two parts
to hit the street are in 20-pin packages
(DIP, TSSOP, and SOIC) and come with 2
or 4 KB of flash memory. Running at up
to 20 MIPS (the fastest instructions exe-
cute in a single cycle at up to 20 MHz),

they deliver a lot of bang for
your buck, literally, because they
cost less than $1 in volume.

Meanwhile, the Infineon
XC866 delivers double-digit
MIPS (e.g., 13 MIPS peak at
26 MHz) to blue-collar appli-
cations along with an extend-
ed temperature range (–40° to
125°C), a LIN, motor control
PWM, a built-in voltage regu-
lator, and up to 20-year flash
memory data retention.

The Silicon Labs C8051F350
microcontroller isn’t only the ’51
MIPS master (100 MIPS peak),
it also leads in the integration

ferent suppliers. As a virtually open-
source design, the ’51 has become the de
facto “people’s MCU.” In fact, as for the
specs themselves, the ’51 has long strug-
gled with some skeletons rattling around
in the closet. Chief among them has been
performance, or more accurately, lack of
same. By today’s standards, the original
part’s 12-clocks-per-cycle dummy fetch-
ing design appears laughably quaint.

Competition among the many ’51 sup-
pliers has been a good thing. Innovative
outfits like Dallas (now Maxim) and
Cygnal (now Silicon Labs) led the way
with faster parts, and now the heavy hit-
ters are following suit. At the March ESC,
both Atmel and Infineon announced
hot-rod additions to their ’51 lineups.

Just keep in mind that this doesn’t
mean you get 1 MIPS per 1 MHz.
Thanks to the ’51 CISC-like multi-cycle
instruction set, branch penalties, and
slow flash memory access time (wait
states), these engines will stall from time

Judging by the turnout at the March
2005 Embedded Systems Conference in
San Francisco, the embedded business is
shaking off the hangover of the past few
years. There were plenty of attendees
and exhibitors, and my schedule was
completely filled with meetings with
suppliers anxious to tout their wares.

Mark Twain is alleged to have said,
“The coldest winter I ever spent
was summer in San Francisco.”
Nevertheless, even the weather cooper-
ated with a rare March heat wave, mak-
ing for short-sleeve weather instead of
the rain, fog, and blustery winds that
are the norm. Enough of the travelogue.
Let’s get down to business and let the
chips fall where they may, perhaps right
into a socket on your next design.

UFO ALERT
Long-time readers will remember that

UFO stands for Unidentified Fifty-One
(“UFO Alert,” Circuit Cellar, 54, January
1995). The fact that I can use
the same lead-in more than
10 years later says it all. Yes,
it’s time once again to talk
about the venerable 8051, the
Energizer bunny of MCUs.

Traditionally, the most com-
pelling feature of the decades-old
’51 design wasn’t found on the
datasheet. Well, actually, it
was—not in the specs, but rather
in all the different supplier logos
at the top of the page. The big
advantage for the ’51 isn’t the
chip; it’s that you can get exactly
the part you want by choosing
from the catalogs of a dozen dif-

I Left My Chip in San Francisco

SILICON UPDATE by Tom Cantrell

The chips and accessories featured at the March 2005 Embedded Systems Conference will
be the technologies driving the automotive, industrial, and real-time applications of tomorrow.
Read on for a look at what the industry leaders, from Atmel to ZMD, have in store for you.

Figure 1—The Silicon Labs ’350 highlights the trend toward mixed-signal inte-
gration, supplementing the A/D converter with an entire signal conditioning
analog front-end.

Mux
PGA

1x–128x

Signal conditioning

Offset DAC

Dynamic range
enhancement

Overrange
detection
– +

To CPU interrupt

Data converter
24-bit ADC

Offset and
gain correction

Programmable 
digital filtering

System reference
VREF

System clock

Photo 1—Silicon Labs showed off an extremely effec-
tive demonstration of their Direct Sensor Interface
Technology in the form of a digital compass taking
advantage of their hyper-51 ’350 MCU’s built-in 24-bit
A/D converter.



www.circuitcellar.com Issue 181     August 2005   79CIRCUIT CELLAR®

of evermore complete and precise ana-
log subsystems (see Figure 1). With
amazing 24-bit resolution and a full
complement of signal conditioning, the
C8051F350 enables what Silicon Labs
calls direct sensor interface technology
(DsiT). As the name implies, the idea is
to eliminate the need for the external
analog front-end add-ons (e.g., op-amp
and filter) typically required by low-
gain sensors that are often too noisy. 

At the ESC, Cygnal demonstrated a
great example of the concept in action

in the form of a digital compass (see
Photo 1). The C8051F350 is directly
connected to the various low-level sen-
sors (e.g., magnetometer, accelerome-
ter, and inclinometer), and all those
MIPS are put to work crunching the
nontrivial navigation algorithms.  

After chewing on all of these fancy-
pants parts, if you’ve still got a hankering
for an old-school slow ’51 with no analog
features, check out the PB8051 microcon-
troller from Roman-Jones. It’s a ’51 with
a difference all right: a virtual ’51 emulat-

ed by the mini-me PicoBlaze soft-core
processor running on a Xilinx FPGA!
Think of it as a ’51 in drag. Running the
PicoBlaze core at 40 MHz, the PB8051
emulator manages to crunch through ’51
instructions (even existing binaries in
an external EPROM) at 1 MIPS or so.  

FPGA SHRINK-WRAP
While I’m on the subject of FPGAs,

check out the nifty modules from
Memec and Pico Computing (see
Photos 2a and 2b). These little gadgets

Photo 2—FPGAs are slowly, but surely, migrating into mainstream embedded applications. As they do, third-party suppliers are responding with modular solutions ideal for prototyp-
ing, experimentation, and low-volume production.The handy gadgets shown here include Xilinx-based modules from Memec (a) and Pico Computing (b) along with the Altera-based
FastPack from Parallax (c).

b)a) c)

http://www.arcom.com
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are perfect for prototyping high-end
applications, especially those using a
soft-core CPU (e.g., MicroBlaze),
because in addition to the FPGA
itself, they include a bunch of memo-
ry (flash and RAM) and an Ethernet
interface along with must-have glue
logic (e.g., clock). They also give you
a handle, literally, on the high-pin-
count, fine-pitch, surface-mount
FPGA packages that are otherwise a
pain to play with. Both Memec and
Pico offer lineups of Xilinx Virtex- and
Spartan-based modules to choose
from.

Meanwhile, Altera FPGA aficionados
should head on over to Parallax. In
addition to their well-known BASIC
Stamps, Parallax offers a line of Altera
Stratix and Cyclone-based prototyping
boards. With its built-in plug board
areas and handy I/O (switches, lights,
and buzzer), the FastPack is handy for
quick and easy prototyping and exper-
imentation (see Photo 2c).

Neat stuff, but be prepared for some
sticker shock. Like all things FPGA,
these little modules command a rela-

tively high price. To be fair, much of
the premium is driven by the price of
the FPGA itself, but even the most
inexpensive modules have triple-digit
price tags (e.g., $150 for the Memec
Spartan-3-based Mini-Module and $195
for the Parallax Cyclone FastPack). Of
course, you’ll pay more if you have
your heart set on a rocket science
Xilinx Virtex-4 FPGA with a built-in
PowerPC processor (or two!).

ARM FLEXES
It’s been apparent to me for some

time that ARM is poised to dominate
the deeply embedded 32-bit market.
Everything I saw at the ESC reinforced
my conviction. Here’s the convergence
of factors that make it so.

The ARM architecture’s roots are as
old as the hills. Ironically, that’s an
advantage now because most embed-
ded applications neither need nor are
willing to pay for bloaty performance-
at-any-price features.

Meanwhile, the reduced transistor
count dovetails nicely with the march
of Moore’s law to deliver ARM-based

MCUs with single-digit prices that are
closer to those of an 8-bit part than
the 32-bit computer chips of yore.

That’s all well and good, but it’s
only part of the story. The compelling
advantage for ARM is the number and
diversity of the suppliers who are
climbing onboard. It’s the ’51 story all
over again, this time with a cast of
32-bits.

I’ve previously covered the ground-
breaking ARM-based MCUs from
Philips and Atmel. These are two
major players in the MCU business
and their blessing alone would be a
pretty big deal. But in fact, Philips and

Photo 3—Do you think that a 32-bit, ARM-based MCU
is just too big for deeply embedded applications?
Maybe the Oki ’406x, packaged in a Wafer Chip Size
Package (WCSP), will prompt you to think again.

http://www.ampflow.com
http://www.iee.org
http://www.designcon.com
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Atmel are just the leading edge of the
ARM MCU wave.

For example, at the show, Oki
announced their flash memory-based
ML67Q406x ARM7 single-chip MCU.
It’s a big deal by virtue of being an
extremely small chip. I don’t mean to
say their chip is anorexic in terms of
being starved for features. On the con-
trary, it’s everything you’ve come to
expect on a high-integration MCU with
up to 128 KB of flash memory, a roomy
16 KB of SRAM, a 10-bit A/D converter,
and plenty of timers and serial ports.
It’s even got some high-priced spread
features like a two-channel DMAC and
direct connection to codec chips for
audio applications.

What makes the Oki part a big
story is that the chip is tiny. As you
can see in Photo 3, by exploiting
their wafer-level chip size package
(WCSP) technology, Oki manages to
pack 32-bit horsepower and 64 I/O
connections into a sliver of computa-
tion a mere 5 mm (less than 0.25″)
on a side. But a small footprint isn’t
all that matters when it comes to
downsizing. What isn’t apparent in
the photo is that unlike many sur-
face-mount packages, WCSP parts
are also extremely low profile (i.e.,
thin) and lightweight. It may not
seem like a big deal, but every extra
millimeter and milligram counts
when you’re trying to design a gadg-

et that you can drop in your shirt
pocket without looking like the
Hunchback of Notre Dame.    

The list of ARM7 microcontroller
headliners seems to grow daily.
STMicroelectronics has their STR7
lineup, with versions including USB,
CAN, and both, which can do double
duty on the desktop, in automotive
applications, or on the factory floor.
Analog Devices has an ARM version
of their MicroConverter, which, like
the existing ’51-based version, targets
the high-performance analog niche
with a built-in high-speed (1 MSPS)
analog signal chain including an ADC
and DAC. Oh, mustn’t forget Texas
Instruments, which brings formidable

Atmel AT91SAM Philips LPC21 OKI ML67Q406 ST STR7 Analog Devices Texas Instruments

Flash memory (KB) 32–256 32–512 64–128 64–256 8–62 64–1,024

SRAM (KB) 8–64 8–32 16 16–64 8 4–64

Speed (MHz) 55, 60 60 33.33 50 45 48, 64

Power 3.3 V 1.8-V core, 3.3-V I/O 2.5-V core, 2.5–3.3-V I/O 3.3 V 3.3 V 1.8-V core, 3.3-V I/O

Package 48–100 LQFP 48–64 LQFP 64 WCSP, TQFP 84 LFBGA 64–144 TQFP 40–80 LFCSP, LQFP 80–144 LQFP

Table 1—Attention shoppers, there’s a special on ARM7s in the 32-bit flash memory single-chip MCU aisle. With dozens of parts from top-tier suppliers to choose from, ARM7
MCU buyers couldn’t have it better.

http://www.icoptech.com
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ARM expertise (their ARM-based
chips are in millions of cell phones) to
bear on the merchant market with its
TMS470 family of ARM7 single chips.

Let’s see, we’ve got Philips, Atmel,
Oki, STMicroelectronics, Analog
Devices, and Texas Instruments. A
rather formidable lineup, wouldn’t
you agree? 

Table 1 (page 81) gives you a view
from 50,000′, but it doesn’t get into
the I/O features. Because each supplier
offers a range of parts with different
memory, packaging, and I/O, there is
just no easy way to cover the spec-
trum of I/O represented by dozens of
parts in a simple table.

Most chips include the usual sus-
pects (the basic serial ports, counter/
timers, and glue logic you’ll find on a
typical MCU) when it comes to I/O.
Beyond that, the different parts fall
into groups that target major market
segments with application-specific I/O
add-ons. Industrial, automotive, and
real-time applications are served by
chips with specialized high-speed,
multi-channel timer subsystems and

CAN interfaces. For example, mem-
bers of the TMS470 lineup come with
a high-end timer (HET) subsystem.
Built around a completely independ-
ent 96-bit VLIW microengine and han-
dling up to 32 timing channels, the
HET certainly lives up to its name
(see Figure 2). 

Meanwhile, office-oriented parts
typically come with Ethernet or USB
ports. Although Atmel’s ARM9-based
AT91RM9200 isn’t a single-chip MCU

(no flash memory), it stands out with
built-in Ethernet and USB host and
USB device ports. Have it your way.

One of the biggest ARM MCU
developments at the ESC wasn’t an
MCU at all. Rather, it was the
announcement by Actel that they
secured a license to deliver an ARM7
soft-core for their ProASIC flash mem-
ory FPGAs. I was high on ARM, and I
was high on flash memory FPGAs;
needless to say, the Actel announce-
ment had me seeing stars. Details to
follow. But even at the press release
level, it’s easy to see this is a pretty
big deal. Why? Consider that there are
essentially three possible chip imple-
mentations to choose from for a par-
ticular application: a standard chip, an
ASIC, or an FGPA. Deciding which
solution is best depends on the appli-
cation’s specific characteristics (e.g.,
production volume) and the march of
technology (e.g., lower-cost silicon
and tools).  

Thus, only a controller architecture
that’s available across all implementa-
tions can be truly “future proof.” And

Photo 4—Now that the first 802.15.4/ZigBee chips are
hitting the street, look for the first wave of products
(e.g., the XBee module from MaxStream) to hit distribu-
tors’ shelves.

http://www.dynoninstruments.com
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guess which 32-bit controller architec-
ture can make that claim?

KILLER BEE
Judging by all the action at ESC, the

ZigBee folks have been as busy as,
well, bees. Promulgating a new stan-
dard is never quick or easy, so let’s give
the ZigBee Alliance credit for herding a
lot of cats (150 members at last count)
along in a relatively expeditious and
orderly fashion.

In addition to all the technical and
marketing activities, there have been
a lot of developments in the board-
room as well. Chipcon has leveraged
their early leadership in ZigBee silicon
with the acquisition of ZigBee stack
software supplier Figure 8 Wireless. At
the same time, Ember (an OEM cus-
tomer of Chipcon) will take future sil-

icon matters into their own hands via
their acquisition of ZigBee know-how
from chip design boutique Cambridge
Consultants.

I see the process of getting a new
standard going as kind of like building
a fire. The first step is to find some
wood (i.e., hash out the standard, get
the details down on paper, and perhaps
dabble with experimental silicon). The
next step is starting the fire (i.e.,
introduce tested, verified, and certified
commercial silicon).  Finally, presum-
ing you get past a puff a smoke, the
fire is fed with emerging applications,
each of which contributes to the
blaze.

At this point, the ZigBee fire is going,
and all indications are that it’s only
going to get bigger and hotter. The stan-
dard has been ratified. Chipcon, Ember,

CompXs, and Freescale all offer certi-
fied silicon. There are plenty more
ZigBee-capable chips in the pipeline. At
the conference, ZMD announced their
new ZMD44101 900-MHz chip that
integrates not only the entire IEEE
802.15.4 radio but also other thin MAC
functions that offload an attached
MCU of grunt work like packet fram-
ing and CRC. Meanwhile, Atmel takes
a similar tack from the other side of the
MCU-radio link. Their AT86ZL3201 Z-
Link controller is an AVR with ZigBee-
centric enhancements such as built-in
AES encryption hardware, a random
number generator, and send/receive
buffers. Now early adopters have the
chips they need to create high-integra-
tion, off-the-shelf solutions such as
the XBee line of OEM modules from
MaxStream (see Photo 4).

ESCAPE FROM SAN FRAN
Do you know the way to San Jose?

Better figure it out, because next year
the spring ESC is moving back to the
San Jose Convention Center.

Old-time attendees will recall how
the ESC outgrew the San Jose facility.
It got so crowded that some exhibitors
were forced into outdoor tents and
attendees had to hit the streets in
order to find conference sessions held
offsite in hotels somewhere. Speaking
of hotels, more have been built in the
years since the move, so the search for
a place to stay should be less daunt-
ing. And now that the convention
center has completed a multi-year
expansion project, it will presumably
accommodate exhibitors in style and
give everyone a little more elbowroom.

Sure I’ll miss the San Francisco
nightlife and cable car rides. On the
other hand, now I can drown my sor-
rows by downing some chips and DIPs
at nearby Fry’s Electronics. And mov-
ing to San Jose will make it easy for
you Silicon Valley locals to drop in for
a visit with the Circuit Cellar gang at
our booth. Hope to see you there! I
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Figure 2—With a 96-bit VLIW engine, not to mention a 180-page datasheet, the high-end timer (HET) subsystem
on Texas Instruments ARM MCUs is a complex processor in its own right.
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Problem 3—What is a median-value filter?
For what sort of applications is it well suited?

Problem 4—Write a C preprocessor macro
that produces a mask for a bit field, given the
numbers of the leftmost and rightmost bits in
the field. In other words, FIELD_MASK(7,4)
should produce the value 0x00F0.

Contributed by David Tweed

int filter (int sample)
{
static int previous;
if (abs(sample - previous) >1) previous = sample;
return previous;

}

int filter (int sample)
{

static int previous;
previous = (previous >> 2) + (sample >> 2);
return previous;

}

http://www.circuitcellar.com/eq.htm
http://www.circuitcellar.com
http://www.emacinc.com
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I frequently get e-mails from readers asking my opinion on career moves or entrepreneurial ventures. The correspondents aren’t long-haul truck drivers
in Alaska or machine operators working in Manhattan. Instead, the messages I get come from a project engineer at United Technologies or a software
designer at Itty Bitty Controller Company, USA. The questions are typically something like should they go get an M.S.E.E. that would help them climb the
corporate ladder, or should they mortgage their house and try to start a company selling the little embedded controller they designed in the basement.

Engineering, or more importantly an engineering mentality, can be a double-edged sword. A truck driver or a machine operator is trained to
do a task, and accomplishing it satisfies their self-esteem. It seems to be the opposite for engineers. If my mail is any indication, I get the feeling
that the more engineers accomplish on the job, the less happy they are about whether they should be doing it that way.The conflict arises because
a corporate engineering career is primarily about creating solutions and designing inventions for the corporation. Our culture is all about reward-
ing people who are entrepreneurial and capitalize on invention for their own benefit. Can you see the dilemma? 

I’m very willing to admit that there are lots of people smarter than me. Fortunately, having entrepreneurial success in an engineering career
isn’t just about being smart. In my opinion, it’s mostly about risk and opportunity. I would never say to someone, “Quit your job. If Bill Gates can
do it, so can you.” That’s insane. Before giving up the cushy day job that supports a wife and four kids, you might want to find a less risky way to
assess whether the world is interested in your invention and talents. That’s where opportunity becomes important.

I didn’t wake up one morning and decide I was going to run a magazine or manufacture electronic products. I woke up one morning and said I’m inter-
ested in these new things called microcontrollers, even if the place where I work has no interest and considers them forbidden fruit. Before I published my
first design project—an 8008-based vector graphics display generator—no one outside the bowels of Control Data Corporation had a clue who Steve Ciarcia
was. It didn’t take too many more articles before I had to start a manufacturing company just to satisfy the production demand for these projects.

While I suppose the book deals and interviews that come from bugging out of a wedding and having the whole world searching for you for a
week might appeal to a few, it’s a high-risk venture. A safer way to achieve your next engineering career move might simply be to publish some-
thing and put it in front of the world.

The testimonial evidence of Circuit Cellar as a career builder is overwhelming. I received this note just this week:

It seems that the face-to-face contact is still a highly ranked criterion in customers selecting their consulting partners. It certainly provided a
lot of instant credibility during initial meetings to be able to pull out a copy of Circuit Cellar and show the articles I had written (especially when
the subject of the article matched that of the product to be designed). I found through this process that a surprising number of people read Circuit
Cellar. Following the article release, I also received many phone calls and e-mails from colleagues and friends I hadn't heard from in a while. I
am also now asked regularly by some when my next article is coming out!

Eric Gagnon

Publishing doesn’t only mean print articles. Contest winners and Distinctive Excellence designees can consider themselves “published” when
they see their projects posted on www.circuitcellar.com. And since contest sponsors often put everything on their own sites, many people can have
the added distinction of being able to say they have one of their designs published on www.cypressmicro.com, www.atmel.com, etc. You can’t buy
this advantage.

Through it all I’d like to think that I’ve stayed true to the brotherhood. When you participate in a Circuit Cellar contest or publish an article with
us, our contractual fine print isn’t just about what you give away. It’s also about what you keep. Unlike many other contests and publications, I want
designers and authors to know that when you do things with us, you retain the intellectual property ownership. If a company sees your posted
project or reads your article and wants more, they have to deal with you. IP ownership along with a great publishing vehicle succeeded in creat-
ing a fine career for me. If you are willing to take some risk investigating new opportunities, perhaps it can also work for you too.

Risk and Opportunity

steve.ciarcia@circuitcellar.com

by Steve Ciarcia, Founder and Editorial Director
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