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Digital Oscilloscopes

• 2 Channel Digital Oscilloscope
• 100 MSa/s max single shot rate
• 32K samples per channel
• Advanced Triggering
• Only 9 oz and 6.3” x 3.75” x 1.25”
• Small, Lightweight, and Portable
• Parallel Port interface to PC
• Advanced Math options
• FFT Spectrum Analyzer options

DSO-2102S $525
DSO-2102M $650
Each includes Oscilloscope,
Probes, Interface Cable, Power
Adapter, and software for
Win95/98, WinNT, Win2000
and DOS.

• 40 to 160 channels
• up to 500 MSa/s
• Variable Threshold
• 8 External Clocks
• 16 Level Triggering
• up to 512K samples/ch
• Optional Parallel Interface
• Optional 100 MSa/s Pattern Generator

LA4240-32K (200MHz, 40CH)         $1350
LA4280-32K (200MHz, 80CH)         $2000
LA4540-128K (500MHz, 40CH)       $1900
LA4580-128K (500MHz, 80CH)       $2800
LA45160-128K (500MHz, 160CH)   $7000

www.LinkIns4.com
Link Instruments • 369 Passaic Ave • Suite 100 • Fairfield, NJ 07004 • (973) 808-8990 • Fax (973) 808-8786

Logic Analyzers

• 24 Channel Logic Analyzer
• 100MSa/S max sample rate
• Variable Threshold Voltage
• Large 128k Buffer
• Small, Lightweight and Portable
• Only 4 oz and 4.75” x 2.75” x 1”
• Parallel Port Interface to PC
• Trigger Out
• Windows 95/98 Software

LA2124-128K (100MSa/s, 24CH)
Clips, Wires, Interface Cable, AC
Adapter and Software $800

All prices include Pods and Software

http://www.linkins4.com
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Revolutionary engineering has led to extraordinary advances in robotics. As
I’m writing this editorial, NASA scientists have just announced the discovery
that Mars was once a wet planet. Their achievements in geological research
could not have been possible without the impressive capabilities of the
Opportunity and Spirit rovers. These robots were tasked—on an $820-million
mission—with collecting data that NASA believed might indeed prove that liq-
uid water existed on the red planet. The six-wheeled rovers have been able to
traverse the landscape and perform critical research, yielding incredible results. 

This is not to say that there haven’t been complications along the way.
NASA scientists have grappled with malfunctions on both rovers. In late
January, there were problems with the transmission feeds from Spirit. A
month later, a malfunction that caused the on-board heater to stay on
threatened to drain power from Opportunity. Despite these issues, the geol-
ogist robots have continued working successfully. 

Here on Earth, we’re getting ready to see the latest and greatest fire fight-
ing robots. The 2004 Trinity College Fire Fighting Home Robot Contest will be
held in Hartford this month. The competition attracts everyone from curious
onlookers to amateur hobbyists to highly skilled engineers. Challengers from
around the world demonstrate the speed, dexterity, and efficiency of their small
robots in extinguishing candle flames. We’ve definitely been impressed by
some of the past entries. In fact, a few of the robots featured in our past issues
debuted at the Trinity contest. Good luck to everyone in the competition!

The robots featured in this issue share many of the characteristics that
have made the Mars rovers successful and will surely be demonstrated in
the winners of the Trinity contest: efficiency, innovativeness, and accuracy.
Like the scientists at NASA, when faced with obstacles, the engineers
behind these projects met their design challenges with workable solutions. 

In “Mini Rover 7,” Joseph Miller discusses the electronic compassing
scheme for his robot (p. 14). As he explains, precise navigation is a primary
concern for most builders, which is why designing an effective heading sys-
tem is so important. By calculating a more accurate bearing, Joseph was
able to achieve better navigation capability. 

Ingo Cyliax is back with an article about TeleBot, his robot surveillance
unit (p. 30). The small, inexpensive robot is modeled after similar units used
by municipalities to check for pipe damage in sewage systems. Ingo, too,
used electronic compassing for his autonomous robot, which provides
heading measurements with accuracy of ±2°.

Plus, we also have the scoop on Lego’s Spybot. Jay Francis has trans-
formed this already interesting toy into a sophisticated autonomous robot by
interfacing to the original electronics. Using a Microchip PIC16F876, he was
able to emulate an I2C EEPROM. Those of you who enjoyed Jeff
Bachiochi’s Mindstorms project in last year’s Robotics issue (Circuit Cellar,
issue 153, April 2003) are sure to find Jay’s design interesting.

On a side note, I wanted to thank all of you who have already participated
in our current reader survey. I invite anyone who hasn’t yet to take a few min-
utes to tell us how we’re doing. This is your opportunity to share your opinions
and help shape our content. I look forward to reading your responses. You’ll
find a link to the survey at the top of our home page.
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Their boards come with a
packing slip. Ours come
with a Microsection
Analysis Report
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to satisfy your customers. Sierra Proto
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at the highest  quality. And we’ll prove it in
every shipment with our unique Evidence of
Quality reports, so you know your board is
right the first time. One proof of quality is
our Microsection Analysis Report, as
featured here, so you can see the quality
inside your board. And that is just part of
our comprehensive  quality tests. It’s in our
process, not in our price. In fact, it is our
commitment to total quality that enables us
to run our operation cost effectively. And
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price. Talk to a Sierra Proto Express Account
Manager about our commitment to quality,
our range of technology, and our 99% 
on-time track record of delivery. Call
1.800.763.7503 from 6 a.m. to 6 p.m. PST
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files@protoexpress.com and receive a quote.
Mention code: PPDC00093

For proven quality that never costs
extra, put Sierra Proto Express on
your team today.
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NEW PRODUCT NEWS
ADVANCED MOTOR CONTROL IC

The MC73110 is a new motor control IC for brushless
DC motors. This intelligent single-axis controller is the
first member of a new line
of motor control devices—
is designed to provide ultra-
high performance digital
current loop, velocity loop,
and commutation for
brushless motors. 

The MC73110 operates
in one of three modes:
Internal Velocity Profile
mode, Velocity mode with
an external command sig-
nal, and Torque mode with
an external command sig-
nal. It provides software-
programmable velocity and
current loops, six-step and sinusoidal commutation, analog
or digital command input, profile generation, and six-sig-
nal symmetric PWM waveform generation. 

Stand-alone operation is achieved using prepro-
grammed flash memory-stored parameters or through a
serial port interface using microprocessor-style com-

mands. To create a complete motion controller, all that is
required is to connect the MC73110 to three half-bridge

switchers, typically MOS-
FET or IGBT-based.

The MC73110 is ideal for
building high-performance,
low-cost brushless motor
amplifiers. It can be used in
applications such as motion
control amplifiers, motor
drives, medical automation,
centrifuges, tape drives,
machine tools, scientific
instrumentation, and semi-
conductor equipment.

The MC73110, which is
packaged in a compact
64-pin plastic quad flat

pack (PQFP), operates from 3.3 V. Prices start at $18 in
OEM quantities.

Performance Motion Devices, Inc.
(781) 674-9860
www.pmdcorp.com

Edited by John Gorsky

http://www.pmdcorp.com
http://www.dpactech.com/wirelesscc_dsp.asp
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NEW PRODUCT NEWS
MOTOR CONTROL PIC

The new 40-pin PIC18F4331/4431 and 28-pin
PIC18F2331/2431 microcontrollers provide a complete
solution for extremely precise, energy-efficient operation
in sophisticated motor control applications through
advanced analog and digital feedback, and the new three-
phase complimentary PWM control system.

Three new modules specifically designed
for advanced motion and power control
applications are key to the PIC18Fxx31 fam-
ily. The power control module has a three-
phase PWM structure. The motion feedback
module includes a quadrature encoder inter-
face. The third module consists of a high-
speed ADC, which operates at 200 ksps and
can be synchronized with the PWM.
Together, these modules eliminate the need
for any external motor control components

(e.g., a high-speed converter and a resonator), thereby pro-
viding a lower-cost solution and saving board space.

Other significant features include: up to eight PWM
channels with 14-bit resolution, center alignment, pro-
grammable dead time, and two external fault-protection
inputs; two capture/compare/PWM modules; and an internal

RC oscillator with eight selectable frequen-
cies ranging from 8 MHz to 31.25 kHz.
Also included are four general-purpose
timers, a clock monitor, and an enhanced
USART supporting RS-485, RS-232, and
the LIN protocol. Prices start at $4.61 for
the PIC18F2331 in 10,000-piece quantities.

Microchip Technology, Inc.
(888) 628-6247
www.microchip.com

FULLY PROTECTED MOSFET SWITCH
The BSP75G is the first fully self-protected MOSFET device

in the IntelliFET low-side array-based platform integrating a
configurable component array with a vertical power transistor
on the same die.

The 60-V, 550-mΩ N-channel BSP75G is protected against
over-temperature, over-current, over-voltage, and ESD. The
MOSFET offers logic-level input control and will automat-
ically restart on removal of any fault type. The SOT223-
packaged part suits general-purpose switching duties and is
rated for automotive applications.

At a preset chip temperature of approximately 175°C, the
device shuts down and a 550-mJ active clamp turns the device
off before it goes into avalanche breakdown. Thanks to its
novel over-current limit, the device can handle an unusually
high continuous current of 1.6 A. Internal bidirectional diodes
provide human body ESD protection.

As well as protecting itself, the BSP75G also actively pro-
tects the load. By limiting the load current, dissipation in
the load is greatly reduced, which can prevent destruction
of the load during a load dump condition. Short circuits are
also handled. After a permissible start-up current pulse, the
device settles to a current that is fixed by the internal over
current protection circuit.

The BSP75G is particularly well suited for loads with a
high inrush current such as lamps and motors. It will
switch all types of resistive, inductive, and capacitive

loads. And it acts as a
microcontroller-com-
patible power switch in
12- and 24-V circuits.
The BSP75G costs
$0.41 each in 10,000-
piece quantities.

Zetex, Inc.
(631) 360-2222
www.zetex.com

TINY TWO-CHANNEL, 14-BIT ADC
The LTC1407A and LTC1407 are two new 14- and 12-bit,

3-Msps ADCs with two simultaneous sampling inputs. These
high-speed serial ADCs are available in a 10-pin MSOP pack-
age less than half the size of an SO-8, allowing the design of
compact high-speed data-acquisition systems. The LTC1407A
device achieves 73.5-dB SINAD and guarantees 14-bit no miss-
ing codes. Its small size in combination with high speed and
simultaneous sampling make the LTC1407 the ideal choice for
medical applications, instrumentation, multiphase motor con-
trol, and narrowband I & Q demodulation applications.

The LTC1407A is powered from a single 3-V supply.
Power dissipation is typically 12 mW. When the device is
not converting, power dissipation can be reduced to 3.3 mW
in NAP mode, with the on-board 2.5-V reference remaining
active, and 6 µW with everything powered down in Sleep
mode. The two conversion results are delivered sequentially
to high-speed DSP serial ports via a three-wire SPI interface.

The ADCs are available in the commercial and industrial
temperature ranges. Pricing begins at $7 for the LTC1407A
and $4 for the LTC1407 in 1000-piece quantities.  

Linear Technology Corp.
(800) 454-6327
www.linear.com

http://www.microchip.com
http://www.zetex.com
http://www.linear.com
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NEW PRODUCT NEWS
OS EMBEDDING KITS

The new OS Embedder kits simplify the implementation of
operating systems on a wide variety of Octagon’s ruggedized
SBCs. Operating systems include Linux, Windows CE.net,
Windows XP Embedded, QNX, and
DOS. They are available on a range
of hardware platforms from 586,
133-MHz products to Intel mobile
P III at 933 MHz. EBX and PC/104
form factors are available. 

All drivers are developed and test-
ed for full functionality on the hard-
ware platform of the user’s choice.
All OS Embedder kits include cables
for connectivity, memory, custom
drivers, application examples, and
the target hardware platform. OS
Embedder kits reduce the time to
market. Free and unlimited techni-
cal support on both the hardware
and software is available.

Linux OS Embedder kits include
an optimized 2.4 Linux kernel pre-
installed on a CompactFlash. Users
get all the benefits of the Linux per-

formance open-source environment with no license fees.
The QNX OS Embedder kit comes with a preprogrammed

evaluation image on a CompactFlash, which is a 30-day
evaluation version of QNX for a
host system. QNX systems offer
the deterministic stability of hard
real time.

Windows OS Embedder kits fea-
ture either Windows CE.net or
Windows XPe. Windows CE.net
kits include an evaluation version
of development software from
Microsoft for a host system, instruc-
tions for building a target image, and
methods for transferring that image
to the CompactFlash. Windows XPe
evaluation software requires
downloading the software from
Microsoft’s web site. The basic OS
Embedder kit (including SBC) pricing
starts at $995 for single quantities.

Octagon Systems Corp.
www.octagonsystems.com 

What’s your EQ?—The answers are posted at 
www.circuitcellar.com/eq.htm

You may contact the quizmasters at eq@circuitcellar.com

CIRCUIT CELLAR—
Test YYour EEQ

Problem 4—The following circuit is a glitch filter
for a clock signal. 

The MAJ3 gate is a special primitive available in
some FPGA families. Its output is the same as the
majority of its inputs; in other words, if any two
inputs are high, the output is high. How exactly
does it work, and what would be the effect of
inverting the output of the delay line?

Contributed by David Tweed

MAJ3

20 ns

Delay line
A

In Out

Edited by David Tweed

Problem 1—What are the correct units for bulk
resistivity?

Problem 2—What are the correct units for resis-
tivity in materials constructed as thin sheets?

Problem 3—The figure shows one way of gen-
erating a gated clock signal. What’s wrong with
this approach? How can this be fixed?

D Q Gated
clock out

Enable

Clock

http://www.octagonsystems.com
http://www.circuitcellar.com/eq.htm
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tainties and best apply the technology to
a project like my Mini Rover 7 robot.

BASIC ROBOT NAVIGATION
Dead reckoning (DR) is the fundamen-

tal navigation method used in mobile
robotics. It is a method of mathematical-
ly tracking your present position by
measuring speed and direction traveled
at regular intervals, or distance and
direction at any convenient interval. The
latter is easier to do on most wheeled
mobile robots if you use wheel encoders.
This is also referred to as odometry.

The basic tools for DR in mobile
robotics are a compass and an odome-

ter. In more complex robots
with advanced navigation
resources, DR is still used to
navigate between absolute posi-
tion fixes. Position tracking by
DR is used to get to and from
fixed locations, help create
maps of surroundings, and keep
track of position when moving
around unexpected obstacles.

Position errors have a tendency
to accumulate over time when
navigating with DR. A robot hap-
pily hobbling down a path can
easily drift off the path because of
the imperfect traction of its drive
wheels or limbs. Furthermore,
the terrain may be uneven,
inconsistent, obstacle-ridden, or
even move, as is the case for
aquatic vehicles. A robot could
simply correct its steering to stay

14 Issue 165    April 2004 CIRCUIT CELLAR® www.circuitcellar.com

Recent technological growth has
yielded some impressive tools for tack-
ling increasingly difficult tasks. The
robotics field has been a large benefici-
ary of these advancements because it
encompasses so many disciplines, each
heavily dependent on technology.
Mobile robot navigation is one particu-
lar recipient of recent technological
advancements. Accurate and reliable
navigation is fundamental to the suc-
cess of any mobile robotic application. 

Navigation is typically given one of
the highest, if not the top, considera-
tion when designing an autonomous
mobile robot. You have to consider
numerous hardware and software
options. These days a GPS receiv-
er is one of the first tools that
you think about to fulfill your
navigational needs. However, the
area that many mobile robots
operate in is within GPS’s pres-
ent 3- to 15-m accuracy range.[1]

Even long-range mobile robots
still have to maneuver success-
fully within that 3- to 15-m res-
olution uncertainty. 

Compound these resolution
limitations with satellite signal
interference, and it becomes
clear that a supplemental sys-
tem is essential. Heading infor-
mation, along with positional
data from other sources, can
provide interim position data as
well as augment GPS data to
resolve higher accuracies. 

Mini Rover 7

Electronic compassing is one of the most intelligent ways to provide absolute heading infor-
mation for a mobile robot. In this article, Joseph explains why the PNI V2Xe compass turned
out to be the best fit for his Mini Rover 7 robot, which he modeled after the NASA/JPL
Rocky 7 Mars rover. 

A magnetic compass has many
advantages as a provider of heading infor-
mation. Compassing is one of the only
methods that can provide absolute head-
ing information without external refer-
ences for calibration. Today’s electronic
compasses easily interface with micro-
controllers and come with a host of other
features like low-power consumption
and built-in local distortion correc-
tion, such as any other instrument.
Compasses have their own uncertainties
and issues. Understanding how compass-
es work, as well as the behavior of the
environment that they measure, will bet-
ter prepare you to manage their uncer-

FEATURE ARTICLE by Joseph Miller

Magnetic
North
Pole

Earth’s geodynamo

Figure 1—As you study the Earth’s geodynamo magnet field pattern,
note how the field lines are not horizontal to the surface except along the
equator. The rotating dynamo and coil in the center represent the Earth’s
magnetic field being generated by its ever-flowing iron outer core.

Electronic Compassing for Mobile Robotics
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model of the system with the statistical
behavior of system errors. It enables nav-
igation systems to handle periodic GPS
signal interruption, odometer slippage,
magnetic anomalies, and other sensor
irregularities with minimal degradation
of accuracy. Kalman filters also can be
extremely complicated. You must fully
understand the dynamic behavior of your
systems and the statistical and systemic
errors of your sensors in order to make
proper use of Kalman filters. It might be
easier and more feasible in less demand-
ing projects to use other software-based
analytical tools like averaging, weighted
averaging, limiting, and majority voting
to improve heading data reliability. 

MAGNETIC COMPASSING
The Earth’s magnetic field is created

deep in its iron core by a regenerative
magnetic field generator that’s some-
times referred to as the geodynamo. This
iron core has a liquid outer section and a
solid inner section. The flow of electri-
cal current in the turbulent liquid iron
outer section creates the magnetic field. 

The simplest description of the Earth’s
magnetic field spatial pattern is that of a
dipolar field with magnetic flux emanat-
ing from the South Pole and converging
at the North Pole. The Earth’s magnetic
field pattern is a little more complex
than a simple bar magnet model. As pre-
viously mentioned, the Earth’s geody-
namo is constantly moving. Presently,
the magnetic poles are tilted about 11°
away from the geographical poles, and
they are not at exactly at opposite sides
of the world either. The magnetic North
Pole is located in northeastern Canada,
and the magnetic South Pole is located in
the Antarctic Ocean south of Australia. 

The geographical North Pole is also
known as true north. The angular dif-
ference between the true poles and the
magnetic poles at a given location is
called the declination angle. Depending
on your location, true north could
appear to either the east or west of the
magnetic North Pole. 

The Earth’s spherically shaped geo-
dynamo produces a magnetic field as
shown in Figure 1. Note that the field
lines are not horizontal to the Earth’s
surface, except at the Earth’s magnetic
equator. Unlike the Earth’s straight
geographical equator, this one mean-

on course (or on bearing), but that little
off-course excursion could add a small
position error. The magnitude of the
position error is the integral of time,
distance, and off-course angle traveled
while the robot is off course. What is
really required is a new bearing calcu-
lation to increase the robot’s chances
to reach the desired target.

HEADING DETERMINATION
For centuries, we have been taking

advantage of the Earth’s magnetic field to
orient ourselves with respect to its mag-
netic poles. Both the mechanical needle
compass and electronic compass can
provide absolute heading information. It
is hard to beat the compass for this pur-
pose. With the exception of GPS, other
systems that exist require an external
heading reference as calibration. 

Gyroscopes use mechanical angular
momentum changes to measure angu-
lar and linear movements. Traditional
flywheel gyroscopes are fast-spinning
gimbaled flywheels with encoders. The
encoders are situated about the pivotal
axes of the gyroscope’s gimbals and reg-
ister angular movement of the spatially
stable flywheels to its base, which is
fastened to a host vessel. Modern gyro-
scopes use micro electromechanical
systems (MEMS) and optical technolo-
gies in place of the bulky flywheels. 

Gyroscopes have fast response times
and are insensitive to magnetic anom-
alies. They are also relative angular
position sensors, which require an
external reference heading to initially
set. A special kind of gyroscope called
the gyrocompass can align itself with
the Earth’s rotational axis, but it tends
to be a large and costly instrument.

Differential wheel encoding is another
technique used to determine heading.
Relative heading changes can be comput-
ed by taking the difference of distance
traveled by two opposing wheels. This
technique has the same traction and ter-
rain issues associated with the aforemen-
tioned wheel encoder odometry.

A single-antenna GPS can provide
heading information, but it is not instan-
taneous. It inherently lags the movement
of the robot or vehicle because the derived
heading requires previous position data. A
GPS could not tell you where you are
heading if you were to stop and change
directions. Like compasses, GPS receivers
do not require external reference heading
calibration. Once moving, the GPS head-
ing update rate is a maximum of approxi-
mately 1 Hz, although some receivers add
damping, which increases this time con-
stant even more. A dual-antenna GPS
receiver can provide instantaneous head-
ing—or yaw—information, although the
recommended distance between the two
antennas is 1 m. This fact, along with its
large price tag, can be a limiting factor
for many mobile robot applications.

A combination of techniques is the
best approach. There are many ways to
determine heading, each of which has
its own strengths and weaknesses. None
of them are infallible. For this reason,
some systems use two or more methods
cooperatively to increase system accura-
cy and reliability. The deciding factors
are cost, accuracy, efficiency, features,
availability, ease of use, speed, and size. 

Kalman filters are typically used to
integrate the data from multiple sensors
to produce a more reliable and accurate
heading. Kalman filtering is a statistical
method that combines the dynamic

Figure 2—I plotted the magnetometer sensor output versus the angle. You can also see the x-y plot of the magne-
tometer sensor output.
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components, a horizontal component
and a vertical component. At the mag-
netic equator where the magnetic field
is horizontal, the field has no vertical
component. At the magnetic poles, the
field is purely vertical and has no hori-
zontal component. At places where the
inclination angle is 45°, the horizontal
and vertical components are equal. 

The U.S. Geological Service (USGS)
and the Nation Oceanic and Atmosphere
Administration (NOAA) maintain web
sites that have global maps and on-line

ders but is located in roughly the same
area. At the magnetic poles, the field
lines are vertical. The angular vector of
the magnetic field with respect to the
horizontal plane at any given location
is known as the dip angle, or inclina-
tion angle. The density of the magnet-
ic field also varies around the world.
The magnetic field density is approxi-
mately two times as dense at the mag-
netic poles as it is at the equator. 

The magnetic field vector is some-
times referred to as having two separate

programs that chart declination angles,
field intensities, dip angles, and much
more. I will focus on the horizontal com-
ponent of the magnetic field, because
that is the portion that contains the head-
ing information that I wish to measure.

MAGNETIC MEASUREMENTS
A magnetometer is an instrument that

can measure the flux density of a mag-
netic field. It uses one of any number of
types of sensors to convert magnetic flux
to voltage, current, frequency, or some
other electronically measurable form. 

There are numerous types of magnet-
ic field sensors: the saturable core mag-
netometer (or fluxgate magnetometer),
the Hall effect sensor, the magneto-
resistive sensor, and the magneto-
inductive sensor. A two-axis magne-
tometer, in which the two sensors are
in quadrature (orthogonal) orientation,
can be used as an electronic compass to
compute heading. When it is parallel
with the measured field, the magne-
tometer sensor’s output is at maximum
for the given amount of magnetic flux
density that is present. When the mag-
netometer sensor is perpendicular to
the magnetic lines of flux, the sensor
will output no signal. A plot of the x-
sensor output versus the y-sensor out-
put results in the heading being repre-
sented around the polar axis of the
coordinate system origin (see Figure 2).

This form is preferred as a visual analy-
sis tool for sensor and system perform-
ance analysis and troubleshooting. Notice
that the y-axis is inverted from that of a
typical Cartesian coordinate system. This
was done so that the compass coordi-
nates would be produced in its correct
orientation. When operating with com-
pass coordinates, it is important to
remember to make the proper transla-
tions from a Cartesian coordinate system
to a compass coordinate system, especial-
ly after using trigonometric functions.

At angles between parallel and
antiparallel with respect to the mag-
netic lines of flux, the sensor’s output
signal, X, is a product of the applied
magnetic flux density, β, and the
cosine of the angle, θ, of the sensor
from being parallel with the flux lines.

[1]

If a second sensor is added, and if it is

X = β θcos( )

http://www.expresspcb.com
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ances. There are permanent magnets
in your robot’s motors, and there is
magnetized metal in the robot’s con-
struction materials. 

positioned at a right angle to the first sen-
sor, its output, Y, will have the same
function as X, but will be 90° out of
phase. The y sensor will be in the east
position, and the x sensor will be in the
north position. The two sensors are said
to be in quadrature with one another. The
equation for output Y is the following:

[2]

You now have enough data to com-
pute heading from the output values
of the x and y sensors. Use the
trigonometric identity:

[3]

Combining Equations 1–3 yields:

[4]

The arctangent, or inverse tangent
(tan–1), is inherently restricted to ±90°,
which covers only two quadrants of
the coordinate system over its entire
input range of –∞ to ∞. This function
also operates in the Cartesian coordi-
nate system, which is rotated 90° from
compass coordinates.

To convert the Cartesian θ to a com-
pass heading coordinate, a translation
must be performed. Table 1 shows the
translation based on the output polari-
ty of the sensors when the sensors are
oriented as shown in Figure 2. Note
that magnetometer polarities may
vary depending on the manufacturer.

As demonstrated in Equations 1 and 2,
the output signals of both sensors are pro-
portional to field density (β) and its angle
relative to magnetic north. The field den-
sity can be extracted at any angle of the
quadrature pair by computing the geo-
metric sum of the two sensors outputs:

[5]

Equation 5 computes the horizontal com-
ponent of the overall magnetic field densi-
ty from the perspective of the robot’s hori-
zontal plane. By monitoring this value,
you can spot magnetic anomalies and tilt-
ing, which effect heading accuracies. 

SOFT/HARD IRON DISTORTION
As you now, producing a compass

heading with a pair of sensors is fairly

β = X Y2 2+

θ β θ
β θ

θ

 = Arctan

 = Arctan

sin[ ]
cos[ ]

















or

Y
X

tan( )
sin( )
cos( )

θ θ
θ

 = 

Y = β θsin( )

straightforward. However, there’s
trouble in the neighborhood. Magnetic
anomalies are all around you. Other
magnetic sources and alternate mag-
netic flux pathways are
corrupting your intend-
ed signal—the Earth’s
magnetic field.

Magnetic fields are
generated by electrical
current (electromagnet-
ism) in your circuitry
and neighboring appli-

Measured sensor value Quadrant(s) Heading Calculation
X Y

≥ 0 > 0 270–360 360 – Arctan (Y/X)
≥ 0 ≤ 0 0–90 0 – Arctan (Y/X)
< 0 All 90–270 180 – Arctan (Y/X)

Table 1—Use this table to convert the limited range, Cartesian coordinates
system output of the Arctan function into full-range compass coordinates. 

http://www.linxtechnologies.com
http://www.digikey.com
http://www.rfdigital.com
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Items external to the robot, such as
appliances, underground pipes, and
ducts may have their own fields, and
can locally offset or change the direc-
tion of the Earth’s field. Items that cre-
ate offsetting fields are classified as hard
iron. A soft iron material is anything
that alters the natural path of a magnet-
ic field’s lines of flux. By “natural path”
I mean its path through air. Put another
way, any material with a relative per-
meability other than one is a soft iron
material. A soft iron also can have a
hard iron effect. Usually soft iron and
hard iron materials are referred to by
the effect they have on the surrounding
magnetic field. These effects are easy to
recognize when an x-y graph is plotted
of the compass sensors output values as
the compass is rotated through 360°.
Figure 3 illustrates these effects. 

All of the plots assume that the cul-
prit material is local, which is to say
that it is onboard the robot when it is
rotated. These traces, or profiles, can
be thought of as the magnetic signa-
tures of the robot’s local environment.
Notice how the soft iron effects create
an elliptical profile. Soft iron material
attracts, bends, and condenses magnet-
ic flux toward itself, creating sparse
field densities on its lateral sides. At

the same time, it will also create
dense magnetic fields in areas that are
in line with it and the source field
direction, as shown in Figure 4. The
distribution and quantity of soft iron
material will determine the alignment
and offset of the ellipse’s foci. 

Nearby electromagnetic fields, fer-
rous construction materials, and motors
make robots especially tough environ-
ments for compasses. Before using an
electronic compass in a mobile robot, it
is a good idea to analyze its magnetic
signature by creating an x-y sensor plot.
From this plot, you can identify the
existence of the aforementioned simple
distortions and, more importantly, the
more complex ones. The plots should
give you an indication of the compass’s
chances of providing accurate readings,
as well as information to help you
make corrective adjustments to the
robot or sensor placement.

Modern electronic compasses have
little trouble mathematically correcting
for simple soft iron and hard iron dis-
tortions, sensor gain mismatch, and
even sensor misalignment (orthogonal-
ity), which are all shown in Figure 3.
Electronic compasses calculate the
correctional coefficients after com-
pleting a one-time calibration proce-
dure that involves rotating the robot
or vehicle through at least one com-
plete rotation so that it can analyze
the geometry of the x-y sensor data. 

When testing your robot and creating
plots for your analysis, the patterns to
watch for are excessive hard iron off-
sets and multimode soft iron distor-
tions, which look like lumpy circles or
ellipses. Excessive hard iron offsets can
bring sensors into their nonlinear
regions. This looks like a flat spot on
the x-y circle plots, which are perpen-
dicular to the axis of the saturated sen-
sor. It is also a good idea to create plots

for the robot when it is rotating both
clockwise and counterclockwise, and
then compare the two to see if the
motor currents affect sensor readings. 

Figure 5 shows x-y sensor plots (mag-
netic signature plots) running on my
Mini Rover 7 robot. The red trace shows
that the robot has some hard iron offsets
but no soft iron distortions. I rotated the
robot in both directions under its own
power and saw nothing significantly dif-
ferent, although it would be hard to see
any rotational offsets with these plots.
There are ways to test this.  

The slightly elliptical blue trace is the
result of placing a 9-V battery next to
the compass. I placed a small magnet in
the robot when I generated the light blue
trace. The dark blue trace is the result of
placing a PC chassis next to the robot
when it performed a rotation. The small
amplitude is to be expected because the
external soft iron material attracts the
magnetic flux away from the robot,
therefore creating an area with a sparse
field, much like the one in Figure 4. You
should not calibrate the compass in your
robot under this condition because it
does not represent a normal condition.
Any electronic compass with hard iron
and soft iron compensation should have
no problem producing accurate head-
ing data using any of the vehicle mag-
netic signatures shown in Figure 5.

As you have seen, with a little effort
a compass can adapt itself to your
robot’s unique internal magnetic sig-
nature by using its built-in calibration
algorithm. However, when operating
after calibration, your robot will most
likely come across external hard iron

North 
Pole

Soft
iron

Figure 4—Here you can see the effects of soft iron dis-
tortions in the Earth’s magnetic field.

Figure 5—Here are several magnetic signature plots of
the Mini Rover 7 with additional effects.

Figure 3—The x-y plots show various magnetic distortion effects.
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and soft iron objects, which will
alter the Earth’s magnetic field
direction. 

Figure 4 shows how a soft iron
object can alter the heading of a
robot as it attempts to keep steady
(north in this case) when it moves
past the object. Notice that the
field density is sparse in this area.
As long as the sensors are relative-
ly close (so that they experience
the same field density ratios), the
compass abilities are not signifi-
cantly diminished. This is because
the heading calculation for a quad-
rature sensor pair uses the arctan-
gent of the ratio of the two sensors
(see Equation 2). The overall field
density, or magnitude of the field den-
sity, can be monitored by calculating
the geometric sum of the two sensors
(see Equation 4), which can alert you
to such anomalies. This information
can be used to weigh your options. 

You may decide to temporarily trust
differential wheel encoder outputs for
tracking heading while the overall
measured field density falls outside
established thresholds. A Kalman fil-
ter or your own statistical algorithm
can use this information with other
sensor data to make improved esti-
mates of actual heading. It is impor-
tant to use the compass’s calibrated x-y
sensor data to compute field density
because it already has been compen-
sated for your robot’s personal mag-
netic signature. Modern electronic
compasses like the PNI V2Xe can
report the overall field density in pro-
portion to the field that it experienced
at every heading angle during a cali-
bration cycle so that local field distor-
tions do not interfere with the assess-
ment of external magnetic fields. 

EFFECTS OF TILT
Tilting an electronic compass can

create heading errors. When tilted, the
sensors no longer receive the magnet-
ic field in the proportions measured
during calibration. Equations 1 and 2
characterize the sensor output value
with respect to the magnetic field’s
angle to the sensor’s orientation in the
horizontal plane. Tilting the sensor
would expose the sensor to portions of
the Earth’s vertical field component

and reduce its exposure to the hori-
zontal field component, which could
either be an increase or decrease in field
density depending on local inclination
angles and direction of tilt. 

Equation 6 gives the relationship of
heading error versus tilt angle when a
compass is tilted in the north-south
rotational axis (also known as pitch):

[6]

where θERR is the heading error caused
by tilt, α is the pitch angle compass,
and ϕ is the inclination angle of the
Earth’s magnetic field.

To use an example, if your compass
were located in San Francisco, which
has a magnetic field inclination angle
of 61°, you could expect a heading error
of up to 1.8° for every degree of pitch
for the first 10° of tilt. Tilt in the east-
west direction (roll) or any compound
angle of the two tilt axes creates simi-
lar errors, although the worst-case
errors could still be characterized by
Equation 6 by simply substituting the
pitch angle, α, with a tilt angle in any
direction. Another accuracy-degrading
factor would be the lack of hard iron
and soft iron distortion correction in
the pitch and roll axes. The two most
common ways to make a compass
insensitive to tilt is to mount a two-
axis compass on a gimbal and to use a
three-axis, tilt-compensated compass.

COMPASS FEATURES
A good compass should have high

dynamic range sensors. The need to
compensate large hard iron offsets is

θ α ϕERR  = Arctan sin  tan( )

not uncommon, and can account
for 75% to 90% of the sensor’s
operating range. A good compass
will have an operating range that is
at least four times the Earth’s mag-
netic field density. 

A compass also should be able to
resolve the Earth’s horizontal mag-
netic field component to 1:115 for
1° resolution and 1:1146 for 0.1°.
These numbers don’t account for
soft iron distortions that effect
sensor gains and hard iron offsets,
which would increase these
requirements. 

A good compass should be tem-
perature-compensated. Magnetic
sensors have temperature dependen-

cies like most sensors. Fortunately, the
sensor’s common temperature effects
drop out of the heading calculations
because the arctangent function’s
input value is a ratio of the sensor pair
(y/x). Sensor nonlinear temperature
effects, external hard iron offsets, and
soft iron distortions do not share this
temperature cancellation characteris-
tic. Of course, a compass that has hard
iron and soft iron compensation is
essential. The necessity of tilt com-
pensation depends on the robot’s
requirements and your budget.  

V2Xe COMPASS MODULE
I used the V2Xe compass in the Mini

Rover 7 robot. This is a 1″ square elec-
tronic compass module that uses an
SPI interface as a means of communi-
cation. It consumes less than 3 mW of
power, and has an output resolution of
0.01° with a heading accuracy of 2°.
Its field measurement range is about
20 times that of the Earth’s field,
which means that it can operate with
extremely large hard iron offsets that
are common in robotic applications. 

The V2Xe compass can be calibrated
using one of two methods. Distortion-
compensation coefficients along with
declination settings are stored in non-
volatile memory. The V2Xe can pro-
vide raw sensor data and compensated
field magnitude. It has an adjustable
digital low-pass filter for heading.

A continuous calibration is the sim-
plest calibration method to perform
on the V2Xe. Send the calibration
start command to the V2Xe to begin

Photo 1—No, it isn’t the Spirit rover you’ve seen on the news; it’s
my Mini Rover 7 robot.
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the calibration process, rotate the
robot in one or two complete circles,
and then send a calibration stop com-
mand to end the calibration process.
After completing the calibration, you
can retrieve the heading data from the
V2Xe as necessary.

V2Xe IN THE MINI ROVER 7  
The Mini Rover 7 depicted in Photo 1

is a working scale model of the
NASA/JPL Rocky 7 Mars rover. It
incorporates six drive motors, and it
has a rocker-bogey suspension as well
as a zero turn radius steering system
that’s capable of rotating the rover in
place. The robot contains a Maxstream
900-MHz wireless modem for receiv-
ing commands and transmitting data
to and from a terminal program on a
host PC, which has a matching wire-
less modem. 

The Mini Rover 7 also sports a
C8051F330 microcontroller that’s
mounted on a CStamp, which is a
BASIC Stamp II socket-compatible
module. It contains two regulators and
a JTAG programming/debugger port
connector. I used the free integrated
development environment and evalua-
tion C compiler supplied by Silicon
Laboratories along with its EC2 serial-
to-JTAG adapter. The wiring diagram
for the robot is shown in Figure 6. 

Photo 2 shows the placement of the
compass in the Mini Rover 7. What is
not clear from this photo is that I
raised the compass to distance it from
the motors and current-carrying wires
in an effort to reduce distortion.
Additionally, the wires are twisted in
complimentary pairs to alternate the

magnetic field direction
and to minimize the dis-
tance of the radiated
field generated by cur-
rent flow; this effective-
ly reduces offsets to the
measured field. 

The end result is illus-
trated by the red trace in
Figure 5, which shows
that the robot’s magnet-
ic signature has only a
small hard iron offset.
The compass can easily
compensate for this sim-
ple offset mathematical-

ly after a calibration is performed.  
To explore the compass’s perform-

ance in various environments, I wrote
a simple program to perform basic
moves and transmit the robot’s head-
ing, as well as the measured field
magnitude and raw sensor values. You
may download the code from the
Circuit Cellar ftp site. 

The wireless modem that links the
Mini Rover 7 to a remote terminal
enables you to use the keyboard on
the remote terminal to send the Mini
Rover 7 commands for maneuvering
and to select the type of data you want
the robot to report. For instance, send-
ing a “c” to the robot tells it to begin
calibrating of the V2Xe compass. An
“s” stops the calibration process and
any movements. Sending an “h” tells
it to include only heading data in its
periodic data transmissions. 

You can command the robot to
rotate in a circle (“r” or “l”). It also
can send raw sensor data  (“b”) in its
datastream, which I was able to cut
from a terminal program receive
buffer window and paste into a
spreadsheet program to create the
x-y magnetic signature plots shown
in Figure 5.

Another good test is to command
the robot to move forward in a
straight line. You can then observe
the heading and magnitude values for
irregularities. For this test, I com-
manded the Mini Rover 7 to travel
down a hall in my house and into the
living room. Along the way, the robot
passed the kitchen. As it passed the
backside of the refrigerator, the head-
ing reported by the compass drifted.

Photo 2—I thought you’d like a look inside the Mini Rover 7’s enclosure.

http://www.aerocomm.com


that I had observed indoors because I
didn’t encounter manmade iron objects. 

THE NEXT MOVE
The program listing posted on the

Circuit Cellar ftp site also contains a
PID-based steering control system
that keeps the robot on a steady
course—if it doesn’t encounter mag-
netic anomalies. The next step for this
project is to add two wheel encoders
to create a differential odometer. I
plan to experiment with this data
along with compass heading and mag-

nitude information in a weighted
averaging algorithm to increase
heading accuracies. I
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PROJECT FILES
To download the code, go to ftp.
circuitcellar.com/pub/Circuit_
Cellar/2004/165.

SOURCES
CStamp Module
Ken Gott 
cstamp51@earthlink.net

Maxstream Wireless modems
Maxstream 
(866) 765-9885 
www.maxstream.net

MAXI Dual H-Bridge two-motor
driver kit
Mondo-tronics, Inc.
(800) 374-5764 
www.robotstore.com

V2Xe Compass module 
PNI Corp. 
(707) 566-2260 
www.pnicorp.com

C8051F330 Microcontroller
Silicon Laboratories  
(877) 444-3032
www.silabs.com

REFERENCE
[1] Garmin Ltd.,

www.garmin.com/aboutGPS/.

RESOURCES
H.R. Everett, Sensors for Mobile
Robotics: Theory and Applications,
A.K. Peters, Wellesley, MA, 1995. 

R.B. Langley, “The Magnetic
Compass and GPS,” GPS World,
September 1, 2003.

E. Kaplan ed., Understanding GPS:
Principles and Applications, Artech
House, Norwood, MA, 1996.

M. Miller et al., The Personal
Robot Navigator, A.K. Peters,
Wellesley, MA, 1998.

PNI Corp., “Multipoint Calibration
Primer,” 1001766 R01, 2003.

U.S. Geological Service (USGS),
geomag.usgs.gov.

Joseph Miller is a Senior Electrical
Engineer at PNI Corporation,
where he designs consumer and
OEM sensor- and network-based
products. He earned an A.S.E.E.
degree from the Heald Institute of
Technology in San Francisco, and
has been an electrical engineer for
approximately 20 years. Joseph

enjoys competing and demonstrating his
robots. You may contact him at com-
pass@sonomatron.com.

The magnitude was simultaneously
changing, therefore signifying a mag-
netic field anomaly. 

Figure 7 is a graph of the distance
the robot traveled versus the heading
and magnitude. Notice that the field
magnitude is a good indicator of mag-
netic anomalies, which can be used to
determine the quality of the compass
heading information. 

I performed an outdoor test that
proved more successful than the indoor
test. The outdoor environment didn’t
reveal any of the magnetic disturbances

Figure 7—Here you have the robot’s distance from the origin
versus heading and magnitude during a straight-line test with
a soft iron distortion effect near the 125″ mark.

Figure 6—Because I like to make my robots as expandable and serviceable as possible, most subsystems are
modularized and plug into the main board using connectors.

ftp://ftp.circuitcellar.com/pub/Circuit_Cellar/2004/165
http://www.garmin.com/aboutGPS/
http://geomag.usgs.gov./
http://www.maxstream.net
http://www.robotstore.com
http://www.pnicorp.com
http://www.silabs.com
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CIRCUIT DETAILS
Because the prototype would be the

only unit I would need, I wanted to
use a commercial development board
and just add the few custom parts
needed for the design. I chose the
Futurlec 8535 development PCB
because it’s inexpensive, contains
headers for commonly used peripher-
als, and has a large enough prototype
area to mount the few extra compo-
nents I needed to complete the design.

Figure 1 is a diagram of the circuit.
Some of the circuitry on the Futerlec
board that is not required for this project
is not shown in the diagram. For exam-
ple, the in-circuit serial programming
port for the 8535’s flash program memo-
ry is not shown. There is one small

change that I had to make to the
Futurlec board itself. The board
comes fitted with an 8-MHz
MCU clock crystal. I changed
that to 3.579 MHz so that I
could use a common clock for
both the MCU and BasicCard,
which has a 5-MHz maximum
clock rate and communicates
at 9600 bps when clocked at
3.579 MHz.

I mounted an Amphenol
C702 10M0008 2834 smartcard
socket in the prototype area of
the PCB. This socket contains
an NC switch that opens up
when a card is inserted, mak-
ing it easy for the MCU to
know when to establish com-
munications with the card.
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Last month, I introduced you to
ZeitControl’s BasicCard, which is a
smartcard that is programmed in
BASIC. In Part 2, I’d like to further
explore the programming of these
cards and discuss a project. 

I built a device that allows you to
use BasicCards like debit cards to con-
trol the dispensing of liquid from a liq-
uid nitrogen generator/storage tank.
The idea is to issue each liquid nitro-
gen user here at Dalhousie University
with a BasicCard. Each card is person-
alized by entering the user’s name,
account number, and a zero balance.
Card personalization is done on a PC
using a Windows-based application.
This user-friendly application inter-
faces to the BasicCard using the
CyberMouse reader that comes
with the development kit. 

To access some liquid nitro-
gen (LN2), insert your BasicCard
into the custom controller con-
nected to the LN2 generator.
The controller checks to ensure
that the card is properly person-
alized for this use, and displays
your name, account number,
and the number of liters of LN2

previously consumed during the
current billing period. You then
enter the amount of LN2 desired
on the controller’s keypad. After
updating the BasicCard EEP-
ROM variable, which stores
the accumulated LN2 usage,
the controller activates a relay
that opens a valve and lets the

BasicCards 101 (Part 2)

Now that you’re familiar with ZeitControl’s BasicCard, it’s time to take a closer look at the
process of programming one and incorporating it in a design. Brian shows you how he inte-
grated BasicCard technology in the design of a liquid nitrogen generator.

liquid nitrogen flow for a long enough
period to dispense the necessary
amount of LN2.

Periodically, the BasicCards are col-
lected and another PC application is run
that zeroes out the accumulated LN2

total. It transfers that figure to a table
that is used for the actual billing process. 

In the past, an honor system was
used in which users entered their
LN2 usage on a sign-out sheet posted
next to the generator. We lost some
LN2 billings here at the university
because of dishonesty and low-ball
estimates of the actual amounts
taken. Also, there was a significant
amount of clerical time spent tally-
ing all of the entries on the daily
sign-up sheets. 

FEATURE ARTICLE by Brian Millier

Photo 1—Check out the monitor before it’s mounted in its cabinet. Note the
BasicCard sticking out of the card socket on the right-hand side.

Use in a Liquid Nitrogen Monitor
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Atmel’s AT90S8535 is a versatile
MCU. In some respects it is overkill
for this application. With the program
written in compiled BASIC, much of
its 8-KB flash program memory is
unused. It contains 512 bytes of EEP-
ROM, which is unused apart from a
few bytes used to store some valve
time calibration parameters. The eight-
channel ADC, UART, and SPI func-
tions weren’t needed either. However,
the assembled Futurlec development
board, including the ’8535 MCU and
programmer cable, cost less than $30,
so I thought it made a lot of sense to
do things this way.

INTERFACE TO THE AVR MCU
Before I ordered the BasicCard

development kit, I wanted to be sure I
could use the cards with my MCU of
choice, the AVR series from Atmel.
The BasicCard development kit con-
tains software to program the cards
themselves, as well as a few different
programs to develop PC applications.
However, the kit doesn’t provide any

Although I connected this line to port
D3 of the ’8535 (INT1), I don’t use this
pin as an interrupt input, instead I
poll the pin to see when a card is either
inserted or removed. There are a few
different phases in the program, and
the removal of a card must be handled
differently in each case, so using an
interrupt to signal card-in-socket status
was not ideal for this project.

The BasicCard interfaces to the ’8535
using only two port lines. The *RESET
input to the BasicCard is connected to
port D2, and the I/O line connects to
port D4. As I mentioned earlier, the
BasicCard gets its clock signal directly
from the ’8535’s XTAL1 pin, which is
its oscillator buffer output. Although
you have to be careful tapping off a
clock signal from an MCU’s oscillator
output, the BasicCard presents, in this
case, such a small load that the oscilla-
tor is unaffected by its presence.

The user interface is the standard key-
pad/LCD. I had a Grayhill series 88 key-
pad on hand, which contains the num-
bers in a telephone-like arrangement,
as well as several extra keys
labeled Enter, Clear, etc. that
provide all the necessary input
functions. Eight lines are need-
ed to interface this Matrix key-
pad, and I used port A for that
purpose. Doing so meant I
could not make use of the
eight-channel ADC contained
in the ’8535, but I didn’t need
an ADC for this project. The
Futurlec board has a 10-pin
header connected to this port,
which made it easy to connect
the keypad using a ribbon cable.

I didn’t need a large LCD,
because there isn’t a lot of
information to display.
Therefore, I used a 2 × 16 dis-
play, and connected it to the
’8535 in 4-bit mode using six
lines of port C. The Futurlec
board also provides a 14-pin
header for the LCD, with all
the signal and power wiring
taken care of, as well as POT1
for contrast adjustment.

Apart from wiring a few
lines to the smartcard socket,
all the circuitry I needed to add
was the driver and relay to

activate the dispensing valve. This was
a solenoid valve that required 120 VAC
to operate, so I decided to use a relay to
keep any inductive kickback from its
coil away from the MCU circuitry. Any
relay with a 12-V coil and contacts able
to switch 1-A AC will do for K1. If the
coil needs more than a few hundred
milliamps to operate, you’ll need a larg-
er transistor than a 2N3904 for Q1.
Diode D1 is placed across the relay coil
to protect Q1 from the spike that
occurs when the relay turns off.

The 5-V power supply regulator is
contained on the Futurlec PCB, but
the power transformer, bridge, and fil-
ter capacitor are mounted externally.
Photo 1 shows the development board
with the extra components needed for
this project.

The development board comes with a
MAX232 for RS-232 communications
purposes. Although I did not use this
feature, it would be easy to wire the
controller to a remote PC, for example,
if you want to log all the transactions
in real time to a computer file.

Figure 1—The liquid nitrogen dispensing monitor was built on a Futurlec 8535 development board. Apart from the card socket,
keypad/LCD, and relay driver, most of the circuitry already exists on the development board.
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support for interfacing them to MCUs,
apart from providing a technical refer-
ence document describing the ISO/IEC
7816-3 standard that the cards use for
communication. From what I could
see, it would have been quite time-con-
suming to personally write a suitable
driver to allow AVR MCUs to talk to
BasicCards. As luck would have it, the
developer of the BASCOM AVR compil-
er (the language I use exclusively for all
of my AVR-based projects) had a beta
version of a driver library available. This
was one of those good news/bad news
situations. I was able to get the library
free from the developer, but I was, at
that time, the first and only beta tester! I
ended up figuring out on my own some
of the patches needed to make it work.

To interface a BasicCard to an AVR
MCU using the BASCOM compiler,
you must run BASCOM version
1.11.6.8 or newer. You must also load
the BasicCard library (available from
MCS) into BASCOM’s LIB folder. 

Next, within your BASCOM program,
you must do the following four things.
First, use the CONFIG BCCARD command
to tell the driver which port pins you
have connected your BasicCard socket
to. This is simple because you only have
to tell it which port you are using and
to which pins the *RESET and I/O lines
are connected. This is clearly described
in the documentation that comes with
the library.

Second, you must declare each of
your BasicCard commands to the BAS-
COM program using the BCDEF com-
mand. Because you have already written
the BASIC code that runs in the
BasicCard, you will have already defined
the commands that the BasicCard recog-
nizes. These command names, followed
by their parameter lists, are used with
the BCDEF command.

Next, instruct the compiler to use

the proper data rate. Use the $BAUD =
9600 and the $Crystal = 3579000
directives. Finally, issue a BCRESET
command to initialize the BasicCard
as soon as you see that a card has been
inserted into the card socket.

After this preparation/initialization,
all you have to do to access a particu-
lar command in the BasicCard is use
the BCCALL procedure. This is similar
to any BASIC procedure, except that it
includes some BasicCard-specific
parameters. The following is the syn-
tax for this command:

BCCALL name( nad , cla, ins, p1,
p2 [param1 , paramn])

where name is the name of the proce-
dure in the BasicCard to call. It must
be defined first with BCDEF. The name
used with BCDEF and BCCALL does not
need to be the same as the procedure
in the BasicCard, because the CLA and
INS bytes actually tell the BasicCard
which command to execute. However,
it makes sense to use the same names
for consistency.
nad is the node address byte. Basic-

Cards respond to all node address val-
ues; zero is used here as a default.
cla is the class byte. It is the first of a
2-byte CLA-INS command. It must
match the value you used for the com-
mand in the BasicCard program itself.
ins is the instruction byte. It is the

second of the 2-byte CLA-INS com-
mand. The same consideration applies
as for the CLA byte. p1 is parameter 1
of the CLA–INS header. (Use a zero for
your purposes.) p2 is parameter 2 of
CLA-INS header. (Again, use a zero for
your purposes.) param1 through
paramn are the parameters you want
to pass to the BasicCard (as required
by the command).

The BasicCard operating system

Command Name Description Used by

PersonalizeCard Initial card with name, account number, and balance PC
IncreaseAmount Increase balance by amount dispensed AVR
GetCardData Read name, account number, and balance AVR and PC
CancelLastTransaction Self-explanatory AVR
ReadLastTransaction Needed by previous command AVR
PRDisplay Display information on key fob balance reader Balance reader

Table 1—These six commands are implemented in the BasicCard for this application. As you can see, some com-
mands are used by both the LN2 dispensing controller and the PC application that personalizes and reads the cards.

http://www.maxstream.net
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BasicCard, and the user infor-
mation contained in the card is
displayed on the LCD. You are
then prompted to enter the
amount of LN2 needed. This
amount is first added to the
BasicCard’s balance variable,
and then the program waits
until you indicate you’re ready
for the dispensing to start. It
then activates the relay for the
amount of time necessary to
dispense the necessary LN2. 

This is where calibration is
needed. When dispensing LN2,
it takes a little while for the
transfer tube to become chilled
enough to pass the liquid.
Thereafter, the liquid flows
steadily, with the amount dis-

pensed being proportional to the time
the valve remains open. After this
amount of time, the program waits
until the card is removed, and then
goes back to the start of the loop.
Calibration involves determining the
initial chill time and the time/liter
parameters empirically, and storing
them as calibration parameters. 

It’s important that this calibration
can be done in a way that’s both con-
venient for the operator of the genera-
tor and secure from tampering. To that
end, I designed the program so that
when it sees a card with an account
number equal to zero (the operator
account), it goes into a calibration rou-
tine and prompts the operator for an
initial (transfer tube chilling) time, as
well as the number of seconds required
to transfer 1 liter of LN2. These param-
eters are subsequently saved to EEP-
ROM in the ’8535 and used in all
future liquid transfers, unless the cali-
bration is changed.

If you remove the card before enter-
ing the desired number of liters to
dispense, the LCD indicates that the
card has been removed prematurely
and returns to the start of the loop.

CARD ISSUER PROGRAM
Photo 2 shows a screen capture of

the Visual Basic Card Issuer applica-
tion. This program is run on a secure
PC because it is used to personalize
the BasicCard with the username and
account number, and to set the initial

employs a comprehensive error-
reporting scheme. This is neces-
sary in any device used for com-
merce, particularly in a device
that you can pull out of its sock-
et in the middle of program exe-
cution! Describing the error
handling is beyond the scope of
this article, but I will mention
that the BCCARD library sup-
ports it to some extent. In
essence, if the BasicCard returns
an error, the library will set the
BASIC variable ERR and two sta-
tus bytes—SW1 and SW2—will
contain error codes. Many of
these codes are predefined in the
BasicCard protocol, but you can
also set the value of these vari-
ables yourself within your
BasicCard program should your code
encounter an error condition.

In most designs, the card-in-socket
switch will notify the program if the
card is removed during use; but, if an
actual data transaction is in progress
when this happens, the BasicCard
driver within BASCOM may hang
the program until a time-out interval
passes. Depending on a number of
variables, this might take up to a
minute, so beware of this during
debugging.

Before trying your own Basic-Card
program, I recommend that you load
the sample Bccard.bas program into
your AVR MCU, program a BasicCard
with the Calc demo program provided
with the development kit, and try that
combination. If everything is satisfac-
tory, you will see the results of the
communication between the two
devices. You can then enter some
numbers into your AVR MCU, and let
the BasicCard act as a calculator.

CARD FIRMWARE
Table 1 shows a list of the commands

that I’ve defined in the BasicCard for
this application. The last column in
this table indicates where the com-
mand is used: The LN2 Dispenser is
labeled “AVR.” The PC application
personalizes the card and later reads
the accumulated total usage (labeled
“PC”). The balance reader is the little
key fob device that comes with the
development kit.

The PersonalizeCard command,
which the PC application uses to ini-
tialize the card with user information
and zero out the balance, is the only
command that requires encryption in
order to work. This guards against the
possibility of fraudulent card produc-
tion. ZeitControl’s Visual Basic API,
which is part of the development kit
software, includes support for encryp-
tion. This command is only used by
the PC program that personalizes the
cards, and that is written in Visual
Basic. Although not a concern in this
application, the fact that the BAS-
COM AVR BasicCard library does not
currently support encryption could be
a disadvantage in other applications.

For this application I used the
BasicCard ZC3.9 enhanced card,
because it was included with the
development kit. However, the lesser
models of the card would work as well
because this is a simple application. In
the first part of this series I gave you
some hints on how to program the
BasicCards by supplementing the
instructions in the user manual.

AVR FIRMWARE
Next, I’ll describe the program that

runs on the ’8535, which controls the
LN2 dispenser. After some initialization
of the ports, the program basically
enters a loop. The program prompts
you to insert the card and then waits
for this to happen. The ReadCardData
command is then issued to the

Photo 2—This is a screen shot of the PC application that initially person-
alizes the BasicCard and reads out its balance periodically.
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www.mcselec.com

BasicCard
ZeitControl Cardsystems
+49 0 571-50522-0
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balance variable to zero. Obviously,
anyone with access to this program
can insert their card and wipe out its
balance easily.

After start-up, the program waits
until a card is inserted. It checks that
the card has the proper program in it
for this application. It does this by
reading the applicationID variable
contained in the card’s EEPROM. If it
matches, the program displays the
user information and the current bal-
ance. If it’s a new card that’s been pro-
grammed with the LN2 application but
not yet personalized, it will show
blank fields and allow you to enter the
applicable name/account information
and also a balance amount (typically
zero for a new account).

There is also a provision to cancel
the last transaction. The amount of
the last transaction is shown, and
there is a button to subtract this
amount from the accumulated total.
The purpose of this function is to
allow the operator of the machine to
cancel a transaction if the machine
fails to deliver LN2 as requested (i.e.,
the tank is empty or a valve sticks). 

I also included a box that displays
the type of card that has been inserted
into the reader. This card-specific
information is returned by all smart-
cards as part of the answer-to-reset
(ATR) routine, which is invoked at
card insertion. 

GIVE IT A TRY
I must admit that I was intrigued by

the fact that these tiny BasicCards
contain more resources (except for I/O)
than the typical MCUs I routinely use.
Furthermore, all of this capability is
sandwiched into the small area under
the gold contact pad. The rest of the
card is just plastic filler to make the
card easy to handle.

I am definitely in the compiler
camp, and generally avoid MCUs like
BASIC Stamps, which run as inter-
preters. However, for this purpose, I
have to admit that the BasicCard
interpreter design is quite useful. 

I suspect that many readers, like
myself, are not quite up to the task of
designing their own device drivers for
high-level PC languages like Visual
Basic running on Windows. It was a

different story in the past, when you
could easily design an ISA card, plunk
it into the PC, and access it using
direct in and out instructions. Now, it’s
important that the device manufacturer
supplies APIs that allow these compil-
ers to easily interface to the device.
ZeitControl certainly has taken care of
this aspect, and it provides an extreme-
ly inexpensive development kit. For
BASCOM AVR users, the necessary
BasicCard drivers exist as well. So,
there’s really no reason not to give this
a try if you have an application in need
of a secure smartcard. I

ftp://ftp.circuitcellar.com/pub/Circuit_Cellar/2004/165
http://www.amphenol-tuchel.com
http://www.atmel.com
http://www.futurlec.com
http://www.grayhill.com
http://www.mcselec.com
http://www.zeitcontrol.de
http://www.dallaslogic.com
http://www.roguerobotics.com
http://www.circuitcellar.com
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module for the controller. The module
contains 256 KB of flash memory, 128
KB of RAM, and various I/O (serial,
SPI, PWM, etc.). Most importantly, it
has a 0.1″ dual row header for mount-
ing it on a circuit board, which I did.
The main board, which is cut to fit in
the chassis, contains extra circuitry
like an H-Bridge to drive the motors
and screw terminals to interface to
the rest of the robot.
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If you have read my previous Circuit
Cellar articles, you know that I’m
interested in robotics. Having done
some work for a couple companies that
design sewer robots, I have always been
intrigued by them. You may have seen
sewer robot vans in your town; most
municipalities own or contract them to
survey sewage systems. These little
robots are equipped with video cameras
to examine pipes for damage. Some
even have mechanisms to patch broken
ones. Well, this type of system and my
general interest in robots have inspired
me to build a small surveillance robot.

In this article I’ll describe my
TeleBot, which is a small treaded
robot I’ve been working on. It’s based
on the Tamyia bulldozer kit, which I
purchased at a local electronics outlet
(Fry’s), but is available via mail-order
sources on the ’Net. Photo 1 shows
the complete robot with all of its
widgets installed.

BASIC COMPONENTS
The Tamyia includes a chassis, DC

motors, a transmission, and treads
that can be used in different configura-
tions. The transmission and motors
also can be bought separately if you
want to build your own chassis. The
original kit was designed to be remote
controlled via a battery and switch
box that comes with it. And it
includes a movable shovel, which you
may or may not include in your robot-
ics project.

Build a Small Robotics Platform
Inspired by the robots used by public works departments to investigate pipe damage in local
sewage systems, Ingo set out to build his own robotic surveillance unit. Although small, this
RCM3610-based robot boasts bump sensors and an odometer. Whether you need an inex-
pensive surveillance solution or an upgradeable base module, this robotics platform is the
first step in the right direction.

The idea for this project is to build a
useful robotics platform with relative-
ly low-cost components that is exten-
sible (i.e., the base configuration—
chassis, motors, and odometer—is
cheap to assemble, as robots go, and
can be used to interface with a variety
of controllers). Of course, you can
expand it by adding sensors and actua-
tors, like I did.

I used a Rabbit-based RCM3610

FEATURE ARTICLE by Ingo Cyliax

Figure 1—The RCM3610 plugs into the main logic board. The L293D H-Bridge is used for motor control. Sensors
are interfaced using miniature screw terminals (0.1″), which are really handy. Many of the I/O signals used are
the same as on the starter board, which comes with the Imagine tools kit that contains the core module and
C compiler for this project.
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In order to make the motor run in
one direction, one terminal is
switched to power and the other to
ground through the transistors.
Reversing is easy by reversing the
polarity. The chip I used contains four
two-transistor pairs plus logic to make
sure that each two-transistor set is
only in one of three allowed configura-
tions (off, high, and low). 

The chip also contains thermal pro-
tection circuitry, which shuts down
the power if the chip overheats.
Finally, protection diodes are also pro-
vided on the outputs, which are essen-

Besides the controller, the robot has
a couple of bump sensors, an odome-
ter made from a discarded mouse, a
915RF modem, and a digital compass
to guide its way. For power I used a
4.8-V NiCd battery pack, like those
used for RC models.

NOW FOR THE DETAILS
The chassis in the kit is made of

wood, and it glues together easily.
Wood may seem kind of quaint as a
construction material for a robot, but
it’s almost perfect: you can cut and
drill it easily; it’s light; and most types

of glue adhere to it easily. The pieces
in the kit are precut and predrilled, so
you don’t have to do any of that.

The transmission, which has 3-V
DC motors mounted on the rear of the
chassis, and is neatly out of the way.
So the rest of the chassis is available
for the battery pack as well as all the
electronics to make it go. The 3-VDC
motors are perfect for driving from a
4.8-V power supply with a variable-
speed H-Bridge.

I used an L293D dual H-Bridge
(actually, it’s a quad half H-Bridge)
that’s capable of driving motors at up
to 36 V at approximately 600 mA—
enough for what I need. H-Bridges, for
those of you who have not used them,
are circuit configurations to switch
and reverse the polarity to a load like
a motor to make it run forward and
backward. There are two transistors
(high-side and low-side) for each ter-
minal of the load, four in total. The
high-side transistor switches the load
terminal to the power supply high side
(4.8 V in this case), and the low-side
transistor switches it to ground.  

Photo 1—The completed TeleBot bristles with sensors
and wires.

Photo 2—I glued a simple bump sensor interface to
the front of the robot.

http://www.rp3.com
http://www.earthlcd.com
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used to signal the direction in which
you want the motor to go. The two
enables (one for each motor) are wired
to two PWM outputs on the CPU
module. The PWM signal allows you
to adjust the power to the motors in
extremely fine resolution with mini-
mal CPU overhead.

The Rabbit 3000 on the CPU module
has four on-chip PWM timers that can
run independently of each other. A
10-bit PWM register lets you adjust the
width of the pulse from zero to 100%
in 1024 steps for each channel. I com-
monly prescale and adjust the repetition
rate of the PWM channels. Although
the PWM hardware on the Rabbit is
easy to use, there are library calls to
make it even easier. In particular, there
is pwm_init(freq), which allows you
to set the prescale register to the repeti-
tion frequency you want to use. The
pwm_set(chan,count) routine lets
you set the PWM value (0 to 1023) for a
particular PWM channel (0 to 3).

To make it even easier, the library
that comes with the development kit
for the starter kit for the RCM3610

tial for inductive loads like motors and
solenoids. The L293D, although it’s
fairly old technology and not as effi-
cient as some of the newer H-Bridges
available, is convenient to use and rela-
tively inexpensive. It’s also available in
a DIP package, which made it perfect
for this project because I wanted to
mount it on the same 0.1″ pad-per-hole
prototype board as the CPU module.

You can drive both motors using
one L293D. There are four control sig-
nals to drive each transistor pair and
two enables that are shared with two
of the pairs. The control signals are

CPU module also has a routine to deal
with the H-Bridge in addition to the
PWM. There are two simple routines:
HBmotorinit() initializes the I/O and
PWM, and HBmotorSet(chan,speed)
lets you control the speed and direc-
tion of two motors using a floating-
point setting between –1 and 1. All I
had to do was wire up the L293D like
it is on the starter board to use this
API (see Figure 1). 

SENSORS
After I had the motor controls work-

ing sufficiently, I added sensors to the
robot. The first sensor is a bump sen-
sor. I used two micro switches that I
glued on a small PCB and then glued
to the wooden chassis in the front of
the robot (see Photo 2). Check out
Figure 2 to see how they are wired up. 

Basically, each switch input is pulled
to a logic high. When the switch is
activated, the input is connected to
ground and shows up as a logic zero to
the processor. I used two separate
switches so that I can sense the side to
which the obstruction is located. This
aids in deciding what to do.

With the motor control and bump
sensor, I was now able to write an
autonomous control program for the
robot. Listing 1 shows a simple pro-
gram. It starts up waiting for you to
activate it by pushing and releasing the
two bump sensors. The robot then
lurches into action, going forward until
it senses an obstruction. Then it stops,
backs away from the obstruction, and
continues moving forward. To make the
bump sensors more effective, you can
add rails that extend vertically and hori-
zontally to give it a large area to cover.

Even with this simple algorithm,
the robot can find its way around. It’s

Photo 3—Take a look at the complete electronic com-
pass module.

Figure 2—The bump sensors are simple. Two micro
switches are wired to two inputs.

http://www.jkmicro.com
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surprisingly effective and duplicates
some of the behaviors of an ant look-
ing for food and a way to get around
obstructions. You can modify the pro-
gram to play around with other strate-
gies. Half the fun is trying different
things and then being surprised at the
results. The other half, in my opinion,
is building it in the first place. If noth-
ing else, a bumping robot is a fun toy
to introduce to a cat, especially if you
tie a string to the robot and have it
drag the string around a room.

FOR GOOD MEASURE
I wanted to use some kind of encoder

to measure the speed of the motors
and distance traveled. Mechanical
mice are a great source for encoders.
Optical encoders in a mouse typically
use an LED and optical sensor that
detect when the beam is obstructed
with a slotted wheel. Two wheels, x
and y, are driven by the ball of the
mouse. Because the wheel has a fixed
number of slots, a counter can be used
to measure the rotation of the wheel,
and thus the distance traveled.

The optical encoders in mice actually
have two sensors per wheel that are
offset. The optimal offset is about one
quarter of the distance between adja-
cent slots; therefore, these are called
quadrature encoders. Depending on
the direction, one pulse is generated in
front of the other. It can measure the
direction of travel as well. Coupled to
a bidirectional counter, a position
count can be maintained.

The Rabbit processor actually has
dual hardware quadrature decoder reg-
isters, which work with a quadrature
detector. However, I used only one of

the sensors. I keep track of the direc-
tion traveled with software. A more
sophisticated control algorithm could
use quadrature information to build a
highly accurate positioning system.

While trying to adapt a surplus
mouse encoder, I broke the encoder
wheel that came with the mouse.
Making a new encoder wheel seemed
like a lot of trouble, so I opted to build
a simple encoder using a photo-reflec-
tive detector. A photo-reflective detec-
tor incorporates an LED and a photo-
transistor in one package; it is designed
to work best when some reflective
material (target) is placed in view—a
short distance in front of the detector.

To measure the rotation of the
wheel, I made a small reflective disk
using some silver ribbon material left
over from the holidays. I glued it on a
small disk of cardboard and painted
some dark lines using a magic marker
on the disk and attached it to the
wheel. The detector turns on when it
sees the reflective material; it turns
off when the opaque marker inter-
rupts the beam. There is a detector

Photo 4—The RF modem is complete with a transceiv-
er and antenna.

http://www.usbee.com
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and encoder wheel on both drive
wheels. The detector outputs, which
are configured in an open-collector
configuration with a 270-Ω pull-up,
are wired to a couple of digital inputs
(see Figure 3).

Reading the detector is pretty sim-
ple (see Listing 2). A routine wakes up
every 0.1 s, samples the inputs, and
compares it to the last stored state of
the inputs. When a change occurs, a
counter is incremented or decrement-
ed depending on whether the motor is
running forward or backward. The
wheel is approximately 1″ in diameter,
so the circumference is 3.14 × 1, or
3.14″. There are eight pulses per revo-
lution, which allows you to measure
in steps of approximately 0.4″. Adding
more lines to the encoder wheel will
give more resolution.

Although using this encoder for an
odometer is fine, you could also use
each encoder input and measure the
difference in distance traveled on each
wheel to get a sense of direction when
turning. This is cumbersome and error
prone with the low-resolution
encoders I have built. A better way
would be to use a compass to gain an
absolute heading.

COMPASS NAVIGATION
I chose a Precision Navigation (PNI)

Vector 2x electronic compass for this
project. It is a two-axis compass capa-
ble of measuring heading with an accu-
racy of ±2°. Because it is only a two-
axis compass, it can only give accurate
readings on a level surface. A three-
axis compass (also available from PNI)
costs more, but can give accurate read-
ings at various attitudes. It also can be
used as an inclinometer. However, the
price tag for a three-axis compass was
not an option for this project.

The Vector 2x in Photo 3 is a small,
self-contained module that has several
operating modes. It uses SPI to commu-
nicate with a host and can be set up to
operate in Master mode. SPI uses three
wires plus a select signal to operate. All
data is clocked synchronously to a
master clock (SCLK) in 8-bit chunks.
There are two serial datastreams. One
is the data from the master to slave
devices (SDO); the other is the data
from the selected slave device to the

Listing 1—Use this code to make the robot go bump.

#use �hobbyist.lib�
main()
{
int i;
float spd;
char state;
byte x;
int count;

HBmotorInit(); // Initialize motor subsystem
HBmotorSet(1,0.0);
HBmotorSet(2,0.0);
spd = 0.8; // Speed 
state = �f�; // Initial state is forward
count = 0; // Down count
printf(�Push both bump sensors\n�);
while(1){

if((HBpinRead(HB_SW1)== 0)&& (HBpinRead(HB_SW2) == 0)) break;
}
printf(�Release both bump sensors\n�);
while(1){

if((HBpinRead(HB_SW1)== 1)&& (HBpinRead(HB_SW2) == 1)) break;
}
printf(�Running...\n�);
while(1){

// Countdown timer
costate {

waitfor(DelayMs(100));
if(count) count�;

}

// Run/bump state machine

costate {
waitfor(DelayMs(10));
switch(state){

// Run forward until bump
// Set timer
// Back up away
case �f�:

HBmotorSet(1,spd);
HBmotorSet(2,-spd);
if(!HBpinRead(HB_SW2)){

state = �l�;
count = 20;

}else if(!HBpinRead(HB_SW1)){
state = �r�;
count = 20;

}
break;
// Back up left until timer
case �l�:

HBmotorSet(1,0);
HBmotorSet(2,spd);
if(count == 0) state = �f�;

break;
// Back up right until timer
case �r�:

HBmotorSet(1,-spd);
HBmotorSet(2,0);
if(count == 0) state = �f�;

break;
case �s�:

HBmotorSet(1,0);
HBmotorSet(2,0);

break;
default: state = �s�; break;

}
}

}
}
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master (SDI). When a device is not
selected, the SDI line is tristated to
allow other slaves to communicate.

Having a peripheral device operate
in Master mode is a bit unusual.
Typically, the processor is the master
and the compass the slave. The Vector
2x certainly can be configured to do
this. Refer to my article, “Robot
Navigation Scheme,” for more infor-
mation (Circuit Cellar 81). Because the
Rabbit is a 3.3-V device and the Vector
2x compass is a 5-V device with input
threshold levels that would not work
with the output signals of the Rabbit, I
put the Vector 2x in Master mode. In
this particular mode, it can generate
5-V TTL-level signals, which the 5 V-
tolerant I/O pins can deal with with-
out having to use level converters on
the SCLK and select lines.

There is a polling signal to the
compass. I can generate this signal
easily with an open-drain I/O signal
on an open drain-capable I/O port.
There is already a pull-up resistor on
the Vector 2x’s *P/C line, so no addi-
tional components are required.
Figure 4 shows the wiring diagram for
the compass.

To take a reading, the software
asserts the open-drain poll signal (*P/C).
The compass then computes a reading
and, after finishing, clocks out a 16-bit
word indicating a heading. Options on
the compass allow the format of the
output to be either in Binary mode or
BCD mode. Also, a special RAW mode
allows you to read both the x and y
magnetometers directly for more
advanced applications. I chose Binary
mode, and the software simply reads
2 bytes via its SPI port and assembles
them into a integer heading reading.

Using the compass in this mode is
easy; however, it only works well if
the processor can actually read SPI
data as a slave device. The Rabbit has
hardware serial ports capable of syn-
chronous operating in SPI slave and
master mode at high clock speeds
with minimal software overhead.
Listing 3 shows the code to read out
the compass.

OK, let’s see. We have a platform,
motors, motor controller, bump
switches, an odometer, and a compass.
But wait, there’s more.

Listing 4—Simply interpret commands from the wireless modem and display sensors.

// Display
costate {

waitfor(IntervalMs(1000));
if(count) count�;
sprintf(buf,�%c %3d %5d %5d\r�, state, heading,left,right);
wfd cof_serCputs(buf);

} // Costate
// Command processor

costate {
wfd c = cof_serCgetc();
switch(c){

case �0�:
case �1�:
case �2�:
case �3�:
case �4�:
case �5�:
case �6�:
case �7�:
case �8�:
case �9�:

numreg = (numreg*10) +  (c - �0�);
break;

case �\n�:
case �\r�:

course = numreg%360;
numreg = 0;
break;

case �f�:
case �s�:
case �r�:
case �l�:

state = c;
break;

case �>�:
if(spd < 1.0) spd += 0.05;
break;

case �<�:
if(spd > 0.0) spd -= 0.05;
break;

default:
break;

} // Switch
} // Costate

Listing 2—Reading the odometers is simple. The delay helps debounce the detector inputs, which is mostly
necessary because of my messy penmanship on the encoder.

// Read odometer -> left,right
costate {
waitfor(IntervalMs(10));

rs = HBpinRead(HB_PF7);
ls = HBpinRead(HB_PD5);
if( rs != ors && rs == 0)

right += (state == �f�)?1:-1;
if( ls != ols && ls == 0)

left += (state == �f�)?1:-1;
ols = ls;
ors = rs;

}

Listing 3—I wish all of the sensors were this easy to interface. Simply poll the sensor and read the result.

// Read compass -> heading
costate {

waitfor(IntervalMs(100));
HBpinLow(HB_PD4);
waitfor(DelayMs(10));
HBpinHigh(HB_PD4);
SPIRead(buf,2);
heading = (buf[0]*256) + buf[1];

}
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ROBOT COMMUNICATION
Because the robot is self-contained, I

wanted to be able to communicate
with it as well. I have a free async
serial port. Actually, I potentially have
about six serial ports. One is used for
programming and one for SPI. Another
is reserved for serial flash memory on
a more advanced Ethernet-enabled ver-
sion of the core module, with the
same pinout. So I have approximately
three serial ports free that I can use for
async serial applications. I use port C
in a simple two-wire serial mode with
the modem.

I chose Needham’s SureLink 915A-
FM RF modem (see Photo 4). It’s a
sophisticated 915-MHz modem that
also can be configured for several oper-
ating modes. It can run from a 4.8-V
power supply and deal with 3.3-V sig-
naling just fine. 

The wiring is simple. Most of the
pins on the modem module are used
to adjust the channel number and
modes. I chose to use Serial mode,
which gives the application a virtual
serial link between two modems. (One
is configured to be the master, and the
other is a slave.) The interface to the
Rabbit uses a transmit-and-receive pin
and runs at 57600 bps. Figure 5 shows
the wiring diagram for the RF modem.

The robot talks to another modem
in an optional QuickLink 232A board.
This board interfaces the modem mod-
ule to an RS-232 link that can be

Ingo Cyliax received a B.S.C.E.E. from
Purdue University. Ingo has worked
for universities and small companies,
and he has been consulting on his
own and writing for many years. He
currently works as an application
engineer at Z-World, Inc. Ingo’s inter-
ests include photography, astronomy,
aeronautics, embedded systems, wireless
networking, and hardware design. You
may reach him at cyliax@ezcomm.com.

PROJECT FILES
To download the code, go to ftp.
circuitcellar.com/pub/Circuit_
Cellar/2004/165.

SOURCES
SureLink 915A-FM RF modem
Needham’s Electronics
(916) 924-8037
www.needhams.com

RCM3600 RabbitCore
Rabbit Semiconductor
(530) 757-8400
www.rabbitsemiconductor.com

RCM3600 Microprocessor starter kit
Imagine Tools
(530) 757-0911
www.imaginetools.com/MSK 

L293D Dual H-Bridge
STMicroelectronics
www.st.com

Bulldozer kit
Tamiya America, Inc.
www.tamiyausa.com

plugged directly into a PC (or laptop).
It has a 9-V battery clip and can be
powered remotely. I can now use my
laptop to remotely monitor and con-
trol my robot. Watch out, cat!

Earlier, I showed you a simple
BumpBot application for the robot.
Now let’s look at more sophisticated
software that uses the wireless serial
link to send commands to the robot
and retrieve information.

The software’s main job is to deal
with the sensors and keep the robot
on a predefined heading and speed,
which is commanded remotely from a
laptop. When the robot runs into
something, it stops and waits for the
next command. Commands are sim-
ple: tell the robot its heading and
speed. The software spits out current
heading, speed, and bump sensor sta-
tus. Listing 4 shows the high-level
control for the robot. You may down-
load the code from the Circuit Cellar
ftp site.

MOVING ON
There you have it—a nice platform

for robotics experiments. It has the
basic sensors for autonomous opera-
tions. You could add an autonomous
command mode to your control soft-
ware. For example, you could add the
bump-and-avoid algorithm, which lets
the robot navigate by itself until it
reaches a certain location. This
relieves you from having to monitor
the robot.

You could also add a grid search pat-
tern submode that allows the robot to
search an area in a grid pattern and
collect data from a new sensor, like a
metal detector or wireless video cam-

era. Or, perhaps you could incorporate
an IR thermal sensor to look for
intruders. IFigure 3—The detector photo-reflective sensor is wired

as open collector, and the signals go to two standard
digital inputs.

Figure 5—The Surelink modem needs to be configured
in this way to put it in Serial Link mode. TX/RX are
async serial at CMOS levels.

Figure 4—The Vector 2x compass uses an SPI serial
interface. The poll signal (*P/C) is driven via an open-drain
output from the Rabbit to make it 5 V logic-compatible.

ftp://ftp.circuitcellar.com/pub/Circuit_Cellar/2004/165
http://www.needhams.com
http://www.rabbitsemiconductor.com
http://www.imaginetools.com/MSK
http://www.st.com
http://www.tamiyausa.com


the main network characteristics. 

OPERATION PRINCIPLES
The proposed network consists of the

programmable single host controller
and multiple nodes connected to the
host with a single twisted wire pair.
The host controller generates an ampli-
tude-modulated constant frequency car-
rier signal. The top half wave is intend-
ed to provide the power energy to
nodes. The lower half wave is used for
bidirectional data communication. 

Figure 1 illustrates the voltage and
current signals in the proposed net-
work. Each carrier period is used to
transmit one bit, and the varying
amplitude of the negative half wave is
used for information coding. Low
amplitude is used to code logic 1. High
amplitude is used to code logic 0. If
several nodes try to transmit different
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Modern homes, offices, and indus-
trial facilities contain multiple networks
for data communication, equipment
control, systems state monitoring, and
diagnostics. A special class of networks
is intended for low-speed data communi-
cation. These networks are used for
home/office automation and remote
technological process monitoring. For
instance, they can control alarm sys-
tems, remote light systems, and other
applications that require low-speed, bidi-
rectional data communication with min-
imal equipment and installation costs.

Although various network implemen-
tations (e.g., Profibus, Modbus, CAN,
LIN, X10, Linet, and Ethernet-based sys-
tems) were developed to serve these
needs, they all are characterized by at
least one of several drawbacks: dedicated,
relatively expensive modem/line inter-
face chips must be used, which increases
the network node price; the network pro-
tocols can be relatively complicated,
thus demanding more expensive micro-
controllers to serve them; the node
power must be provided by separate
wires, which increases installation and
service costs; the network protocols can-
not guarantee predicted data delivery
time, and network performance is traffic
dependent; the host must process all data
because the nodes cannot perform direct
information exchange; and, lastly, the
network can radiate the electromagnetic
noise in a wide frequency range, which,

Low-Cost Intelligent
Sensors Network

Victor’s 68HC908QY4-based intelligent sensors network is an inexpensive solution for applica-
tions that require low-speed, two-wire bidirectional data communication. A simple time-triggered
protocol ensures a predictable data delivery time. The quasi-harmonic constant frequency net-
work signals are sheltered from electromagnetic compatibility problems.

in turn, can raise electromagnetic com-
patibility problems or require more
expensive shielded cables.

The proposed network depicted in
Photo 1 is free from the aforementioned
shortcomings and is characterized by sev-
eral advantages. The simple time-trig-
gered protocol assures predictable data
delivery time. Only two wires are used for
bidirectional data communication and
providing the node power. The quasi-har-
monic, constant frequency network sig-
nals are free from electromagnetic com-
patibility and certification problems. And
finally, note that the node and host do not
use proprietary or dedicated modem/line
interface chips. This permits you to create
an intelligent networked sensor (e.g., fire
alarm, motion detector, temperature,
position, proximity sensors, and valve
controller) for the price of a conventional,
non-networked device. Table 1 illustrates

FEATURE ARTICLE by Victor Kremin

Table 1—The network specifications can be easily adapted to your demands. For instance, the supply voltage and
current can be increased, and the communication speed can be adjusted according to the application. The maxi-
mum quantity of network nodes can be easily increased as well with minor modification of the sources.

Characteristic Specifics

Carrier frequency 5 to 20 kHz, depending on the application

Data transmission method Each carrier period is used to transmit/receive 1 bit

Node data length 4, 8, 12, and 16 bits, and broadcast messaging with 8-bit 
data and 8-bit type mask

Maximum nodes in network 250 for 4-bit nodes, 125 for 8-bit nodes, 80 for 12-bit nodes,
(Note: Nodes with various data 60 for 16-bit nodes, and 60 for broadcast nodes
lengths can coexist in the network at 
the same time.)

Network supply voltage and current 15-VDC, 4-A maximum, 25-V option
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ous kinds of broadcast messages. The
4-bit nodes are intended for simple con-
trol functions such as button state
reading and valve and load control.
Light control and security systems are
good examples of this. The nodes with
8- or 16-bit data lengths can be temper-
ature, humidity, or pressure sensors.

The host controller selects a node
group, and then sends the preamble and
the unique node group selector byte.
After the selector byte is sent, the node
data follows sequentially. The data
transmission is divided into 4-bit (nib-
ble) frames. Two adjacent frames are
separated by a zero separator bit. This
way no more than four logic ones can
be transmitted consecutively. Nodes use
this property to trap the preamble. The
endpoint-related frame numbers are
assigned to each node within its group.
The nodes use these frame numbers to
determine when a node must start and
stop to transmit or to receive the data.

After all of the nodes within one
group are processed, the host selects
another group. It sends the same pre-
amble but another group selector byte,
and transmits the frame separator bits.
All of the node groups are chosen one
after another by the host, which, of

logic levels at same time, the resulting
level will be logic 1 (wired OR). 

The carrier frequency can be selected
to be above audio frequencies but far
lower than radio frequency bands,
which guarantees low electromagnetic
radiation and eliminates possible inter-
ference with other systems. The ratio
between carrier signal negative half-
wave amplitudes for different logic
states was selected as a compromise
between information detection reliabili-
ty and network voltage signal spectrum
width. It was set equal to five in this
design, which allows you to get second
and forth harmonic levels of –13 and
–20 dB relative to the carrier signal
level during 010101 pattern encoding.

The network uses collision-free time
triggered protocol (TTP). Each node has
its own timeslot to receive or transmit
data. Figure 2 illustrates the protocol. In
the current implementation, point-to-
point communication (PPC) and
Broadcast Messaging modes are support-
ed. In PPC mode, each node can commu-
nicate with another node or host. Each
node has one PPC in endpoint and one
out endpoint. In addition to PPC mode,
each node can support Broadcast mode
and has one in-broadcast and one out-
broadcast endpoint. In Broadcast mode,
the node can receive and transmit mes-
sages to and from any number of nodes.

PPC mode is useful for building a
distributed remote data collection sys-

tem (e.g., a tempera-
ture/humidity sensor
network for a grain ele-
vator), in which the host
periodically queries each
node to get the node’s
information. Broadcast
mode is intended for
applications where com-
mands can be received
from numerous sources,
such as a building light
control system that
involves different lamps
that can be turned on
and off from anywhere.
Some applications can
effectively employ both
the PPC and broadcast
communications at the
same time. For instance,
in the light control

system, PPC is useful for querying the
lamps’ state for burnouts.

All of the nodes are grouped accord-
ing to node data length. The current
network protocol implementation sup-
ports nodes with data lengths of 4, 8,
12, and 16 bits. All broadcast messages
have a fixed length of 8 bits together
with an 8-bit mask to distinguish vari-

Network voltage
10 V

0 V

–10 V

Network current
200 mA

0 A

–200 mA

Receiver integrator

5 V

2.5 V

0V

Zero-crossing 
detector

Transmit data

Receiver data

Receiver 
latched data

Log.0 Log.1

Power

Switch 
closed

Switch
open

500 µs 600 µs 700 µs 800 µs 900 µs 1000 µs
Time

Figure 1—The selected network signals include the twisted pair voltage (a), current (b), and receiver internal sig-
nals (c and d). 

Photo 1—Here’s the whole system: a—host controller; b—general slave with
a 16-pin Nitron CPU; c—slave with an eight-pin CPU; d—slave with a 16-pin
CPU and switching regulator; e—infrared motion detector expansion board
(EB); f—light controller EB; g—temperature sensor EB; h—smoke detector
EB; i—LED controller EB.

a)

b)

c)

d)
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course, can receive and transmit any
messages to any node group.

The carrier frequency and total
number of network nodes determines
the maximum information delivery
latency. You can estimate it with the
following formula:

where Fc is the carrier frequency. N4b,
N8b, and so on are number nodes with 4-,
8-, 12-, and 16-bit data lengths and
broadcast nodes respectively. The cur-
rent implementation uses the carrier fre-
quencies 5, 10, and 20 kHz according to
the application’s requirements (e.g., node
power consumption and requisite speed).

HOST CONTROLLER
The host controller is shown in the

block diagram in Figure 3 and the
schematic in Figure 4.

The host controller consists of the gal-
vanically isolated RS-232 interface, the
software-implemented UART and pack-
ets processor, the software frame engine
for network protocol support, and the
control subsystem. It also includes a car-
rier generator, band-pass filter (BPF),
power amplifier, impedance-matching
network, carrier signal zero crossing
detector, data receiver and transmitter,
network current sense with rectifier/
integrator, and an ADC for measuring
network current consumption.

A carrier signal is generated by the
CPU U5 internal timer, and is filtered
by a band-pass filter, which is imple-
mented on U2A. The filter selects the
first harmonic in the timer output sig-
nal waveform. Note that the host con-
troller can provide a network soft start
by gradually increasing the timer’s duty
cycle to eliminate current surges. The
low-cost audio amplifier, U1, scales the
output signal to the ±12 V. For large
networks, the higher output signal lev-
els can be obtained by adjusting the
gain of U1 and increasing the amplifier
supply voltage without any trouble.

The matching network L1R2D1R3
provides different impedance for upper
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Preamble Nodes group selector byte Node 1 data byte

Figure 2—The network separates the nodes into several groups according to the node data length. The groups are
separated by the node group selector bytes. The unique preamble marks the start of the data exchange cycle, and
selector bits are used to distinguish the preamble from nodes data and check network errors.

http://www.cadsoftusa.com
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and lower half waves, and it
assures amplifier stability
with large capacitive loads.
To measure network current
consumption, the sense resis-
tor, R8, is used together with
voltage-to-current converter,
U2B, Q1. The converter out-
put current, which is propor-
tional to the network posi-
tive half waves current, is fil-
tered by C6R13. The voltage
across C6 is measured by
the internal CPU U5 ADC.

The network is powered
by a single 15-V power sup-
ply. Accordingly, the 5- and
–15-V voltages are produced
by U4 and U3. The –15-V
power consumption does not
exceed several watts, so the
low-power, low-cost, switching-mode
inverter (U3) is satisfactory enough.

The galvanically isolated UART con-
sists of U6 through U8. Because the
processor does not contain a hardware
UART, a separate processor U6 is used for
serial interfacing with the PC and I/O

packet processing. The stable UART
clock signal is generated by the U5 crys-
tal-stabilized oscillator. The current
implementation uses 9600 bps to commu-
nicate with the PC or another controller.

The zero-crossing detector (Q3) creates
the periodic interrupts for the central

processor (U5). The inter-
rupt requests correspond
to the carrier signal rising
edges. Interrupt latency up
to half the carrier signal
period has no influence on
host operation. 

The data transmitter is
implemented on Q4 through
Q5, and the data receiver is
formed using Q2. The data
receiver is based on a reset-
table integrator. C20 inte-
grates the network voltage
during a negative half wave,
which allows increasing
noise immunity for high-
frequency signals. When a
zero-crossing detector inter-
rupt occurs, the C20 voltage
level is read by CPU U5,

and C20 is discharged by dynamically
changing the port bit direction to output
with a log 1 level. 

Figures 1c and 1d illustrate the data
transmitter and receiver operation.
The received data is delayed one carri-
er period relative to transmitted infor-

Band-pass 
filter

Power
amplifier

Matching
network

Galvanic
isolation

UART

Packets
processor

Carrier
generator

Nonvolatile
memory

Control
subsystem

ADC

Frame
engine

RS-232
Zero-

crossing
detector

Data
receiver

Data
transmitter

Rectifier Current
sense

To network

CPU1 CPU2

Figure 3—The host controller consists of two microcontrollers: one CPU for UART
data packet processing and one to serve the network communication protocol. Some
modules are implemented with microcontroller hardware peripherals, others are imple-
mented completely with firmware.

http://www.pcbexpress.com
http://www.instantusb.com
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Figure 4—R22, R26, and R19 protect the controller pins during possible firmware faults. U5 and U6 have their own programming/debug sockets.
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mation. This property can be used for
possible network fault detection by
the host or nodes.

The host firmware consists of two
parts: the packet and central processor
firmware. The external PC can interact
with the host by sending and receiving
the ACSII text messages. The packet
processor receives, decodes, and retrans-
mits these messages to the host’s central
processor. The interprocessor communi-
cation is implemented using the master-
slave approach. The packet processor
acts as master relative to the central
processor. Note that the three-wire syn-
chronous interface is used for inter-
processor communication. The host’s
central processor receives and transmits
the data based on interrupt-driven com-
munication using the state machine. 

The host central processor firmware
serves several functions. It provides the

node control and frame generation,
supports capturing node data, and
transmits messages to every node
in any group. Figure 5 provides the
central processor node communi-
cation and control algorithm. This
algorithm was implemented in the
IRQ interrupt routine using a dedi-
cated state machine. The firmware
supports network health monitor-
ing by checking separator bits
(each separator bit must be zero)
and measuring the network cur-
rent consumption level, therefore
detecting the overload situations.
If network errors are detected, they
can be reported to the PC, or the
host controller can try to restart
the network by cycling the
nodes’ power.

NODE CONTROLLER
The general node controllers

were developed using the eight-
and 16-pin Nitron CPUs. They use
Linear/Switch mode power supply
options to satisfy the various appli-
cation requirements. Application-
specific daughter cards can be con-
nected to these controllers to
implement end applications.

The node controller consists of
a carrier zero-crossing detector, a
data receiver and transmitter, a
voltage regulator, and a software
frame engine for communication

protocol support. It also includes appli-
cation-specific firmware and hardware
in addition to nonvolatile memory for
configuration storing. The CPU timer,
ADC, and most of the I/O ports are at
an end application’s disposal. A schematic
diagram of the node controller with a
16-pin CPU and switching regulator is
depicted in Figure 6. Schematic dia-
grams of other node types are posted
on the Circuit Cellar ftp site.

The node zero-crossing detector, data
receiver, and transmitter operation are
similar to those of the host controller.
The network R1D1D2C3 acts as a sim-
ple but effective hardware protector
from processor hang-ups. Without this
network, one failed node that constantly
transmits log 1 can disturb the network
operation. D3, D4, and L1 smooth the
rectifier current pulses, providing the
optimal load for the host power op-amp

and reducing the EMC energy losses. It
is a minimal power factor corrector.

The application-specific hardware is
connected via expansion connector J1,
which can be used for CPU in-circuit
programming at the same time. The
LED has end application-specific func-
tionality, and confirms the remote
node configuration or indicates the
error situations. Jumper J3 is used for
entering Configuration mode.

The node firmware consists of commu-
nication protocol support routines and
application-specific firmware. The com-
munication protocol is implemented by
the IRQ interrupt routine. The simplified
algorithm is illustrated in Figure 7. The
firmware supports the PPC, broadcast in
and out operations, and remote node
Configuration mode. The built-in error
detection suspends node operations until
the next preamble is received when
erroneous data are encountered.

To process the various broadcast mes-
sages effectively, a simple associative
memory subsystem was implemented
in the node firmware to store different
broadcast messages only. Because neigh-
boring broadcast messages are separated
by at least 20 carrier periods, the search
algorithm was implemented recursively
to balance the interrupt latency. The
associative memory allowed for the
simplification of the end-application
firmware and the reduction of the
broadcast message buffer size.

NETWORK CONFIGURATION
The network configuration process

consists of several stages. First, the
required node functionality (e.g., set-
ting the node group and choosing the
appropriate endpoints and mask val-
ues) must be selected during end-
application firmware development at
compile time by appropriately setting
conditional compilation variables and
the corresponding constants.

Before network installation, the valid
endpoint frame numbers must be
assigned to each node. A dedicated PC-
based application was developed for this
purpose. To configure the node remote-
ly, the node must be connected to the
network as usual, and the configuration
jumper should be set to allow for con-
figuration. The PC software sends the
special command sequence to the host,

Start

Select following group

Group nodes
count > 0?

Variables and flags
initialization

Transmit preamble

Transmit group selector

Frames counter ++

Transmit and receive
frame separator bit

Separator bit == 1?

Frames counter == 
group max frame?

This frame
must be transmitted

by host?

This frame must be
received by host?

Error flag = 1

Transmit data frame

Receive and process
data frame

N

N

N

N

Y

Y

Y

Y

NY

Figure 5—The host firmware sends the preamble and nodes group
selector byte for each group (if present in network), and it captures
and transmits the separate frames to and from individual nodes. It
also checks the network’s health by zero separator bit monitoring.
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The sensor contains the LED driver
(Q1), photodiode signal amplifier (U2),
and horn (LS1) with driver Q2. Both
piezoelectric and electromagnetic horns
are supported. L1 provides relatively high
voltage (up to 40 V) when the piezoelec-
tric horn is used. This inductance is not
needed for the electromagnetic buzzer.
Note how the different network C4R7
limits the maximum LED on time and
guards the LED (and other) nodes from
possible CPU hang-ups when the proces-
sor constantly turns on the LED. The
amplifier signal is sampled by the
processor ADC and subsequent signal
processing is done in the firmware. 

The smoke detection routine is called
approximately eight times per second.
Dividing the timer module overflow
interrupt frequency in the firmware
provides the timebase. The
Samples_Counter variable is incre-
mented each routine call; it determines
the internal sensor state. The first eight
routine calls are used to estimate the
background level using an averaging FIR
low-pass filter. The ninth call is used to
measure the scattered light level by
turning on the LED for 1 ms. Smoke is
detected when the measured photodiode
signal is greater than the background
level on THLD2 threshold THLD3 times
consecutively. When smoke is detected,
the buzzer generates the loud uninter-
rupted signal. The internal CPU timer
module generates this signal.

The sensor has self-testing capabilities.
The measured photodiode signal must be
larger than the background level on the
THLD1 threshold when no smoke is in
the chamber by reason of the chamber
light reflections. In this way, LED/photo-
diode contamination can be detected,
indicating the need for service.

The sensor incorporates the one out
PPC endpoint and bidirectional broad-
cast endpoint. The PPC endpoint is
used to transmit the sensor state to the
host. The bidirectional broadcast end-
point is used to transmit and receive
the information to and from other sen-
sors. When one sensor detects smoke, it
sends this event to the other sensors via
a broadcast messaging mechanism.
Sensors receive these messages and
turn on the buzzer. Note that a contin-
uous signal is used to indicate local
smoke and an intermittent signal indi-

Please note that the PC (or another
controller) is only required for net-
work configuration or data exchange
with external world. 

NETWORKED APPLICATIONS
Several projects have been devel-

oped using this network. The list of
nodes includes a remote temperature
sensor, an infrared motion detector for
security systems, a smoke detector
with self-testing possibilities, a light-
ing control system for buildings, and
an LED information panel for facto-
ry/elevator automation. The end
application schematic diagrams and
program source code are located on
the Circuit Cellar ftp site. 

Let’s take a look at a networked
smoke sensor. One of most popular
methods to detect smoke is the smoke
light scattering effect. The detector
contains a chamber with an LED and
photodiode. When smoke enters the
sensor, the scattered light hits the
photodiode and generates a photocur-
rent, which is processed by the ampli-
fier. You may download the sensor
daughterboard schematic from the
Circuit Cellar ftp site. 

which redirects them to the node. The
node receives the configuration com-
mands, checks the command validity,
and stores the decoded configuration
settings in the built-in nonvolatile
memory using the processor’s self-pro-
gramming option. The blinking node
LED confirms the process’s success.

Finally, when valid frame numbers
are assigned to each node in a group,
the host controller must know how
many nodes exist in each group to
reduce the maximum node access
time. Setting and storing a maximum
frame number value for each node
group in the host central processor
nonvolatile memory can do it. Note
that you can use the PC-based soft-
ware for network monitoring, captur-
ing node data, transmitting data to
any nodes, and sending various com-
mands to the host.

The PC configuration software
scripting option simplifies the config-
uration process. The top-level applica-
tion-specific software can be written
according to the end use. For example,
database connection, data analysis,
and various charting possibilities can
be added to the control software.

Figure 6—The general node controller is simple. It has a switching power regulator with minimal power factor cor-
rector, a simple network data receiver, a transmitter, and a zero-crossing detector.
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extensive error detection. You can add
a simple CRC mechanism to check
data validity. Additionally, the majori-
ty rule that critical data should be
received twice can be added to
increase network operation reliability
in  harsh environments. 

This sensor network project was
designed for the Motorola Flash
Innovation 2003 Design Contest.

Victor Kremin earned a diploma in
Radio Physics from Ivan Franko
National Lviv University and a Ph.D.
in Computer Aided Design Systems.
Currently, he’s an associate professor
at the National University “Lvivska
Polytechnika” in the Ukraine. Victor’s
interests include the full cycle of
embedded systems design including
processors, operation systems, and
target applications. You may reach
him at vkremin@polynet.lviv.ua.

PROJECT FILES
To download the code and addition-
al schematics, go to ftp.circuitcellar.
com/pub/Circuit_Cellar/2004/165.

RESOURCES
Linet network, www.linet-network.
com.

Motorola, Inc., “MC68HC908QY4,”
rev 0.1, 2002.

X10 Protocol information, meltingpot.
fortunecity.com/lightsey/52/x10.html.

SOURCES

MC68HC908QY4 Microcontroller
Motorola, Inc.
(847) 576-5000
www.motorola.com

MC33072 op-amp
ON Semiconductor
(602) 244-6600
www.onsemi.com

LM3876 Power amplifier
National Semiconductor
(800) 272-9959
www.national.com

cates remote smoke detection. 
This example clearly illustrates the

advantages of the networked solution.
Each sensor can talk to others about a
fire, and the host identifies which sensor
caught it. This saves time for rescues.

AN ALTERNATIVE
The current implementation of the

sensor network does not include
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Figure 7—The node communication protocol is implemented in the IRQ ISR. The node traps the preamble and
selector bytes, counts the frame numbers, makes the bit-by-bit data reception or transmission, supports the remote
node configuration, and checks the error conditions.

However, the methods I used worked
so well that I decided to rework the
network using reconfigurable mixed-
signal PSoC microcontrollers from
Cypress. Because of the PSoC’s unique
built-in analog peripherals, I was able
to reduce the number of external
components. This decreased the
host/node price, which is important
for cost-sensitive applications. The
improved PSoC-based network appli-
cation note should be ready by the
summer. Refer to the Cypress web
site for details.

ftp://ftp.circuitcellar.com/pub/Circuit_Cellar/2004/165
http://www.linet-network.com
http://meltingpot.fortunecity.com/lightsey/52/x10.html
http://www.motorola.com
http://www.onsemi.com
http://www.national.com
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the virtual machine and byte codes.  
There are two options to program in

a higher-level language: MindScript and
NQC. The former is a language devel-
oped by Lego for use in its robot prod-
ucts. The latter, which is short for “not
quite C,” is a programming language
similar in syntax to C. Both languages,
by way of their respective compilers,
generate the byte codes to be inter-
preted by the virtual machine.

In addition to running the virtual
machine, the processor performs back-
ground tasks such as battery monitoring
and communications processing. The
Spybot ROM also contains the software
for Lego’s mission engine architecture.
In the standard Spybot software, each
Spybot can be programmed to perform a
mission based on various parameters.

under a blob of epoxy, and its firmware
is stored in ROM. Lego has not docu-
mented the type of processor it uses;
and even if it had, you couldn’t simply
replace the firmware with one of your
own liking. Fortunately, the Spybot’s
firmware is flexible enough to do some
interesting things. Lego supports
Spybotics programming in a software
development kit that contains tools
and related documentation.

The Spybot’s processor executes user
code as a virtual machine. It emulates
a simple microprocessor and executes
unique byte codes (referred to as
“LASM”), storing and executing them
from an I2C EEPROM. You can pro-
gram directly in LASM. Refer to the
documents in the Resources section of
this article for more information on
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Like many robotics enthusiasts, I’ve
converted my fair share of toys into
autonomous creatures. When I evaluate
a potential victim, I’m usually after the
motors, gears, and other mechanical
items. Because of their prices, toys can
be a good alternative to building robot
mechanics from scratch. The electronic
brain of a toy, if any, often consists of a
single device covered in a blob of epoxy
and, if you’re lucky, some salvageable
discrete components. A few snips from
the wire cutters, a little desoldering,
and the toy is rendered brainless. In
this article, I present an unusual toy
that has such a nice brain it would be a
shame to pull it out. Instead, I’ll show
you a method of interfacing to the
existing electronics by using a micro-
controller to emulate an I2C EEPROM.

SPYBOTICS
Spybots are the latest in a series of

Lego robotic construction toys. There
are four different Spybot models, each
of which includes the same controller
but varies in its locomotion. I used the
tread-based Snaptrax S45 Spybot for
this project (see Photo 1a). 

Spybot controllers contain an
infrared communication system, two
motors, multiple LEDs, a piezo speak-
er, a bump sensor, and a light sensor
(see Photo 1b). Spybots have no built-
in expansion capability for adding
additional sensors or actuators.   

The Spybot’s processor is found

Robot Upgrade

It’s amazing what you can do with a PIC and a toy robot. Jay presents an interesting project.
He came up with a method of interfacing to the electronics of a Spybot robot by using a
PIC16F876 to emulate an I2C EEPROM. The result is an enhanced robotics system that’s
the perfect foundation for more complex designs.

FEATURE ARTICLE by Jay Francis

Photo 1a—This is a Lego Snaptrax S45 Spybot with the electronics visible beneath the clear red canopy. All
Spybots share the same integrated controller but use different mechanisms for locomotion. b—Unlike the Lego
Mindstorms, Spybots are not expandable. They contain standard robot features such as two motors and simple
sensors. Also included is a complex infrared communications system for Spybot-to-Spybot messaging.

Use a Microcontroller to Emulate an I2C EEPROM

a) b)
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ROM by sending a start
condition followed by the
device ID. When the EEP-
ROM acknowledges, the
write cycle is complete and
the master may perform
the next operation. If no
acknowledgement is
received, the master must
wait and poll again. 

Read cycles are also divided into dif-
ferent categories, but you can boil these
down to random address and current
address cycles, reading from one or
more addresses (see Figure 1b). For a
random address read, the master loads
the address register by writing the two
address bytes as it did at the start of a
write cycle. A new start condition is
generated, followed by the device ID
with the read/write bit set high (read).
The EEPROM reads from the current
address (pointed to by the address regis-

The missions are games
with specific rules and
goals. The ROM engine con-
tains functions and control
software for operating a
Spybot in Mission mode. It
is up to you to decide
whether or not to use the
ROM engine. If you do,
some of the Spybot’s
resources are taken over by the engine
and you lose a level of flexibility. 

OPENING THE SYSTEM
With all that the Spybot has to offer,

there are plenty of things you can do
without even cracking open the case.
Before taking one apart, I encourage
you to try a couple of missions—par-
ticularly those that require more than
one Spybot—and attempt writing
some MindScript or NQC code.  

Any number of approaches may be
taken to expand the Spybot. Reading
through the documentation, I discov-
ered that user code has access to the
lowest 256 bytes of the I2C EEPROM.
Lego reserved the first 128 bytes of
this space for internal variable use, with
the remaining 128 bytes being user
defined. I chose to replace the I2C EEP-
ROM with a processor containing I2C
slave hardware and enough memory to
store the Spybot’s code. The processor
emulates the I2C EEPROM’s memory
while blocking out a small region of the
user-defined 128 bytes for I/O space. 

I2C EEPROM OPERATION
The I2C EEPROM, an STMicroelec-

tronics M24C32-R, contains 4 KB of
nonvolatile memory accessible through
an I2C bus. The M24C32-R is an I2C
slave that allows an I2C master to per-
form read and write operations. (If
you’re unfamiliar with the I2C standard,
refer to the Philips Semiconductor I2C
web site.) 

Writes are broken into two cate-
gories: byte write and page write.[1] I’m
going to treat them the same because
a byte write is identical to a page
write when only 1 byte is written. 

A write cycle begins by loading the
address register. This is done by send-
ing a start condition, followed by the
device ID with the read/write bit set
low (write), and then 2 bytes of address

(see Figure 1a). The EEPROM acknowl-
edges each address byte and loads the
address register. Following the address
bytes, up to 32 data bytes may be writ-
ten. However, these bytes must all
reside in the same row of the EEPROM.
In other words, bits 12 through 5 of the
address must not change. After the
last byte, the master generates a stop
condition and the EEPROM begins the
internal write cycle. During the write
cycle, the EEPROM ignores all I2C bus
requests. A master may poll the EEP-
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Figure 1a—Write cycles always start by writing to the address register. Up to 32 bytes may be written at a time in a
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read cycle loads the address register just like the start of a write cycle. Reads from memory then take place starting
at that address. Current address read cycles use the existing contents of the address register. 
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I2C EEPROM Address PIC Memory PIC Address

0x0000–0x007F Data EEPROM 0x00–0x7F
0x0080–0x008F RAM io_buffer[]
0x0090–0x00FF Not mapped
0x0100–0x0FFF Program flash memory 0x1100–0x1FFF

Table 1—Emulated EEPROM accesses are mapped in three different memory regions of
the PIC. Variable space is mapped to the PIC’s data EEPROM. User-defined I/O space is
mapped to an array in RAM. Code space is mapped to the PIC’s program flash memory. 
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requirements can be extracted. The EEP-
ROM contains 4 KB of storage, with
an endurance of more than 1 million
erase/write cycles. The I2C interface
needs to operate up to 400 kHz with an
operating voltage between 1.8 and 5.5 V.

ter) and sends the result to the
master. The address register is
then incremented. If the mas-
ter wants to continue reading,
it generates an ACK, which
causes the EEPROM to trans-
mit another byte. When the
master is done, it must not
generate an ACK. This signals
the EEPROM to release the
bus, allowing the master to
finish with a stop condition.  

A current address read cycle
is identical to the random
address read, except that no
address bytes are written to the
EEPROM. The existing contents
of the address register are used
to determine the read address.
The read portion of both the
random access and current
access cycles are the same.

EEPROM EMULATION
You need to start with the basics,

which means taking a close look at the
M24C32-R datasheet. Examining the
“Features Summary” table, the top-level

I chose the Microchip
PIC16F876. I’ve used the CCS
C compiler and the PIC’s I2C
slave hardware in previous
projects. A PIC16F876 con-
tains 8K × 14 bits of program
flash memory and 256 bytes
of data EEPROM. For generic
EEPROM emulation, you
would use half of the program
flash memory for emulation
and half for PIC code. In the
case of a Spybot, you know that
256 bytes of the memory are
used for variable storage and
the rest for program space.
Because the PIC’s data EEP-
ROM has a higher erase/write
endurance than the program
flash memory, mapping the
variable space into the PIC’s
data EEPROM makes sense.

I mapped the upper 128 bytes of the
variable region as the I/O space.

For simplicity, I chose to map 1 byte
of emulated EEPROM to one word
(14 bits) of PIC program flash memory
(see Table 1). If program flash memory

Figure 2—To operate the PIC at the required clock speed and voltage range, a
three cell-to-5 V boost regulator is used. The Maxim MAX1675 steps up the input
battery voltage to a regulated 5 V.

http://www.circuitcellar.com
http://www.pcbpro.com/cc
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space becomes an issue, some form of
compression could be done. The flash
memory is reprogrammed every time
the Spybot user code changes. The
PIC16F876 flash memory endurance
has a minimum of 1000 erase/write
cycles, with the EEPROM at 100,000
erase/write cycles. With 1000 changes
in the realm of possibilities for the
lifespan of my Spybot, I decided to look
at the PIC16F876A with its improved
endurance of 10,000 erase/write cycles. 

In obtaining the extended
endurance, some complexity was
added to the programming sequence.
I prototyped with the PIC16F876 and
then switched to the PIC16F876A. If
you use the “A” version parts, make
sure the date code is 0242xxx or later.
(Refer to the PIC datasheet to see
where to find date code markings.)
Earlier “A” version parts may not
operate reliably above 4 MHz.[2]

In order to support a 400-kHz I2C
interface, the PIC needs to operate at
higher than 10 MHz. The low-voltage
PICs have a maximum clock rate of
4 MHz at 2 V. At this point, I began to
question if my processor was the correct
one, so I looked into a number of other
processors from different vendors. After
poring over datasheets and a bit of head
scratching, I determined that they all
had had similar issues. None stood out
as an obvious better choice.

To run at higher than 10 MHz and
down to 1.8 V, I decided to use a
three cell-to-5 V boost regulator cir-
cuit. According to the datasheet, a
PIC16F876A operating at 5.5 V and
20 MHz—with all I/O pins tristated
and pulled up—will draw a maximum
of 15 mA. I ran my first prototypes
without a regulator by providing a reg-
ulated 5 V to the Spybot. I observed
that 15 mA was a reasonable estimate
for the processor alone. To provide for
expansion, I decided to look at regula-
tors in the 100- to 200-mA range. By
keeping the current requirements rea-
sonable, the regulator circuit can be
small. I chose the Maxim MAX1675
step-up DC-DC converter for its small
size and simplicity (see Figure 2).

Besides power and ground, the only
connections required between the
PIC and the Spybot are clock and
data for the I2C bus. I connected to

the positive battery voltage just after
the Spybot’s fuse and my ground to the
location where the negative battery
terminal attaches to the Spybot’s PCB.
Connecting to the Spybot I2C bus was
a bit trickier. The I2C EEPROM is the
eight-pin surface mount device
between the epoxy blob and the left
infrared receiver. I chose to remove the
M24C32-R completely and solder
wires to the proper pad locations. 

My prototype also includes connec-
tions to the two Spybot infrared

receivers and a minimal number of I/O
ports (see Figure 3). I use a Fairchild
NC7SZ157 TinyLogic multiplexer to
select the right or left infrared receiver.
To program and debug the PIC, I
brought the in-circuit debugger (ICD)
pins to a connector. 

Aesthetically, I wanted to maintain
the look of the Spybot. This meant
the circuit board with the boost regu-
lator, PIC, multiplexer, and connec-
tors had to fit inside the plastic
canopy. Placing a number of connec-

http://www.lemosint.com/
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tors on the board wasn’t going to fit,
so I opted to use a connector for the
ICD, and the rest of the connections
were soldered in place. The pins on
the ICD connector needed trimming
to fit (see Photo 2).

EEPROM EMULATION SOFTWARE
I used the PIC’s master synchronous

serial port (MSSP) hardware to imple-
ment an I2C slave. Although the CCS C
compiler provides functions that sim-
plify the MSSP configuration and basic
operations, I explicitly coded these
functions to show the details of what is
being done. For interrupts, the compiler
generates code that saves the processor
state, calls the appropriate interrupt
handler, clears the interrupt, and
restores the processor state. If you port
the code to a different compiler, make
sure the interrupts are handled properly.

The configuration of the MSSP is
done in the i2c_init() function (see
Listing 1). The status register (SSP-
STAT) is cleared, which also sets the
I2C slew rate control for 400-kHz
operation. The device ID is loaded
into the address register SSPADD.
The configuration register (SSPCON)
enables the MSSP, and configures it
for I2C Slave mode using 7-bit address-
ing, with the interrupts occurring for
byte transfers.

The MSSP monitors the I2C bus
looking for a start condition. When a
start occurs, it clocks the next byte
(device ID and read/write bit) into the
SSPSR register. (This is an internal
register, accessible only by the MSSP
hardware.) Bits 7 through 1 of the

SSPSR are compared to bits 7 through
1 of the device ID stored in SSPADD.
If a match occurs, the MSSP will

acknowledge the master, place the
contents of SSPSR into the SSPBUF,
and generate an interrupt.

Listing 1—i2c_init() configures the MSSP as an I2C slave. The entire emulation of the I2C EEP-
ROM is performed in the interrupt function ssp_interrupt(). The error-handling and read opera-
tions are shown here. Overflow and write collision errors must be cleared by software. For read operations,
1 byte is always preread from memory based on the current value of the address register. This provides for
a fast data turnaround, and it limits the amount of time the master is kept waiting.

void i2c_init(void) {
SSPSTAT = 0x00;
SSPCON2 = 0x00;
SSPADD = I2C_DEVICE_ID;
SSPCON = 0b00110110;

}
#INT_SSP
void ssp_interupt()
{

byte i;
byte d;
int16 temp_addr;
if (SSPCON_SSPOV || SSPCON_WCOL) {

incoming = SSPBUF;
SSPCON_SSPOV = 0;
SSPCON_WCOL = 0;
writeState = IDLE;

}
else if (!SSPSTAT_BF && SSPSTAT_RHWL) {

SSPBUF = pre_read;
SSPCON_CKP = 1;
address++;
if (address == 0x2000) {

address = 0x0000;
}
else if (address == 0x0100) {

address = 0x1100;
}
if (address & 0xff00) {

pre_read = read_program_eeprom(address);
}
else if (address & 0x0080) {

pre_read = io_buffer[((byte)(address & 0x000f))];
}
else {

pre_read = read_eeprom((byte)(address & 0x00ff));
}
writeState = IDLE;

}
else ...

Figure 3—A bare-bones PIC configuration includes just the basics. I selected expansion pins to include connections to the internal A/D converter and timing hardware. The
multiplexer allows the PIC to decode received serial data from either of the two infrared receiver modules.



www.circuitcellar.com CIRCUIT CELLAR® Issue 165    April 2004   53

flow conditions by reading SSPBUF
(clearing SSPSTAT_BF) and manually
clearing SSPCON_SSPOV.

For read operations (read/write bit
set high), the MSSP does not set SSP-
STAT_BF, and it holds the I2C clock
line low, forcing the master to wait for
data. The MSSP expects software to
write data into SSPBUF and release the
clock line by setting SSPCON_CKP. A
write collision error (SSPCON_WCOL)
could occur if software writes to SSP-
BUF while it is full. (SSPSTAT_BF and
the master are still sending the byte out
on the I2C bus.) SSPCON_WCOL must be
cleared by software if it occurs.

If the master acknowledges the
transfer, the MSSP assumes it wants
another byte, clears SSPSTAT_BF, sets
the I2C clock line low, and generates
an interrupt, causing the process to
repeat again. When the master does
not generate an acknowledgement, the
MSSP releases the I2C clock, which
allows the master to generate a stop
condition, resets its logic, and goes
back to look for a device ID match.

The entire emulation of the I2C
EEPROM is performed in the interrupt
function ssp_interrupt(). This func-
tion is executed whenever a byte is
received from the I2C bus or a byte
needs to be transmitted to the I2C bus. 

The first thing to do is handle any
errors (see Listing 1). Check for an
overflow (SSPCON_SSPOV) or a write
collision (SSPCON_WCOL). If either
occurs, clear out SSPBUF, reset the
error flags, and force your write logic
to wait for a new transfer (aborting
any operation in progress).

Determining whether a read or write
operation is taking place is as simple
as checking to see if SSPSTAT_BF is
cleared (read operation) or set (write
operation). Processing a read operation
is handled next in the code, but it
makes more sense to discuss write
operations first (see Listing 2).  

In write operations, you need to
keep track of which byte is currently
being processed. This is accomplished
with the writeState variable, which
has the following possible states:
IDLE, DEVICE_ID, ADDRESS_HIGH,
and ADDRESS_LOW. The states are
labeled to indicate which byte has
been processed in the past tense.

What happens next depends on the
read/write bit. For write operations
(read/write bit set low), the MSSP sets
the buffer full flag (SSPSTAT_BF).
Software must read the data out of
SSPBUF, which automatically clears
SSPSTAT_BF. Meanwhile, the MSSP
awaits an additional byte from the
master. While waiting, if a stop or
start condition is detected, the MSSP
logic resets and goes back to look for a
device ID match. Assuming the MSSP
logic is not reset, each additional
byte received is shifted into the
SSPSR. As long as SSTSTAT_BF is

clear, the MSSP will acknowledge
the byte, move it into the SSPBUF, set
SSPSTAT_BF, and generate an inter-
rupt. At this point, the software must
again read the byte from SSPBUF.  

The byte reception process repeats
until the MSSP logic is reset. If the
SSPSTAT_BF is set at any time when
the MSSP attempts to move a byte
from the SSPSR, it means the soft-
ware hasn’t read SSPBUF in time.
An overflow condition will occur
(SSPCON_SSPOV is set), and the
MSSP will not acknowledge the byte.
It is up to the software to clear over-

Listing 2—The writeState variable keeps track of which byte has been received. After the two
address bytes are loaded, data bytes are processed up to a stop condition. Timing is critical between
detection of the stop condition and disabling of the MSSP.

case IDLE :
incoming = SSPBUF;
if (!SSPSTAT_DHAL) {

writeState = DEVICE_ID;
}
break;

case DEVICE_ID :
incoming = SSPBUF;
address = (((int16)incoming) << 8) & 0x0f00;
count = 0;
writeState = ADDRESS_HIGH;
break;

case ADDRESS_HIGH :
incoming = SSPBUF;
address |= ((int16)incoming) & 0x00ff;
if (address & 0xff00) {

address |= 0x1000;
pre_read = read_program_eeprom(address);

}
else if (address & 0x0080) {

pre_read = io_buffer[((byte)(address & 0x000f))];
}
else {

pre_read = read_eeprom((byte)(address & 0x00ff));
}
writeState = ADDRESS_LOW;
break;

case ADDRESS_LOW :
while (SSPSTAT_BF) {

data[count] = SSPBUF;
PIR1_SSPIF = 0;
count++;
while ((!PIR1_SSPIF | !SSPSTAT_BF) & !SSPSTAT_P);

}
SSPCON_SSPEN = 0;

// Write to program flash memory, io_buffer[], or data EEPROM.
// See full source for details.

address = address + count;
count = 0;
SSPCON_SSPEN = 1;
break;
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writeState is set to IDLE at initial-
ization, when you determine the cur-
rent byte to be processed is a device
ID (by examining SSPSTAT_DHAL),
when a read operation is performed, or
if an error occurs. While in the IDLE
state, read the incoming byte and
check to see if it is a device ID (SSP-
STAT_DHAL cleared). If this is the
case, set writeState to DEVICE_ID
and wait for the next byte.

The two address bytes always fol-
low a device ID in a write operation.
As the two bytes are processed, map
them into the address register, and the
write byte counter is cleared. Recall
that the writing of two address bytes
precedes certain read operations.
When the address is complete (in the
ADDRESS_HIGH state), take the time
to preread data from the appropriate
location (program flash memory, data
EEPROM, or the I/O buffer). This speeds
up the response time for read operations,
and has minimal overall effect.

Actual bytes to be written are
processed in the ADDRESS_LOW state.
(Remember, the states are past tense,
so ADDRESS_LOW occurs after you have
processed the low address byte.) This
is a complex state. After it is entered,
it will not exit until a stop condition
occurs. A tight polling loop waits for
each byte or a stop condition. As each
byte is received, it is placed in a data
buffer, and the write byte counter is
incremented. When the stop condition
is detected, clearing SSPCON_SSPEN
immediately disables the MSSP. It is
necessary to do this quickly because
the master may start polling to see if
the write operation is complete. If the
MSSP has the chance, it will automat-
ically acknowledge the master’s poll
request, and you will lose the opportu-
nity to save the data. I found this to be
the most time-critical section of code
in the entire project.

The amount of code required to
actually write the data to the program
flash memory depends on which PIC
is used. The PIC16F876 allows single-
word writes to program flash memory,
where the PIC16F876A operates four
words at a time. Each byte in the data
buffer is written to the proper destina-
tion (program flash memory, data EEP-
ROM, or the I/O buffer). In the sim-

plest case, bytes are written one at a
time, therefore taking advantage of
the CCS compiler functions. In the
most complex case, when writing to
program flash memory, you need to
perform alignment operations to han-
dle the four words at a time and are
unable to completely rely on the com-
piler functions.

When a read operation takes place,
you receive an interrupt with the
SSPSTAT_BF clear (see Listing 1). The
preread data is immediately output to
the master by loading SSPBUF and set-
ting SSPCON_CKP to release the clock.

After incrementing the address regis-
ter, the next data byte is preread and
ready for another read operation. 

ENHANCED OPERATION
Adding capabilities to the Spybot is

done in the main() program loop.
After initializing variables and config-
uring the peripherals, main() enters
an infinite loop. There, you can read
and write the contents of the
io_buffer[] to perform specific
functions. 

Listing 3 is an example of monitor-
ing a bit to turn on or off a heartbeat

Listing 4—Accessing the PIC’s I/O buffer is done on the Spybot using the MindScript eeprom[] command.

program spypic_heartbeat
{

#include<Spybot.h>
const CONTROL_REG = 0x80
const HEARTBEAT_LED_ON = 0x01
const HEARTBEAT_LED_OFF = 0xfe
main
{

local reg
local x
forever {

reg = eeprom[CONTROL_REG]
x = reg
x &= HEARTBEAT_LED_ON
if x = HEARTBEAT_LED_ON {

reg &= HEARTBEAT_LED_OFF
}
else {

reg |= HEARTBEAT_LED_ON
}
eeprom[CONTROL_REG] = reg
wait 100

}
}      

}

Listing 3—An infinite loop in the main() code monitors the io_buffer[] array for commands. This is a
simple example to turn on and off the heartbeat LED. A GP2D12 is connected to an analog input and is
read using the CCS read_adc() function. (The proper analog port was previously selected.)

while (TRUE) {
// Heartbeat LED control

if (io_buffer[CONTROL_REG] & CONTROL_LED_ON) {
output_low(HEARTBEAT_LED);

}
else {

output_high(HEARTBEAT_LED);
}
// GP2D12 ranging

if (io_buffer[CONTROL_REG] & CONTROL_GP2D12_SAMPLE) {
io_buffer[GP2D12_RANGE_REG] = read_adc();

}

}
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LED, as well as reading the analog
output of a Sharp GP2D12 infrared
range finder. Adding even more sen-
sors, such as a Devantech SRF04
Sonar, is easy (see Photo 3). You may
download the full PIC source code
from the Circuit Cellar ftp site; it
includes configuration and control of
the GP2D12 and SRF04 Sonar.

ACCESS FROM MINDSCRIPT
Reading and writing the I/O

buffer is done in MindScript
using the eeprom[] command.
Listing 4 is a simple example of
how to toggle the heartbeat LED
using MindScript. Using an XOR
operation would have been more
efficient; unfortunately, LASM
(and therefore MindScript) does-
n’t have one! A much more com-
plete MindScript example that
includes GP2D12 and SRF04
Sonar access is posted on the
Circuit Cellar ftp site.

WHAT’S NEXT
I’m fairly happy with the

results of this project, but there is
always room for improvement. The
boost regulator is a bit noisier than I
would like. This is most likely the
result of my initial component selec-
tion. A little more time spent could
have brought improvements. My origi-
nal plan was to use a regulator with a
shutdown option because the Spybot
doesn’t have a global power off. The

shutdown option of the MAX1675
isn’t a true shutdown. In shutdown,
the internal switching MOSFET con-
ducts the battery voltage through its
body diode. As long as I have batteries
in the Spybot, the PIC is running.

I hope this project not only sheds
light on the capabilities of the Spybot,
but also provides a reasonable reference
for a PIC-based I2C slave. Most of all, I

Photo 3—The enhanced Spybot has a GP2D12 infrared
range finder and an SRF04 ultrasonic ranger. The circuit
board’s underside is covered with electrical tape and fits
snugly under the canopy.

Photo 2—The circuit board contains a PIC micro-
processor, a three cell-to-5 V boost regulator, and a
mulitplexer connected to the Spybot infrared receivers.
In order to fit under the canopy, all connections are
hard-wired in place. The white connector brings out
pins for an in circuit debugger. I tried to keep all sig-
nals on the top with copper pours for power and
ground the back of the circuit board.

http://www.icoptech.com
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PROJECT FILES
To download the code and, go to
ftp.circuitcellar.com/pub/Circuit_
Cellar/2004/165.

SOURCES
Devantech SRF04 ultrasonic range
finder, Sharp GP2D12 distance
measurement sensor

Jay Francis is the sole proprietor of
Reactive Technologies, where he pro-
vides freelance hardware design servic-
es. As a hardware engineer for more
than 12 years, his designs have spanned
networking equipment, document scan-
ners, and mobile robots. In his free
time, Jay enjoys spending time with his
family and racing bicycles. You may
e-mail him at JayFrancis@aol.com.
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hope I’ve inspired you not to shy away
from those nasty blobs of epoxy! I
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No doubt about it, I’m a nerd. I was
contemplating the structure of this
month’s column and it occurred to me
that I am much like the Star Trek
characters that were “looking for
things to make them go.” I won’t clas-
sify any of you as nerds, but I attempt
to write each column with the idea
that you guys are looking for things
that make you go as well.

This month’s column had a rocky
start. As you know, you need to closely
examine a device’s associated technical
documentation to gain a working
understanding of it. When beginning a
project, the logical starting point is to
collect all the technical information
that you can from wherever you can. 

So, I contacted an extremely large
company (whose name I won’t divulge
here) about getting a technical docu-
ment that explained how to write a
driver for its PRISM wireless Ethernet
chipset. After a few e-mails and tele-
phone conversations, I was asked to
assemble a request letter because the
document I was asking for was consid-
ered “sensitive material.” The compa-
ny’s representative needed assurance
that I would not compromise any of
the chipset’s secret stuff by writing
about it in Circuit Cellar. I figured
that that was fair, and drafted a letter
stating my intent and willingness to
preserve the security of the company’s
intellectual capital. I was summarily
kicked to the curb. Denied. 

handy tips and tricks to share. 
As it turned out, the company’s

hands were tied by corporate nondis-
closure as well. About the only thing
it could recommend was that I study
its Linux code and do some porting.
The guys at the local Linux shop were
as good to me as possible, but picking
apart and porting what appeared to be
some pretty extensive public domain
Linux driver code was not in my
future. My enthusiasm for this article
began to wane because my search for a
relatively easy wireless Ethernet solu-
tion seemed to be grinding to a halt.

But I kept at it. As it turns out, I
ended up finding exactly what I was
looking for. To make it sweeter, the
wireless Ethernet technology
provider’s device you’re about to read
about comes in an evaluation kit—and
you don’t need some corporate guy’s
permission to get it!

WI-FI IN A MATCHBOX
Originally, I figured that the PCM-

CIA-based laptop wireless Ethernet
cards would be a really slick way to
add wireless Ethernet connectivity to
an embedded device. In theory, I was
correct; in reality, I was skipping
around in wonderland. 

There are drawbacks to implement-
ing a wireless Ethernet solution using
an off-the-shelf laptop card. For
instance, you have to deal with the
physics and logic of the card’s PCM-

A Wireless Ethernet Solution for the

APPLIED PCs by Fred Eady

My intention was to show the
Circuit Cellar audience how to inte-
grate standard off-the-shelf wireless
Ethernet cards that contain the
PRISM chipset with simple embedded
devices. Because I could not gain any
insight into the PRISM technology, I
could not construct the required driv-
ers. I trashed the idea.

Sometimes there is victory in
defeat. I’m an advocate for the little
guy, and I was determined to find a
clearer path to a working wireless
Ethernet solution despite being reject-
ed by the corporate technology holder.
After some rather exhaustive research,
I found a local company that was
famous (on the Internet at least) for
its Linux wireless Ethernet prowess. I
contacted the company to talk about
its Linux wireless Ethernet solution
because I figured it would have some

Finding the right wireless solutions for your embedded projects can be difficult, especially if
you’re on a tight budget and can’t get the right parts and documentation. That’s why Fred set
out to find an accessible solution for those of you searching for a sure-fire way to bring wire-
less Ethernet capability to your designs. DPAC’s wireless 802.11b evaluation and develop-
ment kit turned out to be the perfect fit.

Photo 1—Everything Wi-Fi is packed into this tiny two-
story module. A 36-pin connector, which you can’t see
in the photo, interfaces the Airborne WLN to your cir-
cuitry. Note the diversity antenna connectors on the
right-hand side of the top board of the module.
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CIA interface. You must also obtain
basic information about how the
chipset works (probably an impossible
task unless Bill Gates is your cousin).
Then, you have to write the driver
after you have the correct informa-
tion. If that’s not enough to scare you
off, you’re also tied to the physical
size of the laptop card as your mini-
mum form factor. 

When you’re all finished with those
chores, you’ll need to set aside some
time to write your application code
and interface it successfully with that
driver code written earlier. I already
know from experience that some of you
gals and guys in Circuit Cellar reader-
land have the savvy to pull something
like this off. However, there’s an easier
way to get rid of the wires.

DPAC Technologies offers aspiring
wireless LAN gurus a wireless 802.11b
evaluation and development kit that
features its Airborne wireless LAN node
(WLN) module. The analog and digital
I/O-capable Airborne module that is
mounted on my Airborne WLN module
evaluation board is one of a family of
802.11b modules offered by DPAC.

The Airborne wireless module,
which easily fits in a standard match-
box, contains all the necessary elec-
tronics to implement a radio, base-
band processor, and application
processor. The module’s application
processor is responsible for handling
the analog and digital I/O. It also pro-
vides web server and TCP/IP services.
This means you can forego praying to
the demons of RF development, and
you don’t need that corporate guy’s
secret handbook and a stack of third-
party communications software to
successfully complete your wireless
802.11 project. 

The Airborne WLN module elimi-
nates the hard stuff associated with
developing a wireless 802.11 solution.
It drops seamlessly into any gadget you
want to wirelessly enable. Because the
Airborne module adheres to the IEEE
802.11b standard, it can talk to any
other similarly configured 802.11b-
enabled device or access point. As for
data, you’ve got to put something in to
get something out, and the Airborne
module is equipped with a serial inter-
face and some digital and analog I/O

ports. There’s also a high-speed SPI
interface available. With all of these RF
and computing resources, the Airborne
module could be the sole active com-
ponent in some applications.

Take a look at Photo 1 to see what
instant Wi-Fi looks like. Now that
you know what you’re looking for and
what to do with it when you find it,
let’s dig through the Airborne evalua-
tion kit’s box and see what’s inside.

LOOK IN DPAC(AGE)
The star of this traveling wireless

Ethernet show is the Airborne WLN
module evaluation board, which is
shown in Photo 2. Besides the standard
DE9-to-DE9 serial cables, antenna, and
power brick, the Airborne WLN evalua-
tion board comes with a wireless access
point/router. All you have to supply is
a couple of PCs. One (remote) com-
puter attaches directly to the wireless
access point/router. The other (host) PC
is owned by the Airborne WLN. I found
that you could actually do some limit-
ed testing using a single PC.

The companion CD-ROM contains
briefs describing the evaluation kit
and the Airborne module, application
notes, the evaluation kit user guide, a
quick start guide, and the Airborne
data book. There’s also an evaluation
utility that is essentially a control
panel that gives the evaluator a hill-
top view and control of all of the
Airborne module’s features.

DROP-IN WI-FI
Let’s see just how quickly I can get

the Airborne WLN on the air. As you

can see in Photo 2, the Airborne eval-
uation board is dedicated to supplying
the correct power supply voltages to
the Airborne WLN and providing con-
necting points for every interface the
module offers. 

Although the Airborne WLN is
capable of being set up via its ’Net
interface, I started by connecting the
Airborne evaluation board to my lap-
top’s serial port and applying power.
I had some lofty short-term goals in
mind. So, instead of connecting the
wireless access point/router that
came with the evaluation board
directly to a PC, I stuck it on the
WAN interface of my high-speed
Internet cable modem. 

A Netgear MR814 wireless access
point/router came with my evalua-
tion board. After it’s connected to an
active WAN interface, the wireless
access point/router automatically
retrieves all of the necessary informa-
tion from the ISP to put itself on the
Internet. To keep things simple, I
opted to use all of the router’s local
LAN default values. 

After making sure the router was
indeed talking to others on the
Internet, I accessed its internal
HTML settings page by entering
“http://192.168.0.1” in the address
window of an Internet Explorer win-
dow. There I noted the current WAN
IP address that was being used by the
wireless access point. While I was in
this mode, I also visited the Wireless
Settings area and assigned EDTP as
the service set identifier.

The next step involved getting the
Airborne WLN online and harvesting its
LAN IP address, which should be given
via DHCP by the Netgear wireless
access point. One of the ways to com-
municate with the Airborne WLN is to
use the command line interface (CLI)
and a terminal program. So, I fired up
Tera Term Pro on the laptop and steered
the laptop’s serial port settings to match
the Airborne WLN’s serial port settings.
Actually, very little steering was needed
because Tera Term Pro defaults to
9600 bps with 8 data bits, 1 stop bit, and
no parity on COM1. All I had to do was
make sure I was receiving full carriage
return/line feed (CRLF) sequences
instead of whacking off the LF. 

Photo 2—There’s really nothing remarkable about the
Airborne WLN evaluation board; it has all the goodies
you would find on any other evaluation board. The
evaluation board’s real purpose is to allow you to com-
pletely evaluate the Airborne WLN as a mobile unit.
That’s what the 9-V battery holder is for.
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The Airborne WLN logon command
followed by a user name and password
gets the node’s attention. The Airborne
WLN’s defaults were used here as well
(“dpac” for both user name and “oem”
for the password). After I got the OK
from the Airborne WLN, I instructed
it to scan for access point SSIDs.
There’s only one wireless network in
the Florida room, and had already I
set its SSID to EDTP. So, I should
have only received one scan result,
EDTP, which I did. 

After the successful scan, I ordered
the Airborne WLN module to associ-
ate the WLN with the Florida room’s
wireless LAN. I then stored the new
SSID information in the WLN’s flash
memory. 

The WLN evaluation board is out-
fitted with multiple LED indicators
that alert you to things like a success-
ful Airborne WLN power-on self-test
(POST), RS-232 activity, and RF link
activity. After performing the SSID
capture-and-store operation and doing
an Airborne WLN evaluation board
reset (press the Reset button), I

noticed that the RF ACT LED was lit
solidly. It had been blinking before.
The blinking RF ACT LED indicates
that the access point has found the
WLN module. Therefore, this visual
indicator eliminates having to write
code to alert the user that things are
working well in RF LAN land.

At this point I could query the
Airborne WLN for its IP address.
Again, I signed on through Tera Term
Pro and logged onto the WLN module.
To obtain the WLN IP address, I
issued the CLI command. The
Airborne WLN returned 192.168.0.6.
Here we go! Returning to the wireless
access point’s settings web page, I
opened the Port Forwarding window
and selected Telnet from the Service
Name drop-down menu. I entered
“192.168.0.6” in the wireless access
point’s Server IP Address field. After
clicking the Add button, I saw that
the Telnet service defaulted to port
23, which meant I didn’t have to edit
the Telnet service entry to add a
Telnet port number. I now had all of
the IP address information necessary

to finish setting up the wireless access
point for the first over-the-Internet
connectivity test.

Let’s get our bearings. Right now,
the Florida room’s wireless Ethernet
network consists of a laptop running
Tera Term Pro that is attached serially
(RS-232) to the Airborne WLN evalua-
tion board (this is the Host per the
DPAC EVB Guide), a wireless access
point attached to the Internet via a
cable modem with a standard Telnet
portal installed on the wireless access
point for access to the Airborne WLN,
and a PC connected to a wired port of
the wireless access point. As you have
obviously ascertained from my wire-
less access point Telnet-enabling pro-
cedure, in addition to its local RS-232
serial port, the Airborne WLN also
can be accessed via Telnet. I could
have used the Telnet capabilities of
Tera Term Pro to locally access the
Airborne WLN, but I figured coming
into the Airborne WLN via the
Internet would be a better test. 

I opened a Win2K Telnet window
using the wired PC (the remote com-

http://www.saelig.com
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puter per the DPAC evaluation board
guide) and issued the Telnet open
command followed by the WAN IP
address of the wireless access point.
Hmm, no error messages appeared. In
fact, nothing appeared. So, I instinc-
tively issued an Airborne WLN logon
command with the proper arguments
from the blank Win2K Telnet screen.
A second or so later, I received an OK
from the Airborne WLN. 

Tera Term Pro is also equipped to
perform TCP/IP duties. So, I tried the
same operation from the wired PC
using Tera Term Pro. Everything
worked as advertised. Tera Term Pro
allowed me to turn on local echo so I
could at least see what I was typing. I
was so excited that I called my friend
Mark and had him sign on to the
Airborne WLN from his machine
shop. Instant Internet Wi-Fi indeed!

I had written 0 bytes of code and had
successfully contacted my Airborne
WLN evaluation board via Telnet from
places afar. There was still one more
way to contact my Airborne WLN—
via a web browser. To get there from

here, I had to revisit the wireless
access point settings HTML page and
open a portal for HTTP. After that, I
simply entered “http://” followed by
the wireless access point’s current
WAN IP address. I was prompted for
the Airborne WLN username and
password. After entering them, I was
greeted by the oem.html page, which
is the Airborne WLN default home
page that holds the manufacturer’s
settings. 

APPLY THE AIRBORNE WLN
Although I’ve just proven that it

can be done, your itty-bitty wireless
embedded project probably won’t
have a PC acting as the serial host
for an Airborne WLN. So, let’s get
real and replace that PC with what
you would probably find in a product
that needs wireless capability—a
microcontroller host. 

It seems like everything is accessed
these days via a web browser, which
is fine if your application requires it.
However, sometimes a web browser
may be overkill, or there’s already a

perfectly good hard-coded interface
application in place. Regardless of
which way you go, you’ll need to under-
stand just what the Airborne WLN does
when it comes to handling data. 

Let’s assume your product is a sim-
ple microcontroller with an RS-232
serial interface as shown in Figure 1. I
don’t really care what the product does
at this point, but I do know that you
want to wirelessly enable it by drop-
ping in an Airborne WLN. So, couple
an Airborne WLN to the microcon-
troller’s RS-232 interface. The hard-
ware work is done. Your effort now
must turn to getting data into and out
of the microcontroller.

Because the RS-232 is the only com-
munications interface your little prod-
uct has, you can assume that the
application program that runs on the
microcontroller accepts commands via
the RS-232 port and returns data or
status to the requestor through the
same interface. After 802.11 enabling,
the simplest and most direct method
of communicating with the microcon-
troller is via a Telnet session. Here’s

http://www.trilogydesign.com
http://www.emacinc.com
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mode allows the remote host to issue
a CLI commands to open a data tunnel.

Data Tunneling mode pushes all of
the binary data coming into the
Airborne WLN from the remote host
out through its serial port to the
microcontroller unchanged. Also,
binary data from the microcontroller
serial interface is sent directly to the
Airborne WLN serial port and on to
the remote host unchanged. In effect,
invoking Listen mode causes the
microcontroller to relinquish total
control of the Airborne WLN serial
port, which allows other LAN hosts
(remote hosts) to establish connec-
tions to the WLN’s serial port, while
Data Tunneling mode forces the tun-
nel open exclusively for the remote
host that establishes the first connec-
tion. The microcontroller can regain
total ownership of the serial port by
executing an escape command on its
end. The remote host can relinquish
the exclusive tunnel by entering an
escape command from its end. 

The downside to using the data tun-
nel is that the serial channel is totally
consumed with the first successful
remote host’s tunnel activity. If you
have more than one remote host that
must communicate with the micro-
controller, you can simply enter

Listen mode at the microcontroller
end, and issue individual bidirectional
data transfer CLI commands from the
remote host. These commands are
composed of fields that include the
number of bytes to be returned, a
timeout value, and a payload area. 

One of the WLN data transfer CLI
commands expects the payload to be
coded as ASCII hex digit pairs (30 for
0, 31 for 1, etc.) and requires a termi-
nation character stream. A companion
CLI data transfer command simply
sends raw hex values. The advantage
to using the data transfer CLI com-
mands instead of data tunneling is
that the Airborne WLN serial port
quickly tunnels the data to and from
the microcontroller and returns to
Listen mode, which allows multiple
remote hosts to access the Airborne
WLN and the microcontroller. 

CHUCK THE WIRE
Data tunneling and direct access to

the Airborne WLN’s A/D converter
and digital I/O can make life easier for
those of you out there who need to
quickly adapt an existing product for
802.11 wireless operation. If you’re
new to Wi-Fi technology, the Airborne
WLN evaluation board is a great
learning tool. The Airborne documen-
tation is decent, and with the tools
included with the evaluation board,
you can get your hands on wireless
technology in about 15 min. 

The Airborne WLN technology is
physical proof that it doesn’t have to
be complicated to be wireless. I
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the good part. When the Airborne
WLN is involved in the communica-
tions chain, you don’t have to write
any microcontroller Telnet code. 

The Airborne WLN has the ability
to establish a Telnet session with the
remote host and tunnel the binary data
from the remote host through to the
microcontroller via the Airborne WLN’s
RS-232 port, which is directly connect-
ed to the microcontroller’s RS-232 port.
Assuming the microcontroller con-
trols the Airborne WLN serial port,
the microcontroller can selectively
allow the remote host to control and
query the Airborne WLN resources or
use the incoming data from the
remote host for its own purposes. 

Here’s how that works. At power-
up, the microcontroller logs on to the
Airborne WLN just as one would
through a Tera Term Pro terminal ses-
sion. If the microcontroller application
doesn’t need to communicate and
wants to allow the remote host to log
on to the Airborne WLN and issue
CLI commands, the microcontroller
simply looks for the OK from the
Airborne WLN after login and sits. If
the microcontroller needs to transfer
data to and from the remote host, the
microcontroller application put the
WLN module in Listen mode. Listen

Figure 1—A microcontroller with a serial port is all that it takes to talk to the Airborne WLN. This is a simplified
example because your product’s existing microcontroller probably would be rather busy on the I/O side of things.
You may have something other than a PIC in there as well.

http://www.dpactech.com/wirelesscc_dsp.asp


http://www.pcb123.com


INDUCED CURRENT
Faraday’s Law tells us that the emf

(voltage, for all practical purposes)
induced around any closed path is pro-
portional to the rate of change of the
magnetic flux within that path:

The negative sign in the equation
defines Lenz’s Law: the induced volt-
age causes a current that generates a
magnetic field that opposes the origi-

emf
d
dt

B = − Φ

ABOVE THE GROUND PLANE by Ed Nisley
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Electrical engineers learn, quite
early in their education, how to model
the components used in their circuits.
Those models, by their very nature,
describe only the most important
characteristics of each component and
suppress the details. Student engineers
eventually learn that getting the
details right will make or break a proj-
ect, but you can’t start out with all
the complexity turned on at once.

The models actually work pretty
well for common circuits: passive
RLC components are nearly ideal,
transistors have few shortcomings,
and even interconnecting wires match
up with those zero-resistance, zero-
inductance lines on the schematic.
Troubles arise when students mistake
the models for reality and apply them
in circuits where the most important
characteristics may not be the most
obvious ones.

Shortly after the lecture stating that
an ideal voltage source provides a con-
stant voltage regardless of the current
through its terminals and that an ideal
wire conducts any current with zero
voltage drop, some wise guy in the back
row asks what happens when you con-
nect an ideal conductor across an ideal
voltage source. Well, let’s find out.
We’ll also stretch some models beyond
their breaking points and take a trip
along memory lane for you double Es.

nal change in the applied field.
Suppose you generate a magnetic field

using a solenoid coil with the north pole
pointing up as the current increases.
Lenz’s Law states that the induced cur-
rent in a ring above the coil generates a
magnetic field with its north pole point-
ing downward. The faster the solenoid’s
magnetic field increases, the more current
it induces in the ring and the stronger
the opposing magnetic field will be.

When you align two magnets with
their north poles pointed at each
other, they leap apart. In the case of a
solenoid and ring, the ring flies into
the air. In fact, any conductive object
will work, so I cut a disk from 0.020″
copper flashing. It flies just fine!

The projectile must receive enough
energy to accelerate it upward against
gravity. Because it moves away from
the launcher extremely rapidly, the
energy transfer is essentially an
impulse: energy delivered in a short
time equals high power.

The ring or disk acts as the one-turn
secondary winding of a rather loosely
coupled transformer. By conservation
of energy, the output power of a trans-
former equals the input power minus
winding and core losses. Power is the
product of voltage and current, so high
power requires both high voltage and
high current.

High voltage, high current, and fly-

Pennies to Heaven 

“High voltage, high current, and flying objects.” Need Ed write more? Nope. He’s already
got your attention. Read on to learn how Ed built his Lenz Launcher, which can, as he so
gently puts it, “punch conductive disks into the ceiling with a loud bang and bright sparks.”

Photo 1—Two laminated buses conduct energy from
the photoflash capacitor bank to the switching transis-
tors. The angled conductor and the vertical strap near
the column join the three transistor collector terminals.

Warning: The circuitry described here has enough voltage and stored energy to kill you. Even a trivial mistake will tumble your gyros and paste
your hide to the floor. You should treat this column as read-only material if you’re not accustomed to working with potentially lethal equipment!

The Lenz Launcher



www.circuitcellar.com CIRCUIT CELLAR® Issue 165    April 2004   65

ing objects. Doesn’t this sound like a
lot of fun?

THE BIG RIG
My friend Eks did some work with

high-power pulsed supplies a few years
ago, so I figured he was the go-to guy for
this operation. When I described what I
was thinking of doing, he said, “Come
right over, Eddie, I’ll show you what you
should do!” I call him “Eks” because
he’s my go-to guy, not yours. Just in
case you were wondering, he’s also the
only person who can get away with call-
ing me “Eddie.” We go back a long way.

After we caught up with each other’s
stories and he’d shown me around his
basement shop (with a new-to-him,
three-phase, full-CNC Bridgeport mill),
we entered his power lab. 

“You want a mighty big jolt in a hurry,
so photoflash capacitors are the ticket.
Ordinary electrolytics have too much
resistance and inductance,” Eks said.

Photo 1 shows the capacitor bank in
his pulsed power supply. The conductors
are all wide, flat bus bars, which have
minimal inductance and resistance.

“You can’t use wires, Eddie, because
they have too much inductance and the
magnetic field kicks ’em all over the
place,” Eks said. “Get yourself some sin-
gle-sided circuit board, glue two sheets
back-to-back to cancel their inductance,
and it’ll work great. Cheap, too.”

The towering stack of purple transistors
in Photo 2 switches the current from the
capacitor bank to the output terminals.
The three transistors are actually in paral-
lel, with input and output connections
through flat bus bar stock compressed
between them. This supply dissipates
enough power to require chilled-water
cooling, but he told me, “If all you’re
doing is shooting pennies, your average
power will be so low you don’t care.”

Why transistors instead of SCRs? 
“Because this way you can turn ’em off.

This sucker can punch a manhole cover
into low Earth orbit. Sometimes you
don’t need that much oomph. Got it?”

When I found out how much those
transistors cost, I got something else,
too. As you’ll see, my solution isn’t
nearly as nice, but it’s cheap.

Eks also told me, in no uncertain
terms, that a solenoid wouldn’t work. 

“Wind the coil with copper sheet
and make it look like an electric stove
coil. You’re good with numbers; you
can figure out why. Now, go off and
build something!”

And with that, he escorted me out
the door. In passing, his dog Kerberos
attacked my shoe, having mistaken it
for a small mammal.

STEP FUNCTION
Photo 3 is a workable Lenz launcher,

albeit with a power supply that’s not near-

ly as impressive as the one in Eks’s power
lab. The schematic in Figure 1 shows the
irresistible force of a photoflash capacitor
bank connected to the immovable object
of a low-inductance coil. All the parts
come from my junk box, so you should
be able to duplicate it fairly easily from
yours, if you dare.

There are no safety covers or inter-
locks on this gadget, which isn’t the
right way to go. You should put a plas-
tic cover over everything except the
plastic buttons and the launching coil.
You have been warned!

I extracted the photoflash capacitors
from surplus camera flash units. Their
330-VDC rating sets the upper limit
for the launcher’s working voltage.

Some diligent rummaging produced a
24-VAC, 1.25-A wall wart and a door-
bell transformer with a 240-VAC pri-
mary and 24-VAC secondary. Although
the back-to-back output should be about

Photo 3—The Lenz launcher connects the irresistible
force of a high-voltage capacitor bank to the immov-
able object of a low-inductance coil through a home-
brew switch. The result can punch conductive disks
into the ceiling with a loud bang and bright sparks.
What’s not to like?

Photo 2—Three parallel transistors switch the kiloam-
pere output current controlled by base current from the
slightly smaller transistor below me. The beefy com-
pression mounts contain water-cooling channels.

Figure 1—The back-to-back transformers supply 240 VAC to a bridge rectifier, which charges the capacitor bank
through the series resistors and fuse. S1 charges the capacitors, and S2 activates a solenoid that connects the
capacitors to the Lenz launcher coil on the far right. The voltmeter must have at least a 300-VDC range.
Remember, the fuse protects the circuitry, not you!
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330 VP pulsating DC, my units actually
produce 240 VP under load. The two 1.5-
kΩ, 10-W resistors limit the maximum
charging (and short-circuit!) current to
the doorbell transformer’s 80-mA rating.

The energy stored in a capacitor is
determined with the following equation:

The 10 photoflash capacitors add up
to 4400 µF that hold 22 J of energy at
100 VDC. Because energy depends on
the square of the voltage, they hold 5 J
at 50 V and 90 J at 200 V. Photoflash
capacitors have an extremely low
equivalent series resistance (ESR), down
in the tens of milliohms. Ten in parallel
should have a fairly small ESR.

Photo 4 shows the launching coil,
which is 0.75″ in diameter . I used
0.020″ copper flashing cut into a strip
0.25″ wide and approximately 1′ long.
The terminals are #10 AWG copper
wire soldered to a complete wrap of the
flashing for a low-resistance joint. A
layer of Mylar tape between the turns
provides insulation, and epoxy makes
the coil a monolithic lump. I removed
the tape that insulates the coil from the
projectile so you can see the winding.

The inductance of an n-turn pancake
coil is, approximately, the following:

where Ro and Ri are the outer and
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inner radii of the pancake in inches.
The calculated inductance, approxi-
mately 0.25 µH, falls well below the
level I can measure with any accura-
cy. A field-solving simulator could
calculate a better answer, but that’s
well above the level of this column’s
budget!

A coil generates a magnetic field in
proportion to the current passing
through it, so the rate of change of the
field is proportional to the rate of
change of the current. The ideal wave-
form would be a step function: apply-
ing an extremely high current in zero
time. Ideally, you should apply an infi-
nite current in zero time, which is
what that wise guy in the back row
was advocating.

The equation for the current
through an inductor should look
familiar:

At t = 0, the current is zero regardless
of the applied voltage. A constant
voltage across an inductor will pro-
duce infinite current after an infinite
time, although in practice something
will burn out first.

Photo 5 shows that the switch
applies voltage to the coil in approxi-
mately 50 ns, which is well below my
digital oscilloscope’s single-shot rise
time. I tried to measure the current
using the differential voltage across
one of the coil’s solder joints, but the
induced current in any closed loop
obliterates low-level measurements.

I built the switch using a 12-V car
door lock solenoid powered from 24 V
for increased speed. The solenoid pulls
the smaller top plate just to the right
of the capacitors in Photo 3 firmly
against the circuit board that holds
the capacitors and coil. I sol-
dered copper flashing sheets
to the circuit boards for bet-
ter durability, but the cur-
rent often welds them
together while shooting
sparks out the sides. I keep a
small screwdriver handy to
pry the plates apart.

Eks suggested that four
crossed copper bars might
work better. I soldered #10

i t
L

dtL
t

t
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1

AWG wires to the plates and discov-
ered that concentrated kiloampere
current makes for phenomenal sparks
and serious spot welding. Another
friend suggested mounting the plates
so that they rub together while clos-
ing, which might tend to keep them
from welding by diffusing the current
over a larger area. Again, feel free to
improve the switch. Just don’t expect
an ordinary relay to work for long.

SOLDER MATTERS
I used lead-free Sn/Ag (96% tin, 4%

silver) solder for all the joints, even
though it melts at approximately
475°F (well above eutectic tin-lead
solder’s 361°F) and is harder to sol-
der, even with a 230-W gun. It has
two redeeming features for this
application: it has lower resistivity
than Sn/Pb solder, and it doesn’t
release lead when a switching arc
vaporizes it.

Copper’s resistivity is 1.7 µΩ-cm,
tin’s is 11 µΩ-cm, and lead’s is 22 µΩ-cm,
so solder is an order of magnitude
worse than copper. Any solder joints
must be as thin and wide as possible,
but you’ll probably still find that the
joints determine the overall resistance
of the circuit.

For example, 1-oz. copper foil on a
PCB is 0.0014″ thick. The 1″ × 4″ rec-
tangle holding the eight 350-µF capac-
itors is:

The total resistance of both copper
planes is about 5 mΩ. In contrast,
the silver-tin solder joint wrapped
around the #10 AWG lead at one
end of the launcher coil contributes

1 9
1 7

2 54
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Photo 5—The voltage across the coil resistance and inductance
rises in 50 ns.

Photo 4—The Lenz launcher coil has 10 turns of
0.25″ × 0.020″ copper foil insulated with Mylar tape
and stabilized with epoxy. I filed the top more or less
flat for better coupling to the projectile. An insulating
layer of tape will cover the coil’s top to prevent shorts.
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the following:

I flattened the wire for a better fit to
the board, but the resistance at that
joint is as follows:

Similarly, the DC resistance of the
coil winding works out to 1.6 mΩ,
which is much smaller than the other
resistances in the circuit. Very rough-
ly, the total circuit resistance might
be 20 mΩ for an L/R time constant of
15 µs. That number doesn’t match up
with anything I could measure, which
suggests that it is completely wrong
rather than just a little bit off.

Even though the capacitors carried
50 V, Photo 5 shows that only approxi-
mately 25 V appears across the coil:
the switch and solder joints blot up
half the total voltage. Dropping 25 V
across 20-some-odd milliohms works
out to 1 kA—more or less what Eks
expected.

When you’re working with kiloam-
pere currents, even trivial items like
solder joints and capacitor ESR
become critically important. That is
the sort of thing you might not learn
in EE101.

MECHANICS
My copper disk projectile weighs

about 3 g and hits the ceiling with the
energy from a 150-V charge. Given
these numbers, you can find the ini-
tial kinetic energy and the launch
velocity. Raising a 3-g disk 2 m
against Earth-normal gravity requires
following:

Remember that a gram measures
mass, and you need gram-force, which
is the force exerted by 1 gm in a 1-G
gravity field. The nice thing about
metric units is that they actually
make sense.

If half the energy goes into wind
resistance—an assertion made without
a shred of evidence—the launch
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requires 0.1 newton-meter. Given the
mass and the kinetic energy at launch
time, the initial velocity is as follows:

or, in this case,

That number feels about right: the
disk takes off at a pretty good clip!

To get an idea of how inefficient
this launch technology is, however,
recall that 1 newton-meter equals 1 J.
The photoflash capacitors store 90 J at
150 V, so about 0.1% of the total ener-
gy goes into moving the projectile!

The remainder of the energy goes
into vaporized switch contacts and
heated conductors. Spot-welding the
joints, rather than soldering them,
might dramatically improve the
launcher’s overall performance.

The projectile’s conductivity also
matters. When Eks and I ran some
informal tests, a 1964 dime worked
fine, but a present-day dime barely
moved, demonstrating the reduced
conductivity of post-1965 “silver”
coins. Pennies are much less conduc-
tive than pure copper, and quarters are
hopeless.

Anyway, go forth, calculate, and
measure these things for yourself. See
what numbers you get, and remember
to keep one hand in your pocket at all
times!

CONTACT RELEASE
Although this Lenz launcher is a

fanciful application, the effect has
practical uses. Start with U.S. patent
3,730,039 at www.uspto.gov/
patft/index.html and follow the refer-
ences. Eks has a handful of patents on
the subject, too, but they’re under his
real name. 

As far as Photos 1 and 2 go, well,
what do you think? The camera never
lies, but computers often do! I
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Ed Nisley is an E.E., P.E., and author
in Poughkeepsie, NY. You may contact
him at ed.nisley@ieee.org. Put “Circuit
Cellar” in the message’s subject line to
clear the spam filters.

http://www.vantec.com
http://www.beldynsys.com
http://www.jrkerr.com
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They tell you: “Prepare; the end is
near. For those who art not prepared
shall not enter the kingdom of the PC.” 

Where would your project be with-
out access to today’s GUI power base?
Like it or not, PCs rule. For many a
designer, they are numero uno, an
important piece of the puzzle, and I’m
not talking about a PC as a develop-
ment platform.

OK, so maybe your device doesn’t
need that free user GUI connection
that’s already in every home.
However, I’d find it hard to believe
that you’ve never designed a gizmo
that didn’t use a serial or parallel port.
Most of you have. 

And now they’re telling you, “You
won’t find those on new PC designs.” 

You’ve already seen the
appearance of thin USB
ports on the back, front,
and side of towers and lap-
tops. Soon the legacy serial
and parallel ports will van-
ish completely from your
computers. Whether you
believe this prediction or
not, it would be wise to
prepare for the possibility.
But don’t let the promised
extinction scare you, there
are other reasons for you to
embrace USB with open
ports—eh, arms. 

WISH LIST
From a user’s point of

view, I want to be able to
connect all of my peripher-

USB IMPLEMENTERS FORUM
To truly come up with a standard

that is embraced by everyone requires
that many different parties have input
in the specification process. Presently,
seven corporations are assigned the
copyright to the USB standard:
Compaq, Hewlett-Packard, Intel,
Lucent, Microsoft, NEC, and Philips. A
visit to www.usb.org will show you the
level of commitment to the USB push. 

Windows 95 (SR2) supported the
1996 release of USB 1.0, although it was
not until Windows 98 (SE) that the
hardware and software issues were
under control. A faster USB 2.0 was
introduced in 2000, thanks partly to a
head-to-head competition with
Firewire. The first USB on-the-go speci-

fications (device as a host)
were released a year later.

USB
The USB allows data

exchange between a host and
peripherals (devices). All USB
devices share the bandwidth
through a host-scheduled,
token-based protocol, which
allows each device to be
attached, configured, used,
and detached while the sys-
tem remains in operation.
This requires three basic
ingredients: a host, a device,
and an interconnect.

The host, or controller,
must detect the attachment
and removal of devices (enu-
meration and configuration),

USB in Embedded Design (Part 1)

FROM THE BENCH by Jeff Bachiochi

als via the same cable, which means
using the same connector on all prod-
ucts. I want to be able to plug stuff in
at any time (hot pluggable) and then
have the computer recognize it and
automatically load whatever driver is
necessary without restarting the
machine. I would also like to elimi-
nate the tangle of power supply don-
gles needed to externally power every
peripheral.

As a designer, I don’t want to have
to make choices about the physical
interface, serial or parallel, DB25 or
DE9, and male or female. I’d be happi-
er not having to support different data
formats. Having to deal with extra
level-shifting circuitry only adds to
the cost.

How much do you really know about USB? This column is a great place to start educating
yourself about the basics. And it couldn’t have come at a better time. Serial and parallel ports
may soon be things of the past.

Figure 1—The USB connection topography is a one-to-one connection between the
host and a device. The hub is a specialized device acting as a repeater to enable multi-
ple one-to-one connections through a tiered system.

The Undeniable Benefits
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FuncFuncHub 3 Hub 4
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the host and a device, there is no
room for other connections. This
allows only a single device to be con-
nected to a host. Not too useful, eh?  

Like all devices, a hub has one con-
nection upstream toward the host.
Yet a hub offers many connections
downstream to other devices. (Most
PCs have a built-in hub, offering you
more than one USB connection.)
Every device connected to a hub (or
the host) operates from a lower tier.
The USB specs allow devices to oper-
ate down to tier 7 (hubs to tier 6).

The USB hub has three jobs: the
hub controller, the hub repeater, and
the transaction translator (see Figure 2).
The hub controller controls the
upstream (hub to host) communica-
tion path and can configure and mon-
itor its downstream (hub to device)
ports. The hub repeater’s job is to
control communications between the
upstream port and the downstream
ports, including hardware support for
reset and suspend/resume signaling.
The transaction translator handles
communication speed differences
between the upstream and down-
stream paths. (This allows each path
to take full advantage of its highest
operating speed.) 

Each device (including hubs) is
given its own address during enumera-
tion. The host uses this address as a
way of talking to one device at a time.
A host broadcasts packets, which
carry a device address to the entire
bus. The packet burrows through
every pyramid tier thanks to the hub’s
ability to retransmit the packet to
every downstream device (including

translation between bus seg-
ments of different speeds).
Eventually, all devices get to
hear the packet. However, only
the addressed device will
respond. This means one return
packet (at most) is generated and
works its way back up through
any tiers to the host. 

INTERFACE
With the introduction of USB

2.0, the bus has three possible
communication speeds: low speed
(1.5 Mbps), full speed (12 Mbps),
and high speed (480 Mbps).

Although the specifications may differ
on the transceivers and cable used for
the implementation of each, this is all
invisible to you. You may not even
know which one each device is using.
Hint: Although a device may be capable
of high-speed communication, unless all
of the upstream hubs support high-speed
communication, the interface will throt-
tle back to the highest supported speed.
So it makes sense to know the capa-
bilities of each device and hub and to
connect them in a way that maxi-
mizes bandwidth.

The physical interface is a four-wire
connection for all. Separate upstream
(host) and downstream (peripheral) con-
nectors are used. These keyed connec-
tors ensure the cabling is correct and
the signal connections are made in
sequence (power first). Photo 1 shows
both plugs and receptacles for upstream
and downstream use. The signal con-
nections are shown in Table 1. Data is
sent in serial fashion using differential
pair drivers and receivers (D+ and D–).
The cable specifications require that the
data pair be twisted to obtain the full
benefit of using differential signals to
cancel common mode interference.

manage the flow of control and
data packets (isochronous and
asynchronous), collect status
(device and bus), and provide
power management to the
devices. A device provides special
capabilities to the system and
may contain multiple pipes (com-
munications channels) through
which the host may communicate
with the device. 

Each device must contain a
control pipe connected to end-
point zero, a common access
mechanism for accessing infor-
mation about the device (like a
table of contents). Endpoint zero con-
tains standard information like ven-
dor ID, device class, and power man-
agement capabilities, as well as device
configuration, interface, and endpoint
descriptors. Endpoint zero also con-
tains class and vendor-specific infor-
mation. Although the USB specifica-
tion makes a distinction between a
device and a hub, you can think of the
hub as just another specialized device.

Let’s look at the way USB connections
are made to understand why the hub
is considered so important. Figure 1
shows a seven-tier network of USB
connections made possible by the
hub. Between tier 1 (a host) and tier 2,
you have room for one USB device.
After a connection is made between

Hub
repeater

Hub
state

machine

Hub
controller

Port 1 Port 2 Port N
…

Downstream ports

Port 0
Upstream port

Upstream port
state machine

Downstream port
state machine(s)

Figure 2—The hub is a special device acting as a
repeater, controller, and transaction translator. It
establishes communication with downstream devices
at the highest possible speed. It can receive packets
at one speed and send them at a different speed to
maximize bandwidth.

Contact Signal Typical
number name wiring assignment

1 VBUS red
2 D– White
3 D+ Green
4 GND Black
Shell Shield Drain wire

Table 1—Connecting USB devices requires a cable
having different upstream and downstream connectors.
The USB system is designed to be hot-pluggable.

Photo 1—Every USB cable is wired the same. Never again will you need
to search for a cable with the right connectors.
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But how is the maximum speed for
each path determined if all of the con-
nectors and connections are the same?
A device on a lower tier is responsible
for declaring its maximum speed to
the host (or hub) it is connected to. In
USB 1.0, a pull-up resistor tied to D–
raises this signal slightly off of an idle
state (with reference to D+), indicating
a low-speed connection, while a pull-
up tied to the D+ indicates a device
capable of a full-speed connection. 

High speed was added to USB 2.0.
To stay compatible with the previous
USB 1.0 specification, a device must
first be declared full-speed and only
then will an upstream high-speed
transceiver begin a high-speed test
sequence. The downstream device must
interpret the test and respond indicating
to the upstream port that it is a high-
speed device. The full-speed pull-up is
then disabled (from D+) on the device
and special high-speed transceivers are
enabled on the hub. Any further com-
munication within this segment of the
bus takes place at high speed.

DATA
To reduce the number of signals need-

ed for USB, a clock is encoded along
with the data into an NRZI scheme
using bit stuffing, which is the automat-
ic addition of one 0 bit after six consec-
utive 1 bits. This is required to force a
change-of-state in the NRZI encoded
data allowing a receiver to remain in
sync with the data. The receiver auto-
matically discards this bit. 

USB communication can be divided
into two categories—configuration
and data exchange. The former is cov-
ered in the next section. 

Data exchange is handled using 1-ms
frames (see Figure 3). (Note that high-
speed frames are further divided into

the bus for certain transactions.
Depending on the type, each transac-

tion consists of two or three phases:
token, data, and, for all but isochro-
nous types, handshaking. All packets
begin with a packet-ID (PID) identify-
ing the type and phase, and may con-
tain other information such as the USB
device address and endpoint number.
The token phase packet includes infor-
mation on how to treat the following
data as setup, data in, data out, or sta-
tus. The data phase transfers data to or
from the device based on information
from the token phase. A handshaking
phase may indicate the status of a
transaction using an ACK, NAK,
STALL, or NYET code.

A transaction connection between
the host and device is called a pipe.
Each pipe reflects the characteristics

8- to 125-µs microframes.)
During each frame, the host may
send transaction packets to any
or all devices on the bus. Each
frame may be filled with packets
up to the 1-ms frame time. A
host transaction may be one of
four types: control, bulk, inter-
rupt, and isochronous. Control
transfers are normally used for
configuration at the time of
attachment, but can be used for

other device-specific purposes. Bulk
transfers are used for bursty traffic
that isn’t time critical, as in a file
transfer. Interrupt transfers are used
for passing reliable data in real time.
Isochronous data transfers stream time
scheduled packets and can be band-
width hogs. The use of timed frames
allows the host to guarantee time on

SOF Packets of frame N SOF Packets of frame N + 1 

1 ms 1 ms

EOF Intervals

Figure 3—The host creates 1-ms transfer frames, which can
carry packets to any USB device on the bus. Packets contain
ID information that allows the packet to be directed down a
pipe (logical connection) to a single device’s endpoint. Data
packets can be formatted or non-formatted depending on the
type of transfer used. 

Offset Field Size Value Description
0 bLength 1 Number Size of this descriptor in bytes
1 bDescriptorType 1 Constant Descriptor type
2 bcdUSB 2 BCD USB specification. Release number in binary-coded decimal

(i.e., 2.10 is 210H).This field identifies the release of the USB
specification with which the device and its descriptors are
compliant.

4 BdeviceClass 1 Class Class code (assigned by the USB-IF). If this field is reset to
zero, each interface within a configuration specifies its own
class information, and the various interfaces operate inde-
pendently. If this field is set to a value between one and FEH,
the device supports different class specifications on different
interfaces, and the interfaces may not operate independently.
This value identifies the class definition used for the aggre-
gate interfaces. If this field is set to FFH, the device class is
vendor-specific.

5 BdeviceSubClass 1 SubClass Subclass code (assigned by the USB-IF). These codes are
qualified by the value of the bDeviceClass field. If the
bDeviceClass field is reset to zero, this field also must be
reset to zero. If the bDeviceClass field is not set to FFH, all
values are reserved for assignment by the USB-IF.

6 bDeviceProtocol 1 Protocol Protocol code (assigned by the USB-IF). These codes are
qualified by the value of the bDeviceClass and the
bDeviceSubClass fields. If a device supports class-specific
protocols on a device basis as opposed to an interface basis,
this code identifies the protocols that the device uses as
defined by the specification of the device class. If this field is
reset to zero, the device does not use class-specific proto-
cols on a device basis. However, it may use class-specific
protocols on an interface basis. If this field is set to FFH, the
device uses a vendor-specific protocol on a device basis.

7 bMaxPacketSize0 1 Number Maximum packet size for endpoint zero (only 8, 16, 32, or 64
are valid)

8 idVendor 2 ID Vendor ID (assigned by the USB-IF)
10 idProduct 2 ID Product ID (assigned by the manufacturer)
12 bcdDevice 2 BCD Device release number in binary-coded decimal
14 iManufacturer 1 Index Index of string descriptor describing manufacturer
15 iProduct 1 Index Index of string descriptor describing product
16 iSerialNumber 1 Index Index of string descriptor describing the device’s serial number
17 bNumConfigurations 1 Number Number of possible configurations

Table 2—This is the format of the device descriptor table. As the first piece of information that a host requests, it
contains a basic description of the device and how the host can best communicate with it. 
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of its associated device endpoint (i.e.,
bulk in using endpoint one). The
default endpoint zero must always
exist on a powered device to provide
initial device configuration, status,
and control information during the
enumeration process. This discovery
process allows the host to establish
other pipes to the device (when neces-
sary) in support of its function. 

ENUMERATION
Most of the magic in USB happens

during enumeration. Enumeration is
the process by which the host assesses
device communication speed, assigns
the device an address, and inquires
what a device is and what it requires.
Because the USB bus is made up of
small one-to-one connections, the
host can pick and choose with whom
it is going to communicate. 

When a new device is plugged in,
the host (or hub) senses its connec-
tion by monitoring the D+ and D–
lines. If plugged into the host, it will
be detected immediately. If plugged
into a hub, the hub will tell the host
of a detection the next time the host
asks for the hub’s status. The host (or
hub) can now determine the speed of
the new device and make contact
using the default address of zero. The
first piece of information requested
from the device is the device
descriptor table. The device
responds with a list similar
to that of Table 2. (Note that
most tables are similar. The
bLength field indicates how
large the table is. The
bDescriptorType indicates
the format of the rest of the
table.)  

The host retrieves infor-
mation on how large a pack-
et it can handle and assigns
the new device its own
unique address (leaving the
default address zero free for
the next newly attached
device). The host can now
communicate with the
device through its new
address, using packets of an
acceptable size to retrieve
the device descriptor and
learn about the device’s abili-

ties. Based on the device descriptor,
the host can request information on
each configuration (mode of use) for
the device (most devices have a single
configuration). By requesting the first
9 bytes of the configuration descriptor, a
host can determine how many interfaces
(sets of endpoints) the device requires.
With this new information, the host
rereads the configuration descriptor this
time in full, which includes the interface
and endpoint descriptors. 

Based on the host’s acquired knowl-
edge of the device, Windows looks for
and installs a driver to match. The
driver asks the host to set the device
to one of its configurations. The
device enters its configured state with
its interfaces enabled, signifying that
the enumeration has succeeded.

As you can imagine, it only takes a
small error in any of the descriptor
tables to foil the enumeration process.
Windows plays a device connect or
device disconnect sound when a USB
device is connected or disconnected
(failed enumeration plays as a discon-
nect) so you can tell what is going on.
Other than that, don’t expect much
diagnostic information about the con-
nection or lack of it.

When a device is disconnected from
a hub (or host), the hub’s status indi-
cates this. The host removes the

device and any downstream devices (if
this is a hub with connected devices)
from its polling pool.

COMPLEXITY VS. EASE OF USE
The PC industry has certainly con-

cerned itself with the user. The USB
effort will significantly reduce periph-
eral user support. Rigorous testing
before obtaining USB certification
ensures the compliance of any device
that wants to display the official com-
patibility logo.

Supporting USB doesn’t make the
designer’s job any easier. In fact, it cre-
ates another specialty area, where the
average designer must put in long
hours to make sense of all the bits nec-
essary to implement a USB interface.

NOW WHAT?
Got a project that you would like to

convert to USB? This seems like a good
place to start trying to understand just
how USB works. I’ve got a serial dongle
that I designed a few years ago to take
serial commands and convert them to
X10 signals using the TW-523 as a power
line interface (see Figure 4). The TW-523
is an X10 product that gives you isolated
access to the utility grid. The TW-523
has two isolated control lines out (zero
crossing and 120-kHz gate) and one iso-
lated control line in (120-kHz gate).

To send X10 data, you
must use the zero-crossing
input as a reference point to
create three potential 1-ms
gates (one at each 60° point
within 60 Hz of each half
cycle starting with the zero
crossing). X10 data consists
of three gate signals (for
logic 1) or the absence of
three gate signals (for a
logic 0) during a 60-Hz half
cycle. Except for data in the
start code, the second half
cycle must contain inverted
data of the first half cycle.
The X10 commands are sent
as start code, house code,
and function code. (Note
that the purpose of the three
gates is to enable 120-kHz
bursts within the TW-523
that are applied to the power
line at the zero crossing

Photo 2—The X10 monitor screen can monitor every X10 address, but it shows
only those modules that have received X10 commands. Visible modules can be
designated as lamp or appliance modules and therefore properly reflect on, off,
and dimness levels. Drop-down boxes at the bottom allow X10 commands to be
set and then sent using the “SEND X-10” button.
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function code. The program sends it out
of the serial port. If a start code is not
found, the program waits for approxi-
mately 5 ms (less than half a line cycle)
before looking for a start code again. 

The wait loop allows an interrupt to
be serviced if necessary (also written
in BASIC). A character received via the
hardware serial port produces an inter-
rupt. The interrupt routine grabs three
characters (house code, function code,
and repeat code) and checks to see if
they are legal (house code must have
most significant bit set), sets a data
good flag, and exits the interrupt rou-
tine. Back in the main loop, the data
good flag enables an XOUT command to
be sent. All code for this module is
written in BASIC and compiled into
assembly code by the compiler.

The application on the PC in Photo 2
is written in Visual Basic; it monitors
the serial port for received X10 com-
mands. This application also allows
you to send an X10 command to turn
on and off an appliance module or
control (e.g., on, dim, bright, off) a
lamp module. The application moni-
tor screen shows the status of all

255 potential modules (A–Z,
1–16). Individual modules
are shown only after an X10
command has been sent or
received to or from a mod-
ule. You can indicate the
module’s use as a lamp or
appliance. This allows the
dim and bright levels to be
displayed for lamp modules.
User-modified descriptions
of each module pop up
when the mouse hovers
over the said indicator.

HID
In most situations you

must write a PC device
driver for a particular class
USB device. I don’t know
about you, but that’s much
more than I wish to bite off
at one time. Fortunately,
there is the human interface
device (HID) class. This was
one of the first USB classes
to exist, and it has an
existing Windows driver.
Although the HID class was

designed as a human interface, it can be
used for anything as long as the data fits
with the class specifications.

Data is exchanged by the host-request-
ing and device-returning reports via con-
trol or interrupt transfers. A report can
have multiple transactions of 8, 64, and
1024 bytes for low-, full-, and high-speed
devices. Maximum transfers are there-
fore 800, 64 KB, and 24 MB per second. 

Next month we will take a look at
using the HID class for this project.
Although the present interface is serial,
we are not doing any bulk file transfer-
ring, so throughput is not an issue. Even
when using a low-speed USB device, the
specs for this project easily fit within the
HID class specifications. I

points for three-phase power, where
the other phases are 60° and 120° out
of phase.) 

To receive X10 data, look for
envelopes at zero crossings and decode
the data into X10 commands. The serial
dongle accepts X10 commands as 3 bytes
from a PC application (house code + 128,
function code, and repeat code) and
translates the commands into X10
power line gating signals. If an X10
command is heard on the power line,
2 bytes are sent to the PC (house
code + 128 and function code). 

Commands sent to the TW-523 are
also sent back to the PC as an opera-
tional check. At the time I was inves-
tigating the expanded power of
microEngineering Labs’s PicBasic
PRO, which is a basic compiler for
Microchip microprocessors. 

New X10 commands had been added
to the PicBasic’s command set, and I
wanted to experiment with them. The
total basic program text is approximate-
ly two pages. Execution uses the XIN
command to look at half of a power line
cycle for a start code. If one is found, it
decodes the data into a house code and

Figure 4—This simple schematic allows a microprocessor to commu-
nicate serially with a PC application and to send and receive X10
commands using a TW-523 isolated power line interface. 

Jeff Bachiochi (pronounced BAH-key-
AH-key) has been writing for Circuit
Cellar since 1988. His background
includes product design and manu-
facturing. He may be reached at
jeff.bachiochi@circuitcellar.com.
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Wireless is all the rage, and am I
glad. With phones, 802.11, toys, key-
boards, mice, and all manner of embed-
ded gadgets cutting the cord, the his-
toric inexorable growth of the rat’s nest
is finally being held at bay and, dare I
hope, reversed. Lost in the hoopla is the
fact that fewer wires can be as helpful as
wireless. After all, until such time as
there are no wires, replacing two of them
with one is a worthy concept too.

That brings us to this month’s topic,
Power over Ethernet, or PoE for short. If
there’s one kind of wire that’s been grow-
ing over the past decade or so in lockstep
with the rise of PCs and the Internet, it’s
the ubiquitous Cat 5 cable, connecting
10, 100, and now 1000 Mbps Ethernets.

The bad news is that nearly every
Ethernet cable brings along an unwel-
come second cousin, namely the power
cable for the Ethernet-connected gadget,
as often as not connected to an outlet-
hogging wall wart power supply. “Say
hello to my little friend,” indeed.

SPARE CHANGE
Actually, the PoE story isn’t so new.

The plotline hinges on the fact that
Ethernet only uses four of the eight
connections in the ubiquitous RJ-45.
It’s no surprise that creative homebrew-
ers were the first to seize the opportu-
nity to send power along with the data
(see Photo 1). Just the thing for sticking
a webcam on the roof or positioning a
Wi-Fi access point for best coverage
without having to worry about whether
or not it’s near an AC outlet. There are

example, to get 9 V at 0.5 A to the end
of a 200′ cable, you need to inject 12 V
to account for the 3-V voltage drop.
E = IR (3 V = 6 Ω × 0.5 A).

Keep in mind that it’s the actual
power consumption that matters, not
what’s on the label. My experience is
that wall wart-powered gadgets rarely
consume the entire maximum rated out-
put of the power supply. To eliminate all
the uncertainty (i.e., cable resistance and
device current consumption), I suggest
using a variable supply to test your actu-
al configuration. Plug in the cable you
intend to use and turn on the device to
establish the actual load. Then, tweak
the supply until the voltage measured at
the device terminals is just right. 

Furthermore, although a gadget may
come with a 9-V wall wart, if it’s got a
linear regulator inside, it might work
just fine at 7 V depending on the regu-
lator’s dropout voltage spec. For that
matter, the typical 5-V regulator can
tolerate a higher voltage too, but just
be careful that the total power dissipa-
tion (combined current consumption and
voltage drop across the regulator) doesn’t
make things too hot for comfort.

Consider the National LM78L05, a
popular example of the 5-V linear
breed. According to the spec, this
puppy can deliver 5 V at 100 mA from
an input voltage anywhere between
6.7 V and a whopping 35 V. However,
the total power dissipation is limited
by the regulator’s maximum junction
temperature (125°C) and package ther-
mal resistance spec (230°C per 1 W) to

Powered Points

SILICON UPDATE by Tom Cantrell

helpful step-by-step guides posted on
the ’Net by these PoE pioneers (e.g.,
www.nycwireless.net/poe/), and there’s
even a web page dedicated to the sub-
ject at www.poweroverethernet.com. 

Basically, homebrewing your own
PoE hack boils down to a few simple
tasks. The first is to verify that the
spare wires are actually unused—some-
thing that’s usually the case, but it’s
better to be safe than sorry. This caveat
is especially relevant in a commercial
installation, which might feature struc-
tured wiring that uses the spare wires.  

Next, calculate the voltage required
depending on the length of the cable
and how finicky the power consumer
at the receiving end is. It’s a simple
matter of Ohm’s law and the resistance
of the wire. The Ethernet spec calls for
a maximum of 9.8 Ω per 100 m, or
approximately 3 Ω per 100′. So, for

If you’re thinking about designing a device that plugs into Ethernet, Tom suggests that you
learn as much as possible about 802.3af. This column is your power-over-Ethernet (PoE)
primer. Read on to see why Tom is so optimistic about PoE technology and the chips that
will drive it.

Photo 1—For a homebrew installation, consider wiring
your own PoE solution. (Photo courtesy of
www.bawug.org/howto/hacks/outdoor_intel2011/pics/
source/07_poe_surface_jack_exposed.jpg.)
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little more than 0.5 W (i.e.,
125/230). That means if you
actually feed an LM78L05 35 V
(i.e., 30-V drop), it can only
service a measly 15- to 20-mA
load, which is far less than its
100-mA spec. And, even at
that, you’re left juggling the
125°C hot potato and contem-
plating thermal management,
heat sinks, fans, ventilated
enclosures, and all the rest.

The same power dissipation con-
cern applies to the wire itself. Do not
bite off more than your Cat 5 can
chew. After all, shipping a lot of cur-
rent over a skinny wire is the way a
light bulb works. As the how-to web
page notes, that’s OK if you want to
wrap the Ethernet cable around your
water pipes to keep them from freezing,
but it’s more likely just a fire hazard.

ET PHONE HOME PAGE
If it were just one-off homebrew

installations, this PoE story would be
over. However, what has happened in
the last few years is that big rack-and-
stack communications infrastructure
camels like Cisco and 3Com have stuck
their noses into the tent with their own
proprietary PoE schemes. When you’re
talking about hundreds and thousands of
nodes, the cost savings from centralizing
power distribution are compelling.

Most recently, PoE has gotten an extra
push with the emergence of so-called
voice-over-IP (VoIP) phones. Simply put,
VoIP phones digitize the voice at one
end, ship it over the packet-switched
Internet, and then reassemble the pack-
ets and convert back to analog at the
other end. Although the earliest VoIP
phones struggled with technical chal-
lenges (e.g., latency) and a lack of serv-
ice offerings, those problems appear
to be fading fast.

Meanwhile, and perhaps most
importantly, the VoIP industry has
been graced with a regulatory free pass
from obligations like 911 service and
rural subsidy fees. If you can’t beat
’em, join ’em. And now even tradi-
tional phone companies like AT&T
are hopping on the VoIP bandwagon.

There’s only one problem: a real (tradi-
tional analog) phone gets its power from
the phone lines. Yes, it may come with a

wall wart, but that’s just for the fancy
extras like an answering machine. It’s
comforting to know that even if power
fails, old Ma Bell is still there for you.

So, a VoIP phone is going to go out
when the lights do? Or everybody
needs a little UPS to go with their
VoIP phone? And users get to tie
themselves in knots with not one but
two cables (Ethernet and power)? No
way. Instead, PoE, with centralized
power distribution amenable to bat-
tery backup, allows VoIP
phones meet their analog
counterparts head-on.

WORLD WIDE WIRE
Of course, having multi-

ple proprietary PoE stan-
dards would be far worse
than having no PoE at all.
Every time you jack in, it’s
a smoke test? No thanks.

Fortunately, everybody
involved saw the light and
managed to reach a peace
agreement that was rati-
fied in the IEEE 802.3af
standard, which defines
PoE enhancements for new
and existing 802.3 net-
works. Let’s start with the
view from 50,000′ and then
dive in to take a closer look.

The standard defines
two distinct roles for PoE
players: power-sourcing
equipment (PSE) and pow-
ered device (PD). As the
names imply, PSE is
responsible for delivering
power for use by PDs.

As a practical matter,
most designers will find
themselves in the PD camp,
with PSE mainly under the

purview of the infrastructure
providers, IT managers, and
building contractors. It’s kind of
analogous to an AC outlet; a
relatively small number of utili-
ty providers (PSE) deliver power
to a myriad of plug-ins (PDs).

Two types of PSE—mid-
point and endpoint—are
defined (see Figure 1). Like
the homebrew schemes, mid-
point power injectors and taps

sit between existing non-PoE devices
and use the two (typically) unused
pairs in the four-pair Cat 5 cable.
Midpoint PSE is a good solution for
initial retrofitting or situations where
only a relatively small percentage of
ports need PoE. In the long term, mar-
ket dynamics and customer demand
will fuel inexorable migration to end-
point solutions, especially in new
commercial installations. Ultimately,
it’s not hard to imagine (and many
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Figure 1—IEEE 802.3af supports midspan and endpoint configurations.
Note that the former only allows sending power over the spare wire pairs,
while the latter also supports the option of sending power over the data
pairs. Another difference is that endpoint solutions can serve 10, 100, and
1000 Mb-per-second links, while midspan is limited to 10 and 100 Mb.

Class Usage RCL (ΩΩ) Maximum power used by PD (W)

0 Default 10 k 0.44 to 12.95
1 Optional 732 0.44 to 3.84
2 Optional 392 3.84 to 6.49
3 Optional 255 6.49 to 12.95
4 Not allowed 178 Reserved*

*Class 4 is reserved for future use.

Table 1—802.3af powered devices (PDs) aren’t required to classify their power
needs. (The default is maximum power.) But doing so enables smarter power
management in mulitport power-sourcing equipment (PSE).
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PoE advocates hope for) a time when
practically every Ethernet jack offers
power to whatever plugs in. 

Another key point is the standard’s
choice of a 48-V supply (44- to 57-V
spec). At first glance this seems like
overkill, but, on further thought, it
makes a lot of sense. All else being
equal, a higher voltage delivers a given
amount of power with less wiring loss
(i.e., less current) than a lower volt-
age. At the same time, 48 V is low
enough to slip under the radar of vari-
ous safety regulations that kick in at
higher voltages. Finally, matching the
voltage commonly used in existing
telecom infrastructure makes for less
regulatory hassles and an easier sale
and transition to the new gear.

The spec limits a single PSE port to
delivering a maximum of 12.95 W to a
PD. I’ve read some complaints that
this may not keep up with the ever-
more power-hungry devices, notably
laptop PCs, but otherwise that seems
like more than enough power for the
typical Ethernet add-on.

PSE is burdened with overcoming
any issues associated with existing
incompatible wiring (e.g., an analog
phone on one of the ostensibly spare
pairs) as well as the possibility of
bumping into existing proprietary PoE
gear. To achieve that goal, in addition
to using the spare pairs, endpoint PSE
has the option of delivering power over
the data lines themselves. Fortunately,
because Ethernet links are already elec-
trically isolated (e.g., typically via trans-
former) in the interest of safety, carrying
this so-called phantom power (i.e., DC
offset) on the data lines isn’t a problem.
Note that an endpoint PSE can offer
power on the data or spare pairs but not
both at the same time.

DISCOVERY CHANNEL
I use the terminology that a PSE can

“offer power” intentionally. It’s like
the old saying: PSE can lead a PD to
power, but can’t make it drink.

Because of the aforementioned pos-
sibility of incompatible wiring, not to
mention the legion of existing non-
powered devices, PSE cannot simply fire
and forget the 48 V. Instead, PSE periodi-
cally probes its Ethernet links to see if a
PD that requires power has jacked in.

Let’s go through a second in the life of
PSE and a PD to illustrate the process.

Considering various real-world sce-
narios, the 802.3af experts came up
with a clever way to sort the wheat
from the chaff. The scheme simply
requires that the power requesting PD
exhibit a particular signature resist-
ance across the power lines.

During the detection phase, PSE rela-
tively slowly (0.1 V/ms) ramps up the
power from 0 to 10 V. During this time,
the current allowed to flow is limited
to 5 mA in case there’s a short or other
problem. As the voltage rises, the PSE
measures the current flow at two levels
(at least 1-V apart) to determine the pos-
sible presence of the detection signature
resistor in a PD at the other end. Two
measurements (slope) are required to fac-
tor out the DC offset (cable loss) between
the PSE and PD. If the PSE detects an
open (i.e., nothing or a non-powered
device plugged in), short, or anything

other than the specified detection signa-
ture resistance, it shuts off the power.

Assuming that a valid PD (i.e., detec-
tion resistance) is found, the PSE con-
tinues ramping the voltage. As it passes
between 15.5 and 20.5 V, the PSE and
PD enter what’s known as the classifi-
cation phase, in which the PD is given
the opportunity to request a particular
amount of power (see Table 1). Once
again, the technique involves the PSE
measuring the current flow, this time
across a classification resistance. Note
that from a PD’s perspective, the classi-
fication phase is optional with full
power the default. However, a PD that
volunteers to accept a lower power
level will be welcomed by multiport
PSEs that must allocate their maximum
power delivery capability across many
ports. Knowing now that there is a PD
requesting power (and how much to
deliver), the PSE ramps the voltage and
current limit to their full specifications.
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Figure 2—Chips like the Maxim 5941 include both 802.3af features and power supply-related logic such as an
oscillator and closed-loop PWM controller.
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DOUBLE DUTY
During detection and classification,

the PD has little responsibility other
than to present the appropriate resist-
ance (detection and classification) to the
PSE at the appropriate time (i.e., as the
voltage ramps through the detection and
classification levels). Remember, though,
the PD must be able to accept power on
either the data or spare pairs (but never
both at the same time) at the PSE’s
pleasure. The IEEE standard specifically
disallows PDs that don’t accept either
power-delivery option.

Generally speaking, the PSE han-
dles current limiting. It will shut off
power if the PD exceeds the allocated,
or maximum, current draw. However,
if the PD presents a large capacitive
load (greater than 180 µF), the IEEE
spec requires that it assume responsi-
bility for inrush current limiting.

The PD also has housekeeping to
attend to during normal operation. The
spec requires that the PD monitor the
input voltage and turn on the load
after it reaches 42 V. Similarly, the PD
must disconnect the load, a so-called
undervoltage lockout (UVLO), if the
voltage falls below 36 V. The 6 V of
hysteresis prevents the power supply
from chattering on and off under mar-
ginal conditions.

The subject of disconnection is a
little deeper than you might think.
During operation, the PD is required
to present two distinct “maintain
power signatures” (MPS)—one AC
and one DC.

The AC MPS scheme is similar to
the detection phase in that the PSE
probes the link periodically with a rip-
ple voltage riding on the output look-
ing for some indication that a valid PD
is still present. This handles the typical
case of a physically disconnecting PD.
If the PSE suddenly finds a high resist-
ance—greater than 1.98 MΩ—it pre-
sumes that the PD’s plug has been
pulled and turns off power.

The DC MPS component is a little
trickier. Essentially, the spec says that if
the PD fails to consume enough power
(e.g., 10 mA) enough of the time (e.g.,
75 ms every 325 ms), the PSE is required
to cut it off. To complicate matters fur-
ther, although PDs are required to pres-
ent both AC and DC MPSs, PSEs are
allowed to choose whether they monitor
one, the other, or both. 

Although the vast majority of PDs
will likely need more power, be
advised that if a PD happens to draw
less than 10 mA, it seems to me there
could be a problem.

PSE probes and detects the PD, 
PSE gives the PD power
PD doesn’t use enough power, 

fails DC MPS
PSE cuts off the power
Repeat… 

Of course, the easy way out is to hang a
dummy load (e.g., a resistor or LED) on
the thing and be done with it, but that’s
a hard pill to swallow for any efficiency
and environmentally-minded engineer.

A similar question is how one
might go about turning a PD com-
pletely off while leaving it plugged in.
Maybe it’s as simple as a double
throw on/off switch that disconnects
both the AC MPS detection resistor
and the DC load; but, I have to admit,
I’m still scratching my head a bit. 

POWER TRIP CHIPS
Reflecting grassroots support for

802.3af and a positive market outlook,
a lot of major IC players are rolling
out compatible products, even as the
ink on the standard is barely dry. As
mentioned earlier, most of the action
is in chips for PDs given the universe
of PoE plug-ins they will enable.

As a would-be PD designer, your
first choice is whether to make or buy
the DC-DC converter that ultimately
takes the 44 to 57 V and turns it into
the lower voltage(s) (1.8 to 12 V) that
most digital systems require. Chips
are available that support both the
make and buy options.

For those who have the time and
inclination to design their own power
supply, a chip like the Maxim 5941 is
the way to go (see Figure 2). In addi-
tion to handling the PD detection and
classification phases, it incorporates
the PWM controller that serves as the
brains of a switch-mode power supply. 

For those who prefer to take the
easier, albeit more expensive, route of
buying the DC-DC converter, a solu-
tion based on the TI TPS2370 is bless-
edly simple (see Figure 3). Beyond the

+
–

PoE Powered device front end

RJ-45

3

6

1

2

4

5

7

8

RX

TX

S
P
A
R
E

DC
Brick
supply

V+

V–

44 
to 

57 V

3

1

2

RDET

RLIM

RCLASS

4

8

TPS2370

6

5

CDCDCIN

DC/DC
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Figure 3—The simplest PoE solutions combine a chip like the TI TPS2370 that handles 802.3af features (e.g.,
detection and classification) with an off-the-shelf DC-DC converter module.

Photo 2—If things go as PoE proponents plan, the
power outlet of tomorrow will look something like this
NJ100-powered network jack from 3Com.
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Heck, maybe PoE will even have an
effect beyond the world of ones and
zeros. Without really trying, 802.3af also
happens to define a single worldwide
standard for power delivery, something
even the United Nations can’t pull off. 

Indeed, I heard about a trade show
PoE demo that had folks shaving with
an electric razor plugged into an
Ethernet jack. Not that I’m an advocate
of desktop toiletry, but the market will
no doubt show a lot of creativity when
the time comes. For example, airlines
might find PoE a great way to accom-
modate both the power and communi-
cation needs of their electronics-laden
passengers.

If you’re designing a gadget that
plugs into Ethernet, I strongly recom-
mend that you get up to speed on
802.3af. A chicken in every pot—and
48 V in every RJ-45—is the battle cry
of this twenty-first century version of
“power to the people.” I

standard 802.3af front-end, design-in
involves little more than choosing the
appropriate detection, classification,
and current limit resistors.

There are plenty of other 802.3af
chips from all the usual suspects.
However, as you go through the
datasheets, be on the lookout for pos-
sible gotchas related to different inter-
pretations of the spec. For instance,
Supertex makes a part, the HV110,
that’s similar to the aforementioned
TPS2370. However, unlike the TI part,
the HV110 includes a semi-equivalent
feature to the DC MPS that normally
resides in the PSE. If the DC current
draw falls below 20 mA, the HV110
itself will cut off power. The datasheet
argues that this provides insurance
should an HV110-based PD encounter
a noncompliant PSE. But whether or
not this is actually a feature or hin-
drance will depend on the specifics of
a particular PD application.

Other detailed differences include the
fact that some chips are smart enough to
switch out the detection and classifica-
tion resistors after those phases are com-
plete in order to eliminate the unneces-
sary load. Finally, it’s one thing if you pre-
sume your PD will be powered only by a
PoE jack, period. But what about the situ-
ation in which a PD is plugged into a
non-powered Ethernet, not to mention
the option of standalone operation (i.e.,
not connected to Ethernet)? The fact is,
many PDs will still need a DC power jack
and wall wart to handle these situations.
The easiest solution is to use a high-volt-
age (e.g., 44 V) DC supply and feed it
through the 802.3af front-end, taking
advantage of the current limiting, under-
voltage lockout, and other PoE features.
Alternatively, a lower DC voltage can be
inserted pre- or post-DC-DC converter.

CLOSE SHAVE
I’m pretty optimistic about the out-

look for 802.3af and PoE. With a stan-
dard in place, I suspect the infrastruc-
ture providers, large commercial
installations, and VoIP advocates will
move quickly to proliferate powered
sockets (see Photo 2). As that happens,
suppliers of plug-ins will have the
opportunity, and ultimately competi-
tive necessity, to take advantage of
the “free” power.

RESOURCE
IEEE, Inc., “802.3AF-2003 IEEE
Standard for Information
Technology—Part 3: Carrier Sense
Multiple Access with Collision
Detection (CSMA/CD) Access
Method and Physical Layer
Specifications Amendment: Data
Terminal Equipment (DTE) Power
via Media Dependent Interface
(MDI),” 0-7381-3696-4, 2003.

Tom Cantrell has been working on chip,
board, and systems design and market-
ing for several years. You may reach
him by e-mail at tom.cantrell@circuit-
cellar.com.

SOURCES
MAX5491 
Maxim Integrated Products, Inc.
(408) 737-7600
www.maxim-ic.com

HV110 PD Controller IC
Supertex, Inc.
(408) 222-8888
www.supertex.com

TPS2370
Texas Instruments, Inc.
(972) 644-5580
www.ti.com
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