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Digital Oscilloscopes

• 2 Channel Digital Oscilloscope
• 100 MSa/s max single shot rate
• 32K samples per channel
• Advanced Triggering
• Only 9 oz and 6.3” x 3.75” x 1.25”
• Small, Lightweight, and Portable
• Parallel Port interface to PC
• Advanced Math options
• FFT Spectrum Analyzer options

DSO-2102S $525
DSO-2102M $650
Each includes Oscilloscope,
Probes, Interface Cable, Power
Adapter, and software for
Win95/98, WinNT, Win2000
and DOS.

• 40 to 160 channels
• up to 500 MSa/s
• Variable Threshold
• 8 External Clocks
• 16 Level Triggering
• up to 512K samples/ch
• Optional Parallel Interface
• Optional 100 MSa/s Pattern Generator

LA4240-32K (200MHz, 40CH)         $1350
LA4280-32K (200MHz, 80CH)         $2000
LA4540-128K (500MHz, 40CH)       $1900
LA4580-128K (500MHz, 80CH)       $2800
LA45160-128K (500MHz, 160CH)   $7000

www.LinkIns4.com
Link Instruments • 369 Passaic Ave • Suite 100 • Fairfield, NJ 07004 • (973) 808-8990 • Fax (973) 808-8786

Logic Analyzers

• 24 Channel Logic Analyzer
• 100MSa/S max sample rate
• Variable Threshold Voltage
• Large 128k Buffer
• Small, Lightweight and Portable
• Only 4 oz and 4.75” x 2.75” x 1”
• Parallel Port Interface to PC
• Trigger Out
• Windows 95/98 Software

LA2124-128K (100MSa/s, 24CH)
Clips, Wires, Interface Cable, AC
Adapter and Software $800

All prices include Pods and Software

http://www.linkins4.com
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n the past five to 10 years, we’ve witnessed
momentous events. We’ve just seen the end of the

twentieth century and crossed the threshold into the new
millennium. And in the world of engineering, we’ve seen

remarkable achievement, leading to an age of digital everything. However, for
those of you for whom change sends a chill down your spine, rest assured
that some things remain the same. Regardless of how far we’ve come in the
digital revolution, you still find analog parts on the shelves.

Yes, traditional methods still apply in today’s world. For instance, speakers
are still analog devices. For insight into the world of audio systems, look no
further than page 30 for Ed Nisley’s article. You probably think building a trou-
ble-free audio system is a tremendous ordeal. Everything has to be high quali-
ty, right? There are the PC, software, as well as digital data and high-resolu-
tion converters to worry about. Well, maybe not. You can’t learn everything
from the datasheets, says Ed. 

Longtime writer George Novacek also has an interesting topic to talk
about. Following up his coverage of EMC, ESD, and transient protection, he
now focuses on grounding and bonding (page 12). George provides the
basics of this expansive issue. Armed with some no-nonsense solutions, you’ll
be ready to experiment on your own.

In your experiments, do you often find yourself battling the effects of non-
linearity in analog devices? You’re not alone. Tom Napier has spent a good
deal of time dedicated to combating this obstacle. As with most things in life, a
solid education in the principals you’re dealing with is the key to success.
Interestingly, the solutions evolve out of not just a solid understanding of ana-
log techniques, but also of the digital domain. When you know which compo-
nents work best as analog or digital, you’re a step closer to fixing the flaws.

This month, you also get a special treat from Jeff Bachiochi. Following the
Design Logic 2001 contest sponsored by Atmel, Jeff came out from behind
the bench to take a look at the projects entered. Impressed by the profession-
al-quality work accomplished by a group of Cornell University seniors, he
decided to find out more. “RISCy Business” (page 44) is the result of inter-
views with the students and their professor who encouraged them to enter. If
you’re interested in finding out what the future holds for engineering, you’ll
want to take a look at what college kids are building these days.

What will happen in the next five to 10 years? During the early twentieth
century, consequential inventions including the airplane, light bulb, and analog
cellular phone were created. In 1945, John Mauchly and John Eckert along
with their colleagues introduced the Electronic Numerical Integrator and
Computer (ENIAC), which played a pivotal role in the progression to modern
electronic computers. With the proven capabilities of analog techniques cou-
pled with the growth of the digital age, I wonder what inventors will discover in
the early twenty-first century. 

4 Issue 145    August 2002 www.circuitcellar.comCIRCUIT CELLAR®

EDITORIAL DIRECTOR/PUBLISHER
Steve Ciarcia

WEB GROUP PUBLISHER
Jack Shandle

MANAGING EDITOR
Jennifer Huber

TECHNICAL EDITOR
C.J. Abate

WEST COAST EDITOR
Tom Cantrell

CONTRIBUTING EDITORS
Ingo Cyliax
Fred Eady 
George Martin
George Novacek

NEW PRODUCTS EDITOR
John Gorsky

PROJECT EDITORS
Steve Bedford 
David Tweed

ADVERTISING
ADVERTISING SALES MANAGER

Sean Donnelly Fax: (860) 871-0411
(860) 872-3064 E-mail: sean@circuitcellar.com
Cell phone: (860) 930-4326

ADVERTISING COORDINATOR
Valerie Luster Fax: (860) 871-0411
(860) 875-2199 E-mail: val.luster@circuitcellar.com

ADVERTISING CLERK
Deborah Lavoie Fax: (860) 871-0411
(860) 875-2199 E-mail: debbie.lavoie@circuitcellar.com

CONTACTING CIRCUIT CELLAR
SUBSCRIPTIONS:

INFORMATION: www.circuitcellar.com or subscribe@circuitcellar.com
To Subscribe: (800) 269-6301, www.circuitcellar.com/subscribe.htm, or
subscribe@circuitcellar.com
PROBLEMS: subscribe@circuitcellar.com

GENERAL INFORMATION:
TELEPHONE: (860) 875-2199       Fax: (860) 871-0411
INTERNET: info@circuitcellar.com, editor@circuitcellar.com, or www.circuitcellar.com
EDITORIAL OFFICES: Editor, Circuit Cellar, 4 Park St., Vernon, CT 06066 
NEW PRODUCTS: New Products, Circuit Cellar, 4 Park St., Vernon, CT 06066
newproducts@circuitcellar.com

AUTHOR CONTACT:
E-MAIL: Author addresses (when available) included at the end of each article.

CIRCUIT CELLAR®, THE MAGAZINE FOR COMPUTER APPLICATIONS (ISSN 1528-0608) and Circuit Cellar Online are pub-
lished monthly by Circuit Cellar Incorporated, 4 Park Street, Suite 20, Vernon, CT 06066 (860) 875-2751. Periodical rates paid at
Vernon, CT and additional offices. One-year (12 issues) subscription rate USA and possessions $21.95, Canada/Mexico
$31.95, all other countries $49.95. Two-year (24 issues) subscription rate USA and possessions $39.95, Canada/Mexico
$55, all other countries $85. All subscription orders payable in U.S. funds only via VISA, MasterCard, international postal money
order, or check drawn on U.S. bank. 
Direct subscription orders and subscription-related questions to Circuit Cellar Subscriptions, P.O. Box 5650, Hanover, NH
03755-5650 or call (800) 269-6301. 
Postmaster: Send address changes to Circuit Cellar, Circulation Dept., P.O. Box 5650, Hanover, NH 03755-5650.

For information on authorized reprints of articles, 
contact Jeannette Ciarcia (860) 875-2199 or e-mail jciarcia@circuitcellar.com.

Circuit Cellar® makes no warranties and assumes no responsibility or liability of any kind for errors in these programs or schematics or for the
consequences of any such errors. Furthermore, because of possible variation in the quality and condition of materials and workmanship of read-
er-assembled projects, Circuit Cellar® disclaims any responsibility for the safe and proper function of reader-assembled projects based upon or
from plans, descriptions, or information published by Circuit Cellar®.

The information provided by Circuit Cellar® is for educational purposes. Circuit Cellar® makes no claims or warrants that readers have a right to
build things based upon these ideas under patent or other relevant intellectual property law in their jurisdiction, or that readers have a right to
construct or operate any of the devices described herein under the relevant patent or other intellectual property law of the reader’s jurisdiction.
The reader assumes any risk of infringement liability for constructing or operating such devices.

Entire contents copyright © 2001 by Circuit Cellar Incorporated. All rights reserved. Circuit Cellar and Circuit Cellar INK are registered trademarks
of Circuit Cellar Inc. Reproduction of this publication in whole or in part without written consent from Circuit Cellar Inc. is prohibited.

CHIEF FINANCIAL OFFICER
Jeannette Ciarcia

CUSTOMER SERVICE
Elaine Johnston

ART DIRECTOR
KC Prescott

GRAPHIC DESIGNER
Mary Turek

STAFF ENGINEERS 
Jeff Bachiochi 

John Gorsky

QUIZ COORDINATOR
David Tweed  

EDITORIAL ADVISORY BOARD
Ingo Cyliax  

Norman Jackson  
David Prutchi

TASK MANAGER

Cover photograph Ron Meadows—Meadows Marketing
PRINTED IN THE UNITED STATES

i

The More Things Change…

jennifer.huber@circuitcellar.com



������ ��	
��
�
	���
PCI/ISA/PCMCIA/PC104/

VME/cPCI format boards.
Software drivers for most OS’s. 
CAN/Ethernet bridges, etc.

Saelig Company brings you unique,
easy-to-use control and instrumentation
products to USA, mostly from Europe,
but now from worldwide. (Need USA
sales help - overseas companies?)

Our customers comment
on our unrivalled FREE
after-sales support.

“Hi - I’m Alan 
- you can email me at
saelig@aol.com for free
advice for your control or
measurement problem.”

Saelig Co. Inc.
585-425-3753 • Fax: -3835

www.saelig.com • saelig@aol.com

• Plug directly into PC
— self powered!

• Drive any RS422 
or RS485 devices.

• Send control and data 
100s of feet!

K422/K485, 25pin > 9pin . . . $69
K2  9pin > 9pin . . . . . . . . . . $69

Isolate RS232/422/485 signals 
K4xx-ISOL 25pin 

self-powered . . . . . . . . $139
NEW! 9p-9p K3-ISOL -  $129!
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• Store analog/digital
/GPS or CANbus data
on FlashATA cards -
read on your own PC!

• > 100 customizable
software modules—
finish REALLY quickly.

• 8ch 10bit A/D, 33 I/Os, I2C, 2 x
RS232, interrupts, sleepmode,
pre-emptive multitasking, easy to
attach LCD or keypad.

• CANbus adapter—recompile or log
data over huge network!
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ADC-10 8-bit  $85 through ADC-216 16-bit $799—display
scope, spectrum and meter simultaneously. Connect to PC

parallel port and start
gathering/displaying data
immediately!

• EnviroMon temperature 
logging/alarm system 
standalone or with PC.  

• TH-03 thermistor-
to-PC converter

• TC-08 8x thermocouples

NOW
!

GPS

Logg i n
g

check out what’s new at www.saelig.com!

Industry-standard card for PC’s  
ISA/P-port/PCI versions
2-6V I2C bus versions
• Master, Slave or Bus monitor

• Control or program I2C devices

ICA90/93LV - PICA90/93LV PCI90/93LV

-  from $299!

USB ic’s
USB <> RS232 easily!!

US232: USB <> RS232 cable $35

SMD PCB adapters
for prototyping

“How to I 2C”

www.saelig.com

by Janzfor all com puters 

DrDAQ plugs into a PC for useful
datalogging at school, college,
industry.  Built-in sensors for light,
sound, temp. or add pH sensor and
run one of the many suggested
science experiments! - only $99!

%
%�*
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www.drdaq.com

Customer l ist inc: Intel,
Compaq, Philips, NEC,
Kodak, Nokia, US Military,
Microsoft,  Dell, Xerox,
Universities, T.I., Dalsa,
Harris, Litton, Sony, J&J,
Thomson, H-P, Agilent, etc.

NEW!!
12-bit

100Ms/S
dual-ch
scope

adapter

ADC-212/100

$1015!!

,�-.+�'�/+���0%1-+�
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BASIC Tigers are
tiny multitasking
computer systems
for quick project

d e v e l o p m e n t .
Powerful features and low

prices make Tigers a number
one choice for developers: super-fast

development cycle, high reliability products,
>100,000 instructions/s, up to 38 I/O lines,
A/D, D/A, I2C, SPI, , text/graphic LCD inter-
face, up to 50,000 lines of BASIC, RTC/watch-
dog timer. Easy connection and software for
Expansion Modules for CANbus, TCP/IP for
net-access, opto-I/O, 64 analog inputs, 64 dig-
ital outputs, high-current  outputs, etc.

TIGER Starter Kits start from $159!

NEW! Euroquartz filters/crystals!

��)������#�
���2�"	�	�	�3�������#

BIT����®

power & data
on two-wire 

control network

2-year self-contained
DATALOGGERS for volts, switch-

closures, events, flow, pressure, etc.
See www.abidata.be for details

http://www.saelig.com
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Does your fl ash design idea have what it takes to win? 
Use Microchip’s fl exible PIC® FLASH microcontrollers 

to meet all your design needs:
• Programming Flexibility

• Re-programmability
• Remote Self Programming
• In-Circuit Serial 
   Programming™ (ICSP™)
• Socket & Software
  compatibility for migration

• Flexible peripherals both 
   on and off chip

Be one of nine winning entries and you’ll be eligible 
for great prizes like MPLAB® certifi ed development 
tools and FREE registration to Microchip’s Annual 
Summer Technical Exchange Review (MASTERs) in 2003.  At MASTERs, you’ll learn how to solve your greatest 
embedded control challenges with in-depth training on Microchip products. This rewarding 4-day conference will 
give you the opportunity to dialog between your peers, consultants/3rd parties, distributor FAEs, design houses 
and Microchip engineers. So, make a mad dash to the web site below to request your contest registration 
materials today and compete for fl ash cash. Hurry! The deadline for submissions is December 16, 2002.

Grand
MPLAB ICE2000 with Processor Module 
and Free Registration to MASTERs*

1st Place MPLAB C compiler and Free Registration to MASTERs*

2nd Place PICSTART® Plus and Free Registration to MASTERs*® Plus and Free Registration to MASTERs*®

3rd Place Free Registration to MASTERs*

5 Honorable Mentions MPLAB In-Circuit Debugger 2 (ICD2)

 Plus and Free Registration to MASTERs*

The Microchip name and logo, PIC, MPLAB and PICSTART are registered logos and In-Circuit Serial Programming and ICSP are trademarks of Microchip Technology Inc. in 
the USA and other countries. Circuit Cellar is a registered trademark of Circuit Cellar Inc. ©2002 Microchip Technology Inc. All rights reserved.

*Please visit the website for alternative cash prizes *Please visit the website for alternative cash prizes 

http://www.circuitcellar.com/flash2002


HIGHLY PORTABLE RTOS
The MicroC/OS-II is a highly

portable, scalable, preemptive real-
time, multitasking kernel (RTOS)
for microprocessors and microcon-
trollers. Its performance is compara-
ble (in some cases exceeding) to
that of many commercially avail-
able kernels. 

Written in ANSI C for maximum
portability, the MicroC/OS-II has
been ported to more than 40 differ-
ent processor architectures ranging
from 8- to 64-bit CPUs. Certifiable
for use in safety-critical systems,
this RTOS has proven to be robust,
reliable, and safe enough to use in
your own applications. 

The second edition of Jean J.
Labrosse’s book MicroC/OS-II, The
Real-Time Kernel has been
released. This book describes the
design and implementation of

NEWS
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NEW PRODUCT
Edited by John Gorsky

MicroC/OS-II and teaches you the
fundamentals of a multitasking real-
time system. You’ll learn about sched-

ICEPIC DAUGHTER BOARD 
The DBF77 is a plug-in daughter board

for the popular ICEPIC and
ICEPIC2 in-cir-

cuit emulators. The board reduces the time required to
develop and test systems based on the
PIC16F66/67/76//77 microcontrollers.

The daughter board allows real-time emulation at
speeds of up to 20 MHz. You can set an unlimited num-
ber of hardware trigger break points. Source-level debug-
ging in either assembler or C language is possible. By
executing code in both Single Step and Procedure Step
modes, difficult software bugs can be quickly identified
and corrected.

The ICEPIC system is connected to a host PC via an
115-kbps RS-232 interface. The software is able to run
under Windows 2000/98/95/NT. The configuration of
key parameters and the recording and analysis of key
test results is possible through an intuitive user inter-
face. The user interface is also used to display and modi-
fy the program and data registers. The ICEPIC is also
fully compatible with Microchip’s software support tools
and will operate within the MPLAB IDE.

The DBF77 daughter board costs $305.

OKW Electronics
(412) 220-9244

www.okwelectronics.com

uling, context switching, task and
time management, semaphores,
mutual exclusion semaphores
(mutexes), event flags, message
passing, and dynamic memory allo-
cation. The description of the code
has been rewritten to make it easi-
er to follow. 

The companion CD-ROM con-
tains all of the source code for
MicroC/OS-II and ports for the
Intel 80x86 processor running in
Real mode and for the large model.
Within just a few minutes, you’ll
be able to test some of the features
of the MicroC/OS-II on your
Windows-based PC.

Micrium, Inc.
(954) 217-2036
www.uCOS-II.com

http://www.uCOS-II.com
http://www.okwelectronics.com
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NEW PRODUCT
56K EMBEDDED SOCKET MODEM 

With low operating power requirements and small
form factor, the 56K90 Socket Modem is ideal for many
applications such as embedded control systems, remote
diagnostics, data collection, remote maintenance and
web-enabled devices. The 56K90 Socket Modem pro-
vides a complete solution for an OEM to integrate into
your equipment. It features a solid-state DAA designed
to support international operation with compliance to
all applicable telephony standards.

The 56K90 is pin-compatible and interchangeable
with Conexant’s Socket Modem, allowing it to be
interchanged in existing designs where power, cost, and
availability are areas of concern. The serial socket
modem is designed to operate using V.90 and V.34 mod-
ulation protocols with fall back to lower speed V.series
and Bell protocols. Error correction is provided with
support for LAP-M/MNP 2-4. Data compression is sup-
ported by V.42bis/MNP-5. 

The 56K90 Socket Modem features include a small
footprint (1″ × 2.5″), choice of TTL or RS-232, 3.3 or 5
V, fax rates up to 14.4 Kbps, hardware or software
handshaking, and caller ID. It uses the AT command
set Application Protocol Interface. An evaluation board
is also available for use with a TTL or RS-232 modem

Pricing for the 56K90 is $65 each in quantities of 100
and $49 each in quantities of 10,000.

Micromint, Inc.
800-635-3355
www.micromint.com

NEWS

http://www.micromint.com
http://www.GUIchip.com
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DIGITAL SOUND SYSTEM
The QuikWave EM3018B is a digital sound system

that uses CompactFlash memory for sound storage.
Housed in a rugged metal case measuring 12 × 15 ×
4 cm, the EM3018B is a stand-
alone sound repeater capable of
reproducing more than 100 differ-
ent stero/monaural CD-quality
sounds.

The EM3018B is directly com-
patible with industry standard,
uncompressed Windows .wav
files, and offers superior sound
qualtiy over systems that use
compression schemes such as
MP3. System programming is as
easy as copying sound files onto a
CompactFlash card via a reader
attached to a PC. The card is then
inserted into the EM3018B.

TRIO OF PC/104 I/O CARDS
The MPC920, MPC425, and MPC205 are three new

PC/104 I/O cards that offer a high degree of flexibility to
embedded system designers. The MPC920 provides a
256-macrocell, JTAG-programmable CPLD. Full PC/104
interface logic is provided in both VHDL and schematic

formats. This
board can be pro-
grammed for vari-
ous digital func-
tions such as I/O,
timers, PWM,
state machines,
and shift regis-
ters. The MPC920
may be plugged

into a PC/104 bus or it can run as a stand-alone board.
The second card in the trio is the MPC425. The

MPC425 uses a CompactFlash card to emulate an IDE
hard drive. This provides mass storage without the
inherent drawbacks of rotating media devices.

The final member of the group is the MPC205. This
board contains all of the I/O needed to turn a headless
PC/104 single board computer into a full-blown comput-
er system. The MPC205 provides interfaces to a VGA
display, floppy drive, IDE drive, PS2/AT keyboard, PS2
mouse, and 10BaseT Ethernet.

Single quantity pricing is $275 for the MPC920, $85
for the MPC425, and $295 for the MPC205.

Micro/sys, Inc.
(818) 244-4600
www.embeddedsys.com

EXTENDED TEMPERATURE RANGE SBC
The VSBC-8e is an extended-temperature-range sin-

gle board computer designed for use in high-end
embedded applications. The board is based on a 350-
MHz Celeron CPU and operates over the –40°C to
85°C range.

This socket 370 SBC features PC/104-Plus expan-
sion, AGP video with flat panel support, 10/100BaseT
Ethernet, sound support, and up to 256-MB SDRAM.
The VSBC-8e
includes a full
complement of
on-board indus-
trial features,
including an
Opto 22 compat-
ible digital I/O
port, four serial
ports (two RS-
232/422/485),
and three extra timer/counters. 

The board also features a high-reliability design and
construction, including a CPU temperature sensor,
latching I/O connectors, and a latching high-reliability
memory socket. The board is backed by a two-year
warranty and is compatible with a wide range of oper-
ating systems.

The VSBC-8e is priced at $878 in low OEM quanti-
ties.

VersaLogic Corp.
(541) 485-8575
www.versalogic.com

Sound playback can be activated by push buttons,
motion sensors, and PLCs. Standard interfaces include
direct , binary, and sequential. Keypad, RS-232, and

other custom interfaces are avail-
able by special request. Playback
modes such as Normal, Interrupt,
and Hold are also supported. The
built-in power amplifier (40-W per
channel) eliminates the need for an
external amplifier in most cases.
Should further amplification be
necessary, a line-level output is also
available. The system can be pow-
ered from a 10-to 32-VDC supply. 

The EM3018B is priced at $289.

Eletech Electronics
(626) 333-6394
www.eletech.com

NEWSNEW PRODUCT

http://www.eletech.com
http://www.embeddedsys.com
http://www.versalogic.com
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Problem 5—Would the following code work? If yes,

what would be the output? 

#include <stdio.h>

main() {

int n=5, f=10;

printf ("\nn=%*d", f, n);

}

Contributed by Naveen PN

Problem 6—What does the circuit below do?

Contributed by Naveen PN

Problem 7—A circular disc can rotate clockwise

and back. Use minimum hardware to build a circuit to

indicate the direction of rotation. 

Contributed by Naveen PN

Problem 8—Suppose you have some 3-bit data,

say, grayscale values for which 000 = black and 

111 = white. You have a display device that takes 8-bit

data, and you want to extend the bit width of your data

to match. If you just pad the data with zeros, you get

the value 11100000 for white, which is not full white for

the 8-bit display. Full white would be 11111111. What

can you do? 

Contributed by Olli Niemitalo

Problem 1—In the figure below, the J and K

inputs of all the flip-flops are held at logic high.

What is the frequency of the output signal if the

clock is 10 kHz? 

Contributed by David Tweed

Problem 2—What key piece of information is

missing from the CP/M file system?

Contributed by Dave Tweed

Problem 3—In nanotechnology, the basic
gate is a three-input majority gate whose output
is the majority of all the inputs (as shown
below). How would you realize AND and OR
Boolean functions using this gate? 

Contributed by Naveen PN

Problem 4—The original single-sided, sin-
gle-density 8″ floppy disk used by CP/M uses
what format. What is its storage capacity?

Contributed by Dave Tweed

What’s your EQ?—The answers and 4 additional
questions and answers are posted at 

www.circuitcellar.com/eq.htm
You may contact the quizmasters at 

eq@circuitcellar.com

Test  Your EQ
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ood ground is a
fundamental

requirement not just
for electromagnetic

interference (EMI), electrostatic dis-
charge (ESD), and transient control, but
for the very operation of every elec-
tronic circuit, as anyone who has ever
smelled molten solder would attest.

Without good grounding and bond-
ing, the best EMC and transient con-
trol schemes are destined to fail. In
addition, your circuits will be unsta-
ble and noisy, and your amplifiers will
oscillate or not work at all. 

What do we understand by grounding
and bonding? One definition states that
grounding is the process of connecting
circuits’ return paths by a conductive
medium to a reference point, such as a
PCB ground plane or equipment enclo-
sure. In this process, care must be taken
not to create ground loops. 

Electrical bonding, on the other
hand, is the joining of two or more
conductive surfaces in order to obtain
an electrically conductive, low-resist-
ance, 1- to 3-mΩ path to the reference
ground. Because this path serves to
divert energy, often with high-frequen-
cy content, it is important that the
inductive component of its impedance
is extremely low as well.

Ground in electronic equipment is
not necessarily synonymous with earth,
although this is where the expression
originated and where, ultimately, many
systems are grounded for safety in case
of a power fault. But from the function-
al requirements perspective, ground is
also the common reference point in the
circuit and often the negative power
return. It can be a ground plane, a trace
on a printed circuit board, a bus bar, a
chassis of an automobile or aircraft, or
a metal cabinet rack. 

Unlike the system reference, a true
system ground must satisfy several
criteria. The first and most common
(as it is equally needed from your
internal ground) is for the ground to
provide an equipotential point or
plane that serves as a reference
potential for a circuit or system.
Second, to make immunity to inter-
ference signals possible, ground must
provide a low-impedance path for
interference currents to return to
their source. Third, to be effective in
suppressing ESD, system ground
must present itself as a mass large
enough to be capable of supplying or
accepting large electrical charges.

It is generally recognized that a sin-
gle reference ground is the only
acceptable scheme for electronic sys-
tems and circuits design. This seems
like an obvious concept, but its seem-
ing simplicity is deceptive. Grounding
is generally not given to straightfor-
ward definitions. Consequently, math-
ematical modeling and analysis are
extremely difficult because many
uncontrolled or unknown factors
affect performance. 

Engineering experience plays an
important role in achieving an effec-
tive design. Unfortunately, this experi-
ence is not always fully transferable to
other systems. In the end, grounding
is one area of electrical engineering
design where pure science is power-
less without a healthy dose of art,
experience, and creative imagination.

I had to accept that writing an all-
encompassing, universal cookbook
on bulletproof grounding methods is
impossible. So, the next best thing is
to review the fundamental grounding
concepts and discuss the reasons
behind them. While doing so, I will

Are You Grounded?

g
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develop sound EMC,
ESD, and transient
control designs. This
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about several prag-
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bonding methods.  
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voltage developed across its ter-
minals because of the noise gen-
erated by the output stage is
below the sensitivity of the input.
The unit farthest away from the
power supply is the noisiest. This
one example illustrates why a
universally valid cookbook on
grounding cannot be written and
why experience plays such a
major role in design projects. 

I can imagine situations where
one or the other grounding topol-

ogy would possibly work better. In the
end, you need to understand the
source of interference, power require-
ments, and the types of loads. For the
majority of applications, however,
Figure 1a should be the safest bet.

PCB LAYOUT
Obviously, parallel grounding solves

the problem of shared current returns,
but it’s difficult to achieve on a PCB.
On a purely logic, relatively slow
board with a 5-V power supply and
CMOS circuits (with their inherently
high noise immunity), the PCB layout
is fairly forgiving and a ground plane
could be considered to provide parallel
grounding ability (see Figure 1b). But
this situation changes drastically as
soon as you start using high-speed,
low-voltage logic or analog circuits. 

The best approach to eliminate
noise coupling is to provide separate
grounds for digital and analog circuits
and to treat the analog ground scheme
as serial. That means placing the out-
put circuits closest to the power sup-
ply entry and the most sensitive cir-
cuits farthest from the power, which
should also be the common grounding
point. The analog and the digital
grounds should be joined together in a
single point (see Figure 1).

Although, strictly speaking, this is
not a grounding issue, I could not
resist adding the two diodes and the
capacitor where the grounds are joined
in Figure 1. This is a good practice
that serves not only to limit any
potential differences that may exist
between the separate grounds, but also
to make sure that in case the ground
strap between the two planes fails, the
potential difference between the two
grounds does not exceed one diode

touch on some practical solu-
tions to the problem. The rest
(i.e., getting hands-on experi-
ence) will be up to you. 

SERIAL AND PARALLEL 
There are two basic approaches

to grounding: serial and parallel,
or star grounding (see Figure 1).
You should prefer parallel ground-
ing for every application, because
it is much more predictable.
However, you need to come to
terms with the realities of life and rec-
ognize that on the circuit design level,
you will almost always end up with a
combination of the two. Pure serial or
parallel ground is usually achievable
only at higher, well-defined modular
or system architecture levels.

Because the majority of electronic
circuits today are constructed on
printed circuit boards (PCBs), you have
to assume that the most prevalent
grounding scheme will be serial
through the PCB ground trace or
plane. It could be argued that because
of its low impedance and subsequent
voltage drop to significantly lower
than when only a ground trace is used,
the PCB ground plane is as good as a
single point ground. This would provide
a parallel grounding scheme model
with all of its advantages because of
the absence of common return imped-
ance. You might accept such an argu-
ment for some layouts under certain
conditions; however, you must be
aware of the existence of some com-
mon return impedance and deal with
the potential traps it represents.

Looking at Figure 1a, you can see
that functional blocks 1, 2, and 3 share
the return path segment A, which
would ordinarily serve as a power
return. In the real world, segment A
would have a nonzero impedance. If
you suppose that block 1 drives a rela-
tively heavy load (e.g., a speaker), then
current flowing through this load
would return through segment A. 

Because of segment A’s nonzero
impedance, an AC voltage proportional
to the load current and impedance of
the segment would develop. In a prop-
erly designed system (see Figure 1b),
the load return current does not share
a path with the source return current

in block 3. Consequently, the AC volt-
age seen by block 3 (because of the
common impedance coupling through
segment A) could be effectively fil-
tered out by the power supply bypass
capacitors. Should the blocks be
reversed, with the load connected to
block 3, the common impedance volt-
age would add to the sensor return in
a differential mode and be next to
impossible to eliminate. Depending
on the phase, it could cause oscilla-
tions, distortion, or gain change.

Common engineering wisdom tells
you that power to a circuit should
enter at the output stage. This forces
the output signal current to flow
directly into the low-impedance power
supply. If the output current is
allowed to flow through impedance
associated with the input, as would be
the case with segment C in Figure 1a,
then the result would be current feed-
back. Its effect could be the coupling
of output noise into the input, or it
could be a source of system instability
and gain error. 

In other words, it could introduce
negative feedback with a beneficial
effect on the system. But, I would
much rather introduce feedback
through a properly designed, well-
defined interface than through an
obvious design flaw. [1] This ground-
ing approach may appear controversial
because other sources suggest the
exact opposite; namely, that the most
sensitive circuit is closest to the
power supply. [2] 

Figure 2a explains the coupling phe-
nomenon in terms of impedances and
signals. In Figure 2b you can see the
chassis ground tied to the input stage.
Oren Hartal argues that the power
supply has a low impedance, so the

1 2 3

1 2 3

Out In

CBA

Figure 1—It’s important that all grounds lead to a single point. This
can be done in serial (a) or parallel (b) fashion. Each approach has
its advantages and disadvantages, but often our choice is limited by
reality. On PCBs, the grounds should be joined in a single point with
a capacitor and two opposite parallel diodes.

a)

b)



bonding. But unfortunately, the multi-
ple grounding points will cause anoth-
er problem, ground loops.

GROUND LOOPS
Figure 4 shows the simplified

schematic of one subsystem. The sys-
tem battery is usually bonded to the
chassis ground by a grounding stud,
and wire pairs distribute the power in
a parallel fashion to each subsystem.
Therefore, each subsystem has its
own power return.

Essentially, there is no common
impedance (except for the grounding
stud) shared by the subsystems. Each
subsystem is in its own metal cabinet
that is bonded to the chassis. All of
the interfaces between the inside and
outside of the subsystem go through
low-pass filters to provide electromag-
netic compatibility (EMC). The low-
pass filters are LC pi filters.

Now, let’s look at Figure 5a, which
makes the problem quite clear.
Capacitors C1, C2, and C3 are parts of
the pi filters and allow the internal
signals to couple so that the internal
reference ground, typically the nega-
tive supply voltage, is on a potential
different from the cabinet. The result
of this unintentional, parasitic feed-
back will vary with components’ val-
ues and circuit types, but you should
expect increased noise, instability,
outright oscillations, or gain shift. 

Even though you might not see the
effects because of the low sensitivity
of the circuits or signal threshold
(i.e., when high noise margin digital
circuits are involved), this situation
is definitely unhealthy and must be
corrected. The risk always exists
with component tolerances, aging, or
temperature variations that some
unpredictable, embarrassing problem
could occur later.

Even if you do not have to satisfy
strict EMI requirements, removing
the pi filters does not solve the prob-
lem. C1, C2, and C3 will still exist
as parasitic capacitances, although
their values will be less. The only
viable solution to this problem is to
connect the internal reference
ground to the cabinet, as shown in
Figure 5b, and make V3 = 0. But hav-
ing solved this problem, you created
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drop and cause permanent damage to
the circuits. The diodes should be fast-
switching and the capacitor should be
around 0.01 µF.

There are quite a few PCB layout
rules, but I won’t dwell on this sub-
ject. PCB layout is an art in its own
right; it cannot be learned just from
reading books. Good PCB designers are
worth their weight in gold, but this is
not always recognized. If you were to
believe all of the commercials, then
you would think autoplacement and
autorouting tools are so good today
that anyone taking a short course
could become a PCB layout expert. To
be sure, those tools are efficient in the
hands of an expert, but on their own
they possess just a little more intelli-
gence than a hammer. 

PCB layout is like playing a musi-
cal instrument. Mastering the sophis-
ticated layout software is only the
beginning. After that you need prac-
tice, practice, and more practice. A
good layout technician needs to
understand the principles behind the
circuits he is going to place and
route. In addition, you must appreci-
ate their functions and manufactura-
bility, and have imagination, aesthet-
ic feel, patience, god-given talent,
and plenty of experience. 

Although there are many books on
the subject, you should save yourself
time, money, and frustration by hiring
an outside contractor (unless you plan
to design a relatively simple board or
want to master the art and become an
expert yourself). Present-day PCBs are
a far cry from the boards of only a few
years ago, when many circuit design-
ers could lay out their own as a kind
of relaxation activity. 

SYSTEM GROUNDS
Even when it comes to the most

complex systems, the grounding prin-
ciples are exactly the same as those on
the circuit level. But once on the mod-
ular, subsystem, or black box level,
the parallel grounding scheme is the
one that’s most commonly found. 

Figure 3 shows the architecture of
such a system. You can imagine the
system being an aircraft with its
fuselage (i.e., chassis) representing
the system ground. Numerous subsys-

tems (i.e., flight controls, cockpit, and
propulsion) comprise black boxes for
individual functions. The black boxes
or panel racks are shown with broken
lines. Internally, they often consist of
modules and functional blocks, such
as plug-in cards, each following the
same grounding rules. And here
comes the problem.

To minimize interference, you must
eliminate common return imped-
ances. The parallel grounding scheme
does that, but imagine that the indi-
vidual cabinets (black boxes) are
grounded to the same common point
by a wire. This will work well at low
frequencies, but after the length of the
grounding wire has reached the quar-
ter wavelength of an interfering signal,
the single ground becomes ineffective
and the electronics connected through
the wire will be ungrounded because
of the 90° phase shift. 

At 1 GHz, a quarter wavelength is a
mere 75 mm, or about 3″.  Therefore,
you must use a multipoint grounding
system, which is also mechanically
advantageous because black boxes
are tied to the chassis or mounted on
a rack.

On aircraft, you will see each black
box individually bonded to the chassis
ground, as is shown in Figure 3. I will
cover how this is done when I explain

~V1

~E1 ~E2

RS A1 A2

RL

Signal reference VN = Z0 (I1 + I2)

Z0
ZL2 ZL1

I1

I2

Z1

Z2

Figure 2—Sharing ground return impedance Z0 leads
to the coupling of signals E1 and E2 through voltage
VN, which could also be noise, developed across the
common impedance Z0 by the combined signal current
returns I1 and I2. In the series grounding scheme we
must decide whether it is the DC power or signal
immunity that is the major issue.

a)

b)
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two others, which are no less serious:
common return impedance and the
feared ground loop. 

The inset Rx-Cx in Figure 4 stands
for the grounding strap that you
would add to bring V3 to zero. For the
moment, let’s assume Rx = 0 Ω. In
other words, it’s a jumper, a dead
short, so the Cx value doesn’t matter.
But now at least a portion of the
power return current will flow
through the chassis. The power
return lead, usually a 22 AWG wire,
probably has higher resistance than
the chassis path at DC. At AC, the
low-pass filter and wire inductance
will cause almost all of the return
current to go through the chassis.

With several subsystems like this,
there will be shared chassis return
impedance to provide coupling for
interference and crosstalk between
the subsystems. What’s more, the
power and/or signal lines and their
chassis ground return will form large
ground loops. Even a partial current
return through ground makes the
twisting of signal wire pairs ineffec-
tive by introducing imbalance into
these small loops. The large loops
will pick up extraneous magnetic
fields or radiate them. At their worst,
the ground loops will destroy most of
the shielding effectiveness and defeat
HIRF as well as transient protection.

One solution to this dilemma, pro-
vided the rest of the design does not
need power or signal return through

ground, is to use an RC combination
instead of a wire jumper (see Figure 4).
In avionic and military systems, Rx >
10 kΩ and Cx < 10 µF is an acceptable
approach that provides the necessary
ground potential equalization while
minimizing ground loop current.
Unfortunately, the implementation is
not always possible, especially when
driving external loads with their own
return or return through chassis.
Many such loads still exist in auto-
mobiles. Several examples and their
wiring are addressed in my previous
articles (Circuit Cellar 117 and 118).

The best solution in this case is
electrical isolation, which can com-
pletely eliminate return current
through the chassis. Today, most
power supplies are switching regula-
tors, so full input/output isolation is
not a problem. There are also trans-
formers and many optocouplers, some
of which are designed for linear opera-
tion, as well as isolation amplifiers, to
make this task simple. 

Just remember that DC isolation
does not guarantee isolation at high
frequencies. Quite often, the simplici-
ty and robustness of an isolated I/O
will outweigh its seemingly higher
initial cost after you take into account
all of the EMC and transient protection
requirements of a standard circuit.

As a rule, no signal should be ref-
erenced to ground. Each input or
output line should have its own
return line and, of course, balanced

Figure 3—The ground topology of a complicated system with many subsystems will typically look like this. Both
parallel and serial ground connections exist, but they must always lead to a single point.

Subsystem A
with two subsystems

Subsystem B

Subsystem D

Subsystem C

Subsystem E
with three subsystems

System ground – Chassis
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inputs and outputs should be chosen
for their superior performance when-
ever practical.

MULTIPOINT AND SHIELD
As you now know, larger systems

are generally multipoint grounded by
virtue of their individual cabinets
bonded to the chassis ground. But
there are systems where the ground
needs to be provided by wire (e.g., a
system with a nonmetallic chassis). In
those situations, if

where S is the length of the grounding
wire in meters and f is the highest
operational frequency in megahertz, it
is safe to use a single point ground.
Otherwise, multiple ground, which is
achieved by either bonding to a chas-
sis or providing some ground plane in
a nonmetallic structure, is required.

Wire grounding could be practical for
audio equipment, but if your system is
a controller that must be immune to
frequencies up to 20 GHz, then the
maximum grounding wire length you
could use is 0.75 mm, or 0.030″.

Designers often run into conflicting
requirements, so experience is impor-
tant. Suppose you’re working with a
low-frequency, low-level signal that is
carried by a shielded wire, exposed to
a high-frequency, high-intensity radi-
ated field (HIRF). The shielded con-

ductor carries a low-frequency signal;
therefore, the shield should be ground-
ed at one point only to avoid common
impedance ground noise coupling. 

The shield, on the other hand, also
carries high-frequency current induced
by the HIRF, so it should be multiple
point grounded. The solution in this
case is to bond the shield to the chas-
sis at one end and provide high-fre-
quency grounding at the other end, or
even at regular intervals along its
length, by small 0.01-µF capacitors.

The common mode voltage induced
into the wires within the shield is the
result of the current flowing through
the shield multiplied by the cable’s
transfer impedance. Therefore, the
principal requirement in the design of
the shield grounding is the reduction
of the noise current induced into the
shield by an external field. 

Obviously, if you were to ground
the shield at only one end, there
would be no current flowing through
it and, presumably, no interference
reaching the shielded wire. This
method is effective at low frequencies,
up to about 100 kHz, or when the
shield is shorter than 0.05 λ of the
common mode interference frequency
(for 1 MHz this is about 15 m, or 49′). 

With the shield grounded at only
one end and at high frequencies, the
coupling of the internal wire to the
shield occurs through the cable capac-
itance. The higher the frequency, the
more efficient the coupling. 

Figure 4—It’s not an easy task to prevent ground loops and also maintain proper grounding. Study this simplified
circuit and notice how difficult it can be to satisfy all of the grounding requirements.

http://www.jedmicro.com.au
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then connected to the con-
nector backshell. The cable
shielding and the connec-
tor become an integral
extension of the cabinet.
Connector manufacturers
sell a multitude of rings and
lugs for the proper termina-
tion of shielding, so don’t
degrade the performance of
your masterpiece by trying
to save a few pennies on
shielding termination.

YOU’RE GROUNDED
This concludes my series on EMC,

ESD, transient protection, and the
grounding and bonding of electronic
equipment. There is abundant litera-
ture on the theory of these disciplines.
I tried to address them on a practical
level that was closer to the heart of
the designer, who has neither the time
nor desire to study the phenomena,
but needs to know how to handle
them in the real world. 

If you want to study these disci-
plines in more depth, the references in
this article are a good place to start.
They will lead to more theoretical
works on the subject. I

REFERENCES
[1] R. Morrison, Grounding And

Shielding Techniques, 4th ed.,
John Wiley & Sons, Inc., New
York, NY, 1998. 

[2] O. Hartal, Electromagnetic
Compatibility By Design, R&B
Enterprises, West
Conshohocken, PA, 1996.

RESOURCE
RTCA, Inc., “Environmental
Conditions and Test Procedures for
Airborne Equipment,” DO-160D,
www.rtca.org.

If only one side of the
shield is bonded to ground, it
should be done wherever the
equipment is grounded. For
example, with a remote sen-
sor connected to a controller
and the controller grounded,
that’s where the shield should
be grounded too. The sensor
housing should be connected
to only the shield. If the cable
shield is used to prevent the
radiation of a noisy signal
carried by the cable, it’s best grounded
at the source of the signal. Cables
longer than the 0.05 λ, which means
essentially all the equipment requiring
immunity up to gigahertz frequencies,
need to have their shields grounded at
both ends or at multiple points.  

BONDING
Bond is the point where the ground

is connected to the chassis.
Deterioration of EMC performance is
usually linked to the deterioration of
bonding characteristics because of cor-
rosion, mechanical failure, or other
environmental reasons. Bonding is
defined by its impedance, which is fre-
quency dependent. Mechanical
strength, corrosion resistance, current
carrying capacity, and ease of inspec-
tion and maintenance also define it.

A stud that is welded, brazed, or
otherwise electrically and mechanical-
ly attached to the chassis provides a
commonly used bond. Soldering is
acceptable only if the stud is mechani-
cally secured in some other fashion.
Grounding, power, and signal return
wires in line with the principles shown
in Figure 3 are brought to the stud, con-
nected to it through lugs, and secured
by a nut with a star or lock washer.
Even though such an arrangement has
very low impedance, proper bonding is
so critical that some system designers
specify the order in which individual
returns are placed on the stud.

Equipment in a metal cabinet is
usually bonded through its mounting
feet. Bare metal on bare metal is the
best, so care must be taken not to
paint the contact surface. To avoid
corrosion, the contact areas must
often be plated or chemically treated.
Make sure you do not degrade the

metal surface bonding characteristics.
Bonding through mounting feet is not
always practical, particularly when
antivibration (AV) mounts are used.
Then a threaded stud is welded or
brazed to the cabinet and a strap
installed between it and a similar stud
on the chassis. The impedance must
be as low as possible, usually 1 to 3
mΩ is acceptable, so the strap must be
short and low inductance.

At high frequencies the strap induc-
tance becomes the dominant factor.
This is purely a function of the strap
(or wire) dimensions. As a result, when
the bonding conductor gets longer,
there is little difference between a
heavy wire, thin wire, or woven strap.

The conclusion is that bonding
must be kept short to be effective, or
at high frequencies its impedance will
be too high to allow for effective bond-
ing. The rule of thumb is that the
strap’s length should not exceed four
times its width.

Finally, bonding the cable shield to
the connector is no less important
than the grounding and bonding of the
electronic circuits. It used to be a
common practice to ground shielding
through a pigtail. In such cases, a
length of the shield was stripped, the
wires pulled out, and the shield twist-
ed tight to make a tail that was then
soldered to a ground lug. While sim-
ple, this practice is problematic
because the pigtail is in effect an
inductor connected between the
ground and shield. As you now know,
the inductance is purely a function of
the dimensions, and anything with a
length that exceeds four times the
width spells trouble.

Properly, shielding must be termi-
nated along its circumference, and

C1 C2

V1 V2

C3
Internal  
reference

V3

C1 C2

V1 V2

C3 = Jumper
Internal  
reference

V3 = 0

Figure 5—In (a) you can see the problem capacitances between the signal leads
and the grounded cabinet. The only way to eliminate the interference manifested as
V3 is to replace the C3 with a jumper to the cabinet, but that creates a ground loop.

a) b)
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n two recent
projects (Circuit

Cellar 134 and 138), I
took advantage of the

nonlinear properties of transistors, but
usually nonlinearity is something to be
avoided. Outputs are no longer propor-
tional to inputs; inputs interact with
each other, and harmonics are generat-
ed. While high gain and linear feedback
can beat most nonlinearities, this won’t
work for transducers, which are devices
that convert a physical quantity into
an electrical signal or vice versa.

Some useful measurement devices
are inherently nonlinear. Thermistors
are the classic example. Ingenious cir-
cuits have been developed to give
thermistors a roughly linear tempera-
ture-to-voltage characteristic, but
there is another approach. In my stu-
dent days it was not uncommon for
instruments to come with a calibra-
tion chart. To get a rough measure-
ment you took the meter reading at
face value, but for real precision you
looked up the chart, found the correc-
tion factor to be applied, and added it
to find the true value.

These days, you can let an embed-
ded processor do the work. It would
not be difficult to make a linear ther-
mometer using a thermistor with a

known nonlinear characteristic (e.g.,
Radio Shack part number 271-110A).
It would use an A/D converter, a
microcontroller, and an LCD. The
thermistor’s calibration chart would
be programmed into the controller’s
memory. A look-up and interpolation
routine would convert the measured
voltage into a temperature reading.

OUTSIDE THE DIGITAL BOX
If my articles have a message, it is

that to be an effective engineer you
shouldn’t specialize in analog, digital,
or software techniques. Some of my
most profitable designs have been
those where I asked, “Which parts of
this equipment must be analog, which
must be numerical or digital, and
where should the dividing line come?”

When I designed a phase detector
to lock a 420-MHz clock to a noisy
210-Mbps NRZ datastream, the
answer turned out to be an integrating
analog filter, a flash ADC, some ECL
number crunching, and a DAC. This
gave an output current proportional to
the clock’s phase error. [1] It may
sound complicated, but it turned out
to be cost-effective. 

This approach has an advantage
over others because the same device
samples the phase and the data. This
eliminates the propagation delays that
plague standard phase detectors. It has
since been successfully applied at
lower bit rates. [2]

A good design engineer needs at
least an awareness of the analog
behavior of digital chips, of how digi-
tal functions can be implemented in
firmware or, as I am about to explain,
how a microcontroller can solve a
thorny analog problem.

LET’S MAKE JITTER
A board I developed some years ago

had to generate a clock with a fre-
quency that could be set anywhere
within a 10-Hz to 50-MHz range.
Sinusoidal frequency modulation was
then applied. The object was to test
data decoding equipment to see how it
handled jitter in the input data rate.

What was unusual about this board
was that both the amplitude and fre-
quency of the modulation were abnor-
mally high. The clock frequency could

Embedded Smarts Fix
Analog Flaws

i
Broad-minded engi-
neers tend to think
outside the box when
they’re trying to fix
flaws in their designs.
Tom draws on his
understanding of ana-
log and digital design,
numerical processing,
and embedded
firmware to cope with
the nonlinearity of
analog components. 

Tom Napier
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PIC ALL THE WORK
Two problems remained to be solved:

how to set a precise center frequency,
and how to achieve linear frequency
modulation. The former lends itself to
a frequency-locked loop, where, in
essence, you connect a frequency count-
er to the output and use the difference
between the output and the desired fre-
quency to correct the voltage applied
to the VCO. With the proper connec-
tions, frequency modulation still can
be applied without upsetting the loop.

For this application I used a differ-
ent approach. The frequency counter is
still there, but it is read by a PIC16C57
microcontroller. The PIC also drives a
16-bit serial-input DAC, which sup-
plies the tuning voltage to the VCO.
Whenever the equipment is turned on,
the PIC tells the DAC to generate a
series of evenly spaced voltages. At
each voltage it reads the output of the
frequency counter. This generates a
calibration table with 128 entries that
is stored in a serial EEPROM. The
whole process takes about 30 seconds.

The PIC then inverts the table, that
is, it uses interpolation to generate a
second table in which each entry rep-
resents the voltage required to gener-
ate one of 128 evenly spaced frequen-
cies. Every time you dial up a specific
center frequency, the PIC interpolates
into the second table and finds what
voltage will cause the VCO to run at
that frequency.

NOT AN NCO AGAIN!
That was easy, but now what about

the modulation? Because it can have
any frequency from 10 Hz to 5 MHz,
an NCO was the obvious way to go. 

be modulated as much as 20% at rates
up to 10% of the center frequency. An
extreme, but legitimate, clock output
would have been a square wave with a
frequency that varied sinusoidally from
4 to 6 MHz and back 500,000 times
per second (Let’s see the Bessel func-
tion gurus plot that spectrum!).

In practice, it would be unusual for
both the modulating frequency and
amplitude to be at simultaneous
extremes. Telemetry engineers use jit-
ter to describe two quite different phe-
nomena. One is the slow variation in
the input data rate caused by the
velocity of a satellite relative to the
ground station. This Doppler shift can
displace clock edges that are many
thousands of bits away from their
expected positions, but it doesn’t
greatly change the length of any one
bit. In audio parlance this would be
“wow,” a high-amplitude, low-fre-
quency pitch variation.

The other cause of jitter is noise in
the signal. This makes the length of a
data bit vary about the expected value,
but on average data transitions remain
near their proper positions. Audio buffs
call this flutter, which is a low-ampli-
tude, high-frequency pitch variation.
My test equipment had to generate both.

ROCK AROUND THE CLOCK
Because the clock output could be

as high as 50 MHz, this was obviously
a job for a voltage-controlled oscillator
(VCO). You can derive a nice 25- to
50-MHz square wave by running a
VCO between 50 and 100 MHz and
using a binary divider. Dividing down

the VCO frequency generates lower
rates. I used a variable ECL prescaler
and buried the lower frequency
dividers in the FPLA, which also con-
tained a frequency counter.

To allow for modulation beyond
either end of a 2:1 range, the basic
VCO had to have a 2.5:1 tuning range.
Prepackaged VCOs are widely used in
frequency synthesizers and as local
oscillators in radios and TVs. Most
have two features that reflect how
they’re usually used, inside a phase-
locked loop generating a well-defined
output frequency. They tend to have a
limited tuning range and an audio-fre-
quency modulation bandwidth. I had
to build my own VCO using an
MC1648 oscillator chip.

The core of a VCO is a tuned circuit
that has a fixed inductor and a variable-
capacitance (varactor) diode. The high-
er the reverse bias applied to the diode,
the wider its depletion layer gets and
the lower its capacitance becomes.

An LC oscillator’s frequency has an
inherent inverse square root law of
frequency against capacitance. The
varactor diode’s voltage/capacitance
characteristic is also nonlinear. The
diode capacitance must vary about 7:1
because the minimum tuning capaci-
tance is set by the circuit strays.

Luckily, some varactor diodes (e.g.,
Motorola MVAMxxx series) have been
designed with all of this in mind. They
can vary over a 9:1 range and their volt-
age characteristic largely cancels out
the oscillator’s nonlinearity. This
allows you to build a VCO that has a
linear voltage/frequency characteristic.

fM+

fC

fM–

VL VC VH

VF

VCO F/V curve

Figure 1—To modulate the output frequency equally
about a center frequency, fC, you need a nonlinear
voltage swinging between VL and VH. This is made
from a fundamental input, VF, from which is subtracted

a V2 (second harmonic) term to bring the resulting
waveform peaks to VL and VH.
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Figure 2—The PIC-controlled jitter generator uses both analog and digital frequency generators to create the
required output.



peak voltages must be generated. It
then calculates a quadratic fit to
these three points.

That gives what mix of linear and V-
squared signals must be applied to gen-
erate clean sinusoidal modulation over
the desired range. Figure 1 shows what I
mean. As all good engineers know, a V-
squared term in a response generates a
second harmonic. Thus, you can gener-
ate linear frequency modulation of the
VCO by adding a controlled level of
second harmonic to the drive signal.

This second harmonic comes from
a second NCO. It runs synchronously
with the first, but is programmed
with twice the frequency. Its output
goes through a similar variable gain
DAC and multiplier chain. The result
is summed, via an attenuator, with
the fundamental modulating voltage.
Flipping the phase of the second
NCO gives negative second harmonic
terms as needed.

The summed currents go through a
low-pass filter to create a smooth sig-
nal from the DAC outputs. This filter
has a constant delay to over 10 MHz
to keep the second harmonic in phase
with the fundamental. The result is
summed with the main tuning voltage
and fed to the varactor drive circuit to
give pure sinusoidal frequency modu-
lation. Figure 2 shows an overall pic-
ture of the system.

AMPLIFIERS ABHOR CAPACITORS
One problem remained: how to

drive the varactor. The driver amplifi-
er applies a DC bias and modulation
to the junction of the varactor diode
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To vary the modulation amplitude,
the NCO drives a DAC, which has a
variable reference voltage. The output
current of the DAC drives a current
multiplier chip controlled by the same
variable voltage. This allows the out-
put amplitude to be set over a 100:1
range with a control voltage that
varies over a 10:1 range. 

Controlling both the reference and
multiplier makes for a more accurate
and less noisy output than driving
either one with a 100:1 voltage ratio.
Besides, it let me get away with a 12-
bit DAC. Because the PIC is doing the
work, the square law relationship
between the control signal and the
desired output amplitude is no big deal.

PREDISTORTION SAVES THE DAY
So, we’ve set the center frequency

and generated a sinusoidal modulation
voltage that has adjustable frequency
and amplitude. What’s missing?

Well, the VCO characteristic is fairly
linear, but it does have some nasty
curves, particularly toward the ends of
the tuning range. A sine input would
not swing the frequency equally in both
directions (i.e., the frequency modula-
tion would have second harmonic dis-
tortion). It’s time for more PIC smarts
(and some engineer smarts, but I’m
downplaying that part). 

The system bus tells the PIC what
center frequency and modulation
percentage are required. The PIC cal-
culates both extreme frequencies and
then looks them up and the center
frequency in its calibration table.
That tells the PIC what center and

Figure 3—Wide-band frequency modulation without phase distortion takes a drive amplifier and a custom VCO.

http://www.@allcorp.com
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and fixed capacitor, which, along with
an inductor, make up the oscillator’s
tank circuit (see Figure 3). 

The amplifier is looking into the
680-pF capacitor and a variable capaci-
tance diode. It has to supply a DC
level in the range of 0 to 12 V to tune
the diode to the center frequency and
then apply several volts peak-to-peak
modulation at up to 10 MHz. And did
I mention that the group delay
through the amplifier has to be con-
stant to 10 MHz?

Considering that most fast ampli-
fiers oscillate when you connect a
680-pF load, this was a tough job. Part
of the answer was to use a current
feedback amplifier. I used the AD846. 

The real secret was where to con-
nect the feedback. To stabilize an
amplifier with a capacitive load, the
standard solution is to connect a resis-
tor between the amplifier and load. If
you take feedback from the amplifier
output, the amplifier will work just
fine but the resistor/capacitor combina-
tion will play havoc with the high fre-
quency output. Take the feedback from
the load and the extra pole in the loop
will drive the amplifier into oscillation.

The answer, once more, is predis-
tortion. Use two series resistors and
take the feedback from their junction.
At high frequencies this looks like a
times-two attenuator; the amplifier
output peaks at 6 dB but is otherwise
stable. Surprise, surprise, peaking is
just what is needed to compensate for
the roll-off caused by the load and sec-
ond series resistor. The result is a sta-
ble amplifier with a flat gain and con-
stant delay to 8 or 10 MHz. The only
downside is that the output swing is
limited at high frequencies, because
the amplifier peak AC output is twice
the load voltage. Because you need a
large DC range with a limited AC sig-
nal superimposed, no problem arises.

A BUSY PIC
The microcontroller has a lot of

work to do. It reads your requirements,
which come over the system bus from
the main controller board. An FPLA
with a serial output handles that inter-
face. The PIC sets up the center fre-
quency, computes both terms of the
jittering signal, and sets up the divi-

Tom Napier has been a space scien-
tist, health physicist, and designer of
space data receivers. Now, he pro-
vides electronics consulting services
and writes about his projects.

sion ratio of the ECL chips, which
convert the 50- to 100-MHz output of
the VCO into the desired clock rate.

The on-board serial bus uses a 3-bit
parallel address to set up the latches
that control the board’s functions.
This bus also drives the DACs, which
generate the control voltages. Solid-
state switches shift the system from
Calibrate to Operate mode. And then,
of course, the PIC has the autocalibra-
tion to do and the look-up table to
prepare every time the power turns on.

BE BROAD MINDED
So there it is, a product that uses all

four areas of electronic expertise: ana-
log design, digital design, numerical
processing, and embedded control
firmware. Part of the logic is embed-
ded in CMOS FPLAs, but the pro-
grammable clock divider also uses
discrete ECL chips. This implementa-
tion needs not only expertise in ana-
log and fast digital circuits, but also
the services of an expert in designing
with field programmable logic arrays
and a good PC layout technician. 

It pays to learn something about all
aspects of electronics. Not only will
your designs be more cost-effective,
but also you will be able to under-
stand what the other people on the
team are talking about. I
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n Part 1, I
described the basic

interface to drive the
Smartswitch. In this

article, I will add the bells and whis-
tles to allow both text and messages
to be placed anywhere on the screen. 

GENERATING AN IMAGE
The software I described last month

merely converts the bits stored in the
memory array cMatrix[][] to pixels on
the LCD. Now, I will show you how
to generate an image on the display
that enables a level of abstraction.

I’ve tried to create an interface that
enables the mixing and matching of
graphics and text. As I mentioned
before, the LCD output is maintained
in RAM, so writing an object to RAM
affects only specific pixels. Everything
else is left untouched.

Interface to these functions is
through up to 12 bytes of RAM
(cCMDs[12]). The application software
that uses this interface writes these
desired bytes and then waits for a
completed signal. Bit 0 of cCMDs[0],
when set by the application software,
indicates that there is a valid set of
command and data bytes in this array. 

The Display Interface Handler
processes this array and when it’s

complete it clears bit 0 of cCMDs[0].
The application software polls the
RAM location cCMDs[0] and waits for
bit 0 to go to zero. After it does, the
software updates registers cCMDs[1]
to cCMDs[11] as needed and then sets
bit 0 of cCMDs[0] to one. 

The command set implements all
the functions necessary to control the
display. The commands include clear-
ing and turning on a pixel block, writ-
ing text, placing graphics, reverse
video, and changing the backlight.
You can download the command set
from the Circuit Cellar web site.

CHARACTER GENERATION
In order to represent a character in

dot matrix format, the symbol must
be reduced to a series of pixel pat-
terns. These patterns are held in a
look-up table where the character
code (normally ASCII) and row num-
ber access the specific pattern. This is
called a character generator. 

Five columns by seven rows is a
common format for small displays,
but I felt a second, slightly larger for-
mat, 7 × 9, also would be beneficial
because the Smartswitch is a small
device. A 5 × 7 format accommodates
a maximum of six characters per line,
while a 7 × 9 only allows for four
characters per line. I implemented
only two character sets in order to
economize on program memory space.

Creating a character set can be
tedious, so I was delighted when I dis-
covered that I could use Excel to expe-
dite the process. This brilliant idea
from Alberto Bitti was published as a
design idea in another magazine in

Driving the NKK Smartswitch

i
Whether your mes-
sage is one of work-
place safety or world
peace, the long nights
of brooding over ways
to tell the world are
over. Now that you’re
comfortable with the
interface to drive the
Smartswitch, Aubrey
will show you how to
display your ideas as
text and graphics.

Aubrey Kagan 
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Photo 1—This flag is actually created in four steps.
First, a large block is written across the screen. Second,
a gap is opened up in the middle of the block, creating
the effect of the sidebars. Third, the maple leaf is inserted
into the gap. Finally, the text is written in the bottom line.

Part 2: Graphics and Text

CONTEST ENTRY
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far I have only managed a fair represen-
tation of a maple leaf). The image is
included in LCDmem.c as image zero.
The generation of images one to four
is left to your “image-ination.”

The image should be left and top
justified within the 16 × 16 matrix so
that the first bit of the image is at pic-
tures[x], iBitPattern[0] bit 15. Creation
of an image is a lot of work, so once
again I resorted to Excel. I used an
extended version of the Excel work-
book described earlier. You can also
download this file from the Circuit
Cellar web site.

It’s possible to expand the size of
these images by modifying the pro-
gram in a few areas. The images are
contained in a structure called pic-
tures, defined in LCDmem.c and
repeated as a header in LCDmem.h.
iBitPattern would have to be re-
declared as an unsigned long type to
cater to the increased number of hori-
zontal pixels and the number of rows
would have to be incremented from 16
in the iBitPattern[16] declaration. 

In addition, the procedure Load-
Graphic in the Command.c module
would need to have the iMask modified
to a long unsigned type and its initial-
ization (iMask = 0x8000;) changed to
suit the larger image. You can also
increase the number of images by
changing the array declaration pic-
tures[5] in LCDmem.c and LCDmem.h,
and by adding in the values for the
graphics in the constant array.

THE USER INTERFACE
Before I bore you to tears with a

description of the software operation, I
want to demonstrate how the user
interface works. You can download
the command sequences and photos
showing the results of the commands
from the Circuit Cellar web site. 

As you can see, Photo 1 is a mix-
ture of graphics symbols, bit manipu-
lation, and text entry. For all of the
command sequences presented, I’ve
ignored stating that the interface
must poll cCMDs[0] and wait until
bit 0 is zero. I have also omitted stat-
ing that setting bit 0 of cCMDs[0] to
one should happen after all of the
other bytes have been set up in order
to initiate the action. 

September 2001. [1] I was motivated
enough to create some macros to
speed up the generation process. This
implementation was published in
April 2002. [2] You may download the
associated Excel file from the Circuit
Cellar web site. 

In summary, you have to enter the
desired matrix pattern for each charac-
ter and the Excel worksheet generates
the bit pattern as a number for every
row. This is then saved to a file, which
can be edited and read into the applica-
tion (see the cCharSet1 and cCharSet2
arrays in the C module LCDmem.c).

In order to ensure that previous enti-
ties are cleared, and to allow spacing
between characters, I have added a col-
umn of blank pixels to the right of each
character and a row of blank pixels
underneath each character. If the most
significant bit of a character in RAM is

set, that character is underlined in the
row underneath the character. A stan-
dard ASCII character set goes from
0x20 to 0x7F. I have allowed for an
additional 32 characters, from 0 to
0x1F, to permit customized characters.

GRAPHIC GENERATION
It’s possible to create a graphic

image to cover the full 24 × 36 pixels
of the display. As with characters, the
image is broken into a bit pattern for
every row of the graphic image. 

Rather than use large blocks of pro-
gram memory, I restricted the graphics
size to a maximum of 16 × 16. This
requires 32 bytes per image. I also
tacked on 2 bytes to describe the width
and height of the image (in pixels),
which would work out to 34 bytes. In
addition, I limited this to five images
because I am not great at graphics (so

Listing 1—GenPixel identifies the byte and bit associated with a particular pixel through a composite point-
er using cPixRow, cPixColByte, and cPixColMask.

void GenPixel (unsigned int iPixPnt)
{
//Generate a mask and a byte pointer
//First find row. There are 80 bits in a row

cPixRow=(unsigned char)(iPixPnt/N_COLS);
cPixColByte=(unsigned char)(iPixPnt%N_COLS);
cPixColMask=cPixColByte%8;
cPixColByte=cPixColByte/8;

switch (cPixColMask)
{

case 0:
cPixColMask=0x01;
break;

case 1:
cPixColMask=0x02;
break;

case 2:
cPixColMask=0x04;
break;

case 3:
cPixColMask=0x08;
break;

case 4:
cPixColMask=0x10;
break;

case 5:
cPixColMask=0x20;
break;

case 6:
cPixColMask=0x40;
break;

default:
cPixColMask=0x80;
break;

}

}



changing the cPixColMask and
cPixColByte when necessary (see
Listing 2). Each time a new row is
started, the pixel pointer is set 40 pix-
els ahead of the pointer to the begin-
ning of the current line. No attempt
has been made to check for pixels
beyond the limits of the RAM matrix.
Remember that the leftmost pixel has
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SOFTWARE OPERATION
The code for the previously described

functions is contained in the module
Command.c. The decoding for the
commands occurs in the procedure
ProcessCommand(), which is a simple
C language switch construction. 

The heart of all these functions is
locating the bit in RAM where the
function will start being implemented.
This procedure is GenPixel, which
takes the pixel number as an integer
parameter and generates a value for
three variables: cPixRow, cPixColByte,
and cPixColMask. These are then
used to address a byte in RAM as
cMatrix [cPixRow][cPixColByte] and
the particular bit is contained on
cPixColMask (see Listing 1). 

Rather than deal with each item in
a given row, the items are handled
individually, row by row. For instance,
a letter will be copied from the char-
acter generator table to RAM before
the next character is analyzed.

Another interesting procedure is
IncPixPnt, which will increment the
pixel being dealt with along a line,

a numeric value greater than the pix-
els to the right of it on the same line.

SWITCH INPUT
All of the above ignores the fact that

the Smartswitch has a single, normally
open contact. There isn’t code to con-
figure the microcomputer input (which
could use the on-board pull-up resis-

Listing 2—IncPixPnt increments the compound pointer to point to the bit associated with the next pixel on
the right.

void IncPixPnt (void)
//Bumps the pixel on one place to the right, but not onto the 

next row
if (cPixColMask==0x01)
{

cPixColByte--;
cPixColMask=0x80;

}
else {

cPixColMask=cPixColMask>>1;
}
if (cPixColByte>=5)
{

cPixColByte=0;
//Prevent overrun

}
}

http://www.trilogydesign.com
http://www.ontrak.net


www.circuitcellar.com CIRCUIT CELLAR® Issue 145   August 2002   29

SOFTWARE
To download the code and other
files, go to ftp.circuitcellar.com/
pub/Circuit_Cellar/2002/145/.
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[1] A. Bitti, “Excel Offers Painless

LCD Initialization,” EDN, www.
ednmag.com, September 2001.

[2] A. Kagan, “Tricks to Improve on
Excel Initialization,” EDN,
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tors), debounce the signal, or present
it to an application through a RAM
bit. But that should not be a problem.

DOCUMENTATION
When you use the PSoC Designer

to construct a new project, the pro-
gram wisely creates a new folder with
all the necessary code and setups.
Therefore, your modifications will be
restricted to this project. One disad-
vantage to this approach is that when
you transfer projects you have to use
source files, and then the entire folder
has to be zipped. 

You can download the zipped file
along with the Excel file for graphics
creation. I have also included the
PSoC datasheet created specifically
for this project.  

A SMART FINISH
The NKK Smartswitch is relatively

expensive, so it would probably be in
your best interest to minimize the
number of switches per system. You
can achieve this by using the back-
light and timeouts. For instance, to

invoke a setup menu, you could hold
the button in until the software (after
a period) changes the backlight from
on to flashing. Answers to yes/no
could be achieved through one or two
activations of the switch or by a sin-
gle push for yes and a 5-s default for
no. The projects I design don’t require
frequent setup, so my user interface
doesn’t have to be quick. I hope to
implement it using only one switch. 

Note that in the time it has taken
to publish this article, Cypress has
released several new versions of the
PSoC Designer. The latest version,
3.10, has implemented a lot of the
changes that I’ve mentioned in these
two articles. I

Weidmuller Canada. You may reach
him at akagan@weidmuller.ca.
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emember the
enthusiasm about

the first multimedia
features on PCs? I

always wondered what was “multi”
about sound in addition to light, but
somehow “bimedia” didn’t sound
catchy enough. Well, decades later,
we still don’t have touch (the IFeel
mice from Logitech mice aside),
taste, or smell (fortunately).

One side effect of the multimedia
revolution is that sound input and
output jacks appear on all PCs these
days, sporting decent resolution and
frequency response. Although most
people are content to just listen to
their PCs and occasionally talk to
them, geeks tend to
think about what they
might do with a fast
CPU between pairs of
ADCs and DACs.

A stock PC can
become a decent audio-
frequency oscilloscope,
spectrum analyzer,
function generator, or
even an arbitrary wave-
form generator. It’s
just, as Steve is wont
to say, “a simple mat-
ter of software.” After

all, with perfect digital data and
high-resolution converters, what can
possibly go wrong?

Well, quite a lot, as it turns out.
Let’s take a look at some fundamen-
tal things you don’t see in the
datasheets and the nastiness that can
happen when bits meet hardware. I’ll
use a Wintel laptop for my examples
in this article, but you can follow
along with whatever hardware and
OS you have available.

PURE ANALOG
At its heart, a sound card has audio

inputs routed to an analog-to-digital
converter to create bits from sound
and a digital-to-analog converter rout-
ed to an audio output to create sound
from bits. Most cards also include a
MIDI synthesizer and tone controls,
direct digital inputs and outputs, and
so forth. For our purposes here, how-
ever, I’ll use only the basic analog
audio parts of the chain.

Sound cards include two audio
mixers, which can provide a rich
source of confusion. The Recording
Control determines which audio
sources reach the input of the ADC
and sets their relative volumes. The
Volume (or Playback) control selects
audio sources for the output amplifier
that produces the output voltage
going to the speakers.

How you display these two mixers
depends, of course, on which OS
you’re using. Photo 1 shows what
they look like under Windows XP on
my Dell Inspiron 8100. In order to
display both controls at the same
time, you’ll probably have to start
two Volume Controls, then use

PC Audio Bits

r
What’s so hard about
building a trouble-free
audio system? All you
need is a stock PC,
good software, and
decent digital data and
high-resolution con-
verters, right? Not nec-
essarily. Ed shows you
what the datasheets
cannot as he notes
what happens when
bits meet hardware.

Ed Nisley

ABOVE THE
GROUND
PLANE

Figure 1—The line-in jack can accept 1 VP and the earphone jack will pro-
duce nearly 2 VP into an open circuit without clipping. The digital input and
output values are different.
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produces a deafeningly loud
squeal. Don’t do these tests with
the earbud in place!

VOLTAGE IN
Although the line-in jack can

accept a 1-VP signal without clip-
ping, the ADC that chops it into
bits has a different limit. To find
that, you must look at the digital
values produced by the converter.

The Sound Recorder program
included with Windows can suf-
fice for a quick look. Use
File|Properties to select a 16-bit
stereo recording format with
44,100 or 48,000 samples per sec-
ond, which gives the prettiest dis-
play. Make sure the Line-In slider
in the Recording Control window
is selected and shoved up all the
way, and then click the Record

button. Adjust the function genera-
tor’s output until the pseudo-oscillo-
scope display just has rounded peaks,
as shown in Photo 2.

It’s worth noting that the waveform
displayed in the Sound Recorder win-
dow has little to do with the input sig-
nal. Flat tops indicate clipping, but
don’t mistake it for an oscilloscope!

Next, measure the actual input
voltage at the jack, which will have a
peak value equal to the ADC’s maxi-
mum input. On my system, that cor-
responds to only 325 mV, not the 1-V
analog clipping level.

If you’re using a DMM to measure
the input voltage, remember that it

Options|Properties to convert one
to a Recording Control.

The ESS Maestro sound circuit-
ry in my 8100 allows only one
input to the ADC at a time,
despite being able to display a
Mixer control slider. Fancier cards
can perform on-the-fly audio mix-
ing from various sources into the
ADC input. As always, you (may)
get what you pay for!

Not unexpectedly, dissimilar
sound cards and drivers handle
audio signals differently. The first
thing you should determine is the
maximum input and output volt-
ages that do not cause clipping,
along with the calibration of the
volume control sliders.

You have to connect a function
generator producing a 1-kHz, 0-V
sine wave to the Line-In jack and
connect the Line-Out jack to your
oscilloscope. My 8100 has only a
Earphone-Out jack and your PC may
have only a Speaker Output, so
measure what you have.

The first slider on the left in the
Volume Control window, also con-
fusingly labeled Volume Control,
sets the overall audio output level.
Move it about one-fourth of the way
from the bottom, then set the Line-
In slider all the way up. Don’t use
the sliders in the Recording Control
window because you are not digitiz-
ing any audio yet.

Crank up the signal generator
until the output waveform starts to
clip, then back off just a little bit.
The Maestro of the 8100 began clip-
ping the sine wave’s peaks at about
1 VP. This determines the maximum
input signal level.

Next, increase the master Volume
Control slider until the output again
begins to clip, which will give you the
maximum possible output voltage.
Figure 1 shows that I can expect just
under 2 VP from the Earphone jack
with the slider one click down from
the maximum setting.

The sliders have a roughly logarith-
mic response with the actual values
determined by the audio hardware,
drivers, and software. The ESS
Maestro volume control sliders have
roughly 20 values spaced 1.5 dB apart,

even though the arrow keys move
them in much finer steps. In this case,
what you see on the screen is definite-
ly not what you get at the output.

Remember that decibels are calcu-
lated based on power, not voltage, so
a 1.5-dB step corresponds to a voltage
ratio of 0.84 and 3 dB to a 0.71 fac-
tor. As a result, the slider’s half-scale
setting of –7.5 dB produces about
840-mVP output.

Because the oscilloscope presents a
high impedance to the audio signal,
you have just measured the open-cir-
cuit response. It’s also instructive to
find the circuit’s output impedance
and the maximum voltage for a load
of that magnitude.

I have a military surplus
audio output level meter with a
staggeringly complex variable
impedance control, so I can sim-
ply tune for maximum power (a
whopping 15 mW) and read off
the corresponding impedance
(10 Ω) at the point when it
begins clipping. You can get
similar results by terminating
the audio output with ordinary
resistors and computing the
delivered power for each. The
resistance that absorbs the most
power roughly equals the audio
output’s source impedance.

For what it’s worth, 15 mW
going into an ordinary earbud

Photo 1—Sliders on the two mixer controls set the amplification
and attenuation for each signal source. Determining what each
slider actually controls poses the first challenge to using a PC as
a signal processor.

Photo 2—Flat tops on a sine wave input give a quick indica-
tion of voltages above the ADC’s maximum input level.



BITS OUT
Figure 2 demonstrates an interest-

ing phenomenon. The 1-kHz full-
scale sine wave in the top screen
looks fine, but simply changing the
frequency to 10 kHz produces the
lumpy trace in the bottom screen.
What happened?

Both waveforms use a 48-kHz sam-
pling rate that produces one output
voltage every 20.833 µs. One cycle of
a 1-kHz wave lasts 1000 µs and con-
tains exactly 48 output samples.

At 10 kHz, however, a single 100-
µs cycle contains 4.8 samples, which

doesn’t work out evenly.
The samples occur at 75°
increments, so the two
voltages bracketing what
should be the full-scale
peak at 100 µs actually
have values of 0.5 and 0.97.
The modulated 10-kHz
waveform repeats every
five cycles and 24 samples.
You can hear the ampli-
tude modulation imposed
on the output even through
cheap speakers.

It turns out that you are
seeing the interaction
between (at least) the out-
put sampling rate, signal
frequency, and the output
reconstruction filter of the
card. A search on the
Internet will turn up more
information on all of
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displays the RMS value of the
sine wave. Multiply the RMS
reading by 1.4 to get the peak. 

You can verify that you’ve
found the correct level by
playing the recorded sound
back and monitoring it on
your oscilloscope. In the
Volume Control window,
mute the Line-In slider (so
you don’t combine the analog
input with the digital out-
put), increase the volume
using the wave slider, shove
it up all the way, and then
click the Play button.

Because the output Volume
Control is still set to the
maximum value that didn’t
cause clipping from the ana-
log line-in source, the output voltage
should be the maximum you can
expect from the wave DAC source.
Verify that by bumping the Volume
Control slider up a notch and watch-
ing for clipping.

The ESS Maestro, like most sound
cards, can digitize input signals with
16-bit resolution, which slices the
entire 700-mVPP range into 65,536
chunks. In theory, therefore, the
least significant bit of the ADC rep-
resents just under 11 µV.

Let’s look at the output side before
we start celebrating.

those; at least now that you
know there’s something to
look for.

BRING THE NOISE!
(AGAIN)

The output’s ideal dynam-
ic range spans all 65,536 lev-
els of the 16-bit digital val-
ues. Figure 2 shows that
full-scale output from the
Earphone jack is about
800 mV into a 10-Ω load, so
the least significant bit cor-
responds to about 25 µV
(800/32k).

Figure 3 shows a 1-kHz
sine wave that is 48 dB
below full scale and should
be about 3 mVP. As you can

easily see, the signal pretty much van-
ishes in the output noise.

When you run the numbers, 48 dB
down from a peak of 32,767 works out
to 130. Simply put, that means the
low-order seven bits do not make any
difference. The output may have an
ideal resolution of 16 bits, but a useful
dynamic range of only 9 or 10 bits.

Things may not be as bad as they
seem, however, if you plan to use
the output strictly as an audio sig-
nal. The noise frequencies tend to
be significantly higher than the
audible limit of about 20 kHz, so the
output sounds better than you’d
expect. In particular, I can easily
hear a –80-dBFS, 1-kHz tone that is
only 2 bits tall. At least with exter-
nal amplified speakers cranked up all
the way, it’s still audible against a
faint background hiss.

However, if you plan to use the out-
put of a sound card as input to a
device that isn’t band-limited, you
must include a filter to get rid of the
hash. Pay careful attention to the low
frequencies, too, because the DC off-
set shown in Figure 3 disappears when
I unplug the lithium ion battery
charger of the 8100.

On the input side, I plugged a
short 3.5-mm jumper into the Line-
In jack and shorted one channel to
ground. Photo 3 shows the results of
digitizing two signals at 48 kHz: the
expected 60-Hz hum on one channel
and little on the other.

Photo 3—Input noise can soak up a few LSBs all by itself. An open input pro-
duced the upper 60-Hz hum, a shorted one gave a flatter line.

Figure 2—A 1-kHz full-scale sine wave looks good. At 10 kHz, you
can see a distinct interaction with the 48-kHz sampling rate.
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In short, you cannot expect to get
the full dynamic range from a sound
card without additional filtering.
Obviously, the narrower the band-
width you can use, the tighter your
filter can be and the less effect the
noise will have.

It’s also vital to use the highest
input signal levels you can generate.
Expecting the sound card to amplify
low-level inputs won’t pay off, so use
your own signal processing ahead of
the inputs to put those bits to work!

CONTACT RELEASE
I’ve looked at only the most obvi-

ous characteristics of a single sound
card and ignored a number of key
parameters that you may find vital for
your application. I highly recommend
investing some time working with
your function generator and oscillo-
scope to find out what your sound
card can actually do. The results may
surprise you, but it’s better to be sur-
prised in advance than to depend on
the glowing specs you read on the box.

It should be obvious that not every-
thing you read about sound card per-
formance can be true all at once. That
mythical 90-some-odd-dB dynamic
range requires far more analog circuit
performance than commodity hard-
ware will provide, noise may limit
applications other than PC-grade
speakers, and the controls can hamper
precise input and output settings. 

But what you can do is truly amaz-
ing, particularly when you consider
that this stuff comes free with every
PC. Go forth and check out the analog
part of digital sound! I

RESOURCES
Sound card interfacing
www.arrl.org/news/features/1999/
0701/2/

Sound card test results
www.pcavtech.com.

SOURCES
SoundArb arbitrary function
generator
David Sherman Engineering
(425) 258-4083
www.wavebuilder.com

Inspiron 8100
Dell Computer 
(800) 999-3355
www.dell.com

Cool Edit 2000 software
Syntrillium Software 
(480) 559-7778
www.syntrillium.com

TrueRTA oscilloscope, spectrum
analyzer, function generator
True Audio
(865) 494-3388
www.trueaudio.com

Figure 3—A 3-mVP sine wave 48 dB below full scale
is almost indistinguishable from the noise. So much for
a 16-bit dynamic range.

Ed Nisley, PE, is an electrical engineer
and a ham radio geek (call sign
KE4ZNU). You may contact him at
ed.nisley@ieee.or.

http://www.arrl.org/news/features/1999/0701/2/
http://www.pcavtech.com
http://www.wavebuilder.com
http://www.dell.com
http://www.syntrillium.com
http://www.trueaudio.com
http://www.on-time.com
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oes it make
sense to build an

ignition system when
it’s possible to buy a

complete engine control system (with
fuel injection) from a commercial man-
ufacturer? I’ll answer that question in
this article. I’ll discuss a digital ignition
system without a distributor for two-
cylinder internal combustion engines.

There are many old vehicles whose
owners would like to equip them with
new technology to improve perform-
ance, fuel consumption, engine con-
trol at wide range of temperatures, or
the precision of the spark timing.

If you’re a performance seeker with
a limited budget (and a cheap old vehi-
cle), you know there aren’t many afford-
able high-performance engine con-
trollers and calibration tools, especially
if the engine has only two cylinders (I
have a Fiat 500, which uses the same
engine as a Fiat 126). I decided to build
an electronic fuel injection and ignition
control system that can easily be set
for optimum power and performance. I
built the ignition system first because
it could be developed separately and is
an easier problem than fuel injection.

The system satisfies all of my
requirements. It’s inexpensive; the
most expensive parts are the two tran-

sistors that charge the coils. The sys-
tem is able to send all operating infor-
mation to a PC. In addition, you can
reprogram the ignition curve via UART
from the PC in real time (you can
modify it and hear the effects on the
engine). And lastly, I’ve implemented
temporary incremental curve correc-
tion for use with the knock sensor.

In most vehicles equipped with
electronic control systems, an induc-
tive pickup senses the rotation speed
and position of the crankshaft. I decid-
ed on another solution. I got a spare
distributor assembly and sensed the
position and speed of the camshaft
using two optoelectronic sensors that
are offset by 180°. A rotating disk that
has one hole and is secured to the
original distributor shaft interrupts
the beam. Pulse timing is set so that
the pulses come 45° before top dead
center (BTDC). Take a look at the tim-
ing diagram in Figure 1.

In order for the engine to work opti-
mally, the spark must come at the right
point in the rotation of the crankshaft.
This depends on the revolutions per
minute and the octane number of the
gas, among other things. The right
point is specified in terms of the
crankshaft angle in degrees BTDC.
The microcontroller calculates the
revolutions per minute from two
incoming pulses and then waits an
appropriate amount of time to gener-
ate the spark to the correct cylinder.

STANDARD IGNITION SYSTEM 
The ignition system of a gasoline

engine operates at high voltages. An
ignition coil produces the high voltage.
The point at which the spark occurs
during the compression stroke is
called the ignition timing. Making the
spark occur earlier is called advancing
the timing; conversely, allowing the
spark to occur later than normal is a
called retarding the timing.

There are several general principles
regarding ignition timing that you
should keep in mind. First, it’s diffi-
cult to move ignition timing during a
race. Second, the more power an
engine can develop, the more you can
advance the timing. Third, advancing
the timing causes the spark to occur
earlier and makes for a bigger bang

Digital Ignition System

d
Tinkering with cars
can be an expensive
hobby. But upgrades
don’t always have to
cost a fortune. In this
article, Frantisek
shows you a cost-
effective way to build
a digital distributor-
less ignition system
that will boost your
car’s overall perform-
ance and power. 

Frantisek Bachleda

FEATURE
ARTICLE

Building Without a Distributor
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vacuum, which develops behind the
throttle valve in the manifold, is used
to adjust the ignition curve.

What I have described is a standard
ignition system with a mechanical dis-
tributor. Many manufacturers are mov-
ing to digital ignition systems without
distributors, because they’re advanta-
geous in several ways. Ignition energy
is not wasted sparking across the con-
tact breaker in the distributor, and
there is no need to design vacuum lines
and centrifugal mechanisms because
these parameters are calculated by a
microprocessor based on the revolu-
tions per minute. If there is a coil for
each cylinder, there is no mechanical
rotor. This provides a better spark at
high revolutions per minute because
each coil has enough time to charge.

Microcontroller-controlled ignition
systems are easy to maintain, cali-
brate, and upgrade. The microproces-
sor can be programmed to deliver
maximum power under all conditions
(e.g., different grades of gasoline). In
addition, the system has no mechani-
cal parts to wear out, and the lack of
breaker points reduces the electromag-
netic interference that causes errant
signals in other electrical equipment. 

The ignition system consists of sev-
eral key components (see Figure 2).
The mechanical pieces support the
assembly and couple the mechanical
motion of the engine to the electron-
ics. Power-conditioning circuitry pro-
vides clean power to the electronics.

during combustion (bigger bang equals
more power). Fourth, too much advance
causes an underpowered engine to
struggle and overheat (digitally con-
trolled engines have a knock sensor to
prevent this situation, which could hap-
pen as a result of different working con-
ditions). Finally, too much retardation
causes a loss of power and overheating.

A knock sensor is installed in elec-
tronically controlled engines, especial-
ly those with fuel injection. It listens
to the explosion sound because the
engine can be damaged if the spark
comes too soon. If this happens, the
sensor hears it and the processor
retards the ignition timing. This also
reduces the power from the engine,
but the processor compensates for this
by changing the air/fuel ratio.

The spark must come at the correct
point before top dead center. Ignition
timing depends on the revolutions per
minute (i.e., if the piston moves faster,
the ignition must start earlier for
complete combustion) and gasoline
octane number. Higher-octane fuel
burns slower, so the ignition needs to
occur earlier for complete combustion.

The standard distributor on the Fiat
500 consists of a contact breaker with
its capacitor, the ignition cam, the actu-
al distributor, and an automatic timing
control device that determines the opti-
mum ignition timing relative to the
operating conditions of the engine.

The lower end of the distributor’s
shaft is connected to a gear in the

engine block; its upper end car-
ries the ignition cam. This shaft
rotates at the same speed as the
camshaft of the engine. The
ignition circuit consists of two
sub-circuits, the primary (low
voltage) and secondary (high
voltage). As the shaft rotates,
the ignition cam breaks the pri-
mary current flow (by pushing
the contact breaker), which
causes high voltage to pass from
the coil through a rotor in the
upper end of distributor shaft to
the spark plugs. The rotor posi-
tion and moment when the con-
tact-beaker opens are so
arranged that the rotor is always
at a contact just when the con-
tact breaker interrupts the cir-

cuit of the primary winding of the
ignition coil. This creates a spark in
the appropriate cylinder.

The standard distributor also con-
tains the timing control. This device
automatically adjusts the ignition tim-
ing to its optimum value. A centrifugal
control device provides basic adjust-
ment. The centrifugal force (dependent
on the revolutions per minute) changes
the relationship between the ignition
cam and contact breaker. So, when the
shaft rotates faster and the centrifugal
force increases, it causes a larger
deflection and earlier ignition.

The negative pressure in the intake
manifold of the engine produces an
additional adjustment. This partial

RS-232 Level
converter

Optoelectronic
sensors of
camshaft

Microcontroller
core

(AT90S2313-10PI)

Two optocouplers
to prevent 

interference from
coil driver

Two coil
drivers

Power
circuity

Two LED diodes
for setting (copy
of optosensors)

PC UART 4800 bps
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Coil for cycle 2

Figure 2—I chose the AT90S2313-10PI to run my ignition system.
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Figure 1—My solution includes two optoelectronic sensors and
a rotating disk that is fastened to the distributor shaft. You can
also see the signals on the microcontroller interrupt inputs
related to the pistons at top dead center (TDC).



age for the microprocessor and other
circuits. A pair of capacitors (elec-
trolytic and ceramic) is connected
between the regulator input and
ground, and also between the regulator
output and ground.

The regulator and its capacitors are
located on the microprocessor board,
which is built into the new distributor
assembly. The filter (i.e., toroidal coil
and its bypass capacitors) is in a sepa-
rate box secured near the ignition coils.

Despite all my effort to provide a
clean supply for the microcontroller, it
might not be enough. You can provide
an absolutely clean voltage for the
MCU by using totally separate grounds,
isolating the MCU and logic ground
from the car ground. The power supply
is a DC/DC converter with isolation
transformers (the cheap way is to use
an appropriate Maxim or Motorola IC). 

Such a solution would provide an
absolutely clean voltage for the micro-
controller. I am working on a solution
now, but I decided to use a complete
DC/DC converter module made by
TRACO Electronic. It is more expen-
sive, but it’s easier to implement. You
can see the modifications in Figure 4.  

OPTOELECTRONIC SENSORS
For the optical sensors, I used pho-

totransistors and infrared LED emitters
(3 mm in diameter) like those used in
consumer electronic remote controls,
because they are cheap and easy to find.

In systems with an inductive sensor
(with a gear on the crankshaft), the
input signal conditioning is possibly
the most crucial circuit in the ignition
system. Sensor output signals must be
modified in some way to resemble a
signal that a microprocessor can read.
Because only one inductive sensor is
used, there is information missing
about the position of the camshaft.
Cars still have only one ignition coil
and a high-voltage distributor is used
to direct the spark to the correct
cylinder. Only more expensive cars
use a coil for each cylinder, and the
electronic control system in them has
the sensor on the camshaft.

Optosensors have numerous advan-
tages. First, they are easy to connect
to the microprocessor (no additional
circuits are required to provide a sig-
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Two optoelectronic sensors (consisting
of infrared LEDs and phototransistors
of the type currently used in remote
controls for TVs and other electronics)
sense the camshaft position. 

A microcontroller (AT90S2313-10PI)
manages the process. Two photocou-
plers are used to protect the microcon-
troller from possible interference com-
ing from the coil switch transistors,
and two indicator LEDs indicate the
status of the input sensors in order to
easily set the pulses at exactly 45°
BTDC. A pair of coil drivers interfaces
to the ignition coils, and an external
RS-232 level converter provides an
interface to an external PC. 

MECHANICAL PARTS
One standard solution to detect the

position and speed of the crankshaft in
electronic ignitions is an inductive
sensor placed near a gear on the
camshaft. As I mentioned before, I
have decided on another solution—two
optoelectronic sensors. 

Everything (sensors and electronics)
is built into a spare distributor. As a
result, I have made a compact device
that is as easy to attach to the engine
as a standard distributor.

I disassembled the distributor and
took out the parts, keeping only the
shaft and basic body of the distributor.
The distributor shaft is in two parts

for the centrifugal control, which
must be secured together. I drilled a
hole through these two parts and rivet-
ed them together to form a single shaft.

To make things easier, I had a
machine shop turn three new parts.
Two of the parts are for the stator,
where the optosensors are connected.
The third part is the disk (stuck on
with silicone rubber and secured by a
bolt) on the upper end of the distributor
shaft. This disk has a hole to interrupt
the optosensor beams. The stator parts
are secured with bolts to the distributor
body. The electronic boards are located
above the mechanical parts and every-
thing is covered. You can see the over-
all mechanical arrangement in Figure 3.

POWER SUPPLY
If you want to use a microprocessor

in a car, especially to control the
engine, it’s necessary to provide it
with a clean power supply. 

The power circuitry consists of a
filter and voltage regulator. The filter
includes a toroidal coil (with as much
inductance as possible) and additional
capacitors connected between the sup-
ply wire and ground, both before and
after the coil, to prevent the propaga-
tion of fast transients that can appear
on the car’s electrical system.

The filtered voltage goes into a reg-
ulator (78M05) that provides the volt-

Connector
to connect

boards

Soldered tin plate
around the board

Riveted two shafts

470 Ω 470 Ω

The centrifugal
device was here

Infrared LED

Wheel with
the hole (rotor)

Distributor shaft

Coil driver
board

C
E E C

Microprocessor
board

Phototransistor

Figure 3—With a little effort, you can assemble all of the mechanical parts with the electronic board. Modifications
to the classic distributor allow you build in optosensors and an electric board.
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nal that the processor can read).
Second, the sensing of the camshaft
position includes information about
which cylinder needs the spark. Two
ignition drivers and two ignition coils
are used. Third, the system uses two
sensors (one for each cylinder), which
allows you to use one ignition coil for
each cylinder (no mechanical distribu-
tor eliminates sparking there). Coil
energy is used to make a spark in the
cylinder, so electromagnetic interfer-
ence is decreased and each coil has
more time to charge. Finally, optosen-
sors are simple mechanical solutions. 

Despite these perks, there are some
drawbacks. Dust and oil could contam-
inate the optosensors. Such contami-
nants can block the light and put the
system out of operation. Revolutions
per minute are calculated only once
per spin, which is a problem for the
first spark because the microprocessor
can calculate the revolutions per
minute only after the second pulse
occurs. Finally, timing inaccuracies
could appear because the sensors are
on the camshaft and not the crank-

shaft. The wearing of the chain that
connects the camshaft and crankshaft
(in the ratio 1:2) can cause this. 

Each LED emitter has a series resis-
tor to adjust its current to approxi-
mately 5 mA. The emitters of the
phototransistors are connected to
ground and the collectors are connect-
ed to the microprocessor input pins
(INT0 and INT1). External pull-up
resistors are also connected between
each collector and 5 V. This generates

low-going pulses on these pins when
the shaft rotates and the hole in the
disk activates the photodetector.

MICROPROCESSOR CORE
There is nothing special here. The

microprocessor is connected in a stan-
dard way. There are two green LED
diodes on PB6 and PB7 that display
the status of the input sensors to sim-
plify calibration at 45° BTDC. I’ll
come back to this later. A 10-MHz
crystal is used as a clock source.

OPTOCOUPLERS
Because the switch coil driver tran-

sistors could be a possible source of
voltage interference to the micro-
processor circuitry, I decided to insert
two optocouplers by which the micro-
processor can drive output transistors.
These couplers are in SMD packages
soldered to microprocessor board.

COIL DRIVERS
The most expensive parts are the

coil driver transistors. These transis-
tors must withstand high collector-

Photo 1—The coil driver board is stacked on top of the
microprocessor board. The boards are 42 mm (1.65″)
in diameter.

http://www.mouser.com
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emitter voltages and high peak collec-
tor currents. I used a BU931P transis-
tor in TO220 package, which is tar-
geted for ignition applications. 

The transistors are connected accord-
ing to the manufacturer’s recommend-
ed circuit. Each is driven by two small
transistors (a BC640 and one that is
part of the optocoupler), which provide
the gain required to drive the output
transistors from the microprocessor.
Because the output transistors work in
switching mode, they need only mini-
mal heatsinking (i.e., a small piece of
aluminum plate), as shown in Photo 1.

Before I move on, I would like to
make a few important points regard-
ing automotive applications. First,
you should remember that all elec-
tronic components and all other
materials used must work in the wide
range of temperatures encountered in
the engine compartment (e.g., the
microprocessor is the PI version).
Secondly, because of the vibration, it
is also necessary to secure all elec-

tronic components with silicone rub-
ber. Supporting them only via their
soldered leads is not durable enough. 

SOFTWARE ARCHITECTURE
The microprocessor software is

organized primarily around four key
interrupts: external 0, external 1, timer
compare, and serial UART receive.
The AVR source was compiled with
the AVR macro assembler. A C pro-
gram to generate EEPROM data for the
ignition curve was compiled as a
WIN32 console application in Visual
Studio 6.0. The watchdog is enabled.

All spark handling is done in the
interrupt routines. The main loop pro-
gram handles UART communications
with the PC. The external 0 interrupt
is handled by the same routine as the
external 1 interrupt. The only differ-
ence is that a flag is used to direct the
spark to the correct cylinder.

The timer interrupt is set to occur
every 50 µs. There is a 3-byte free-
running counter in software that is

incremented by the interrupt han-
dling routine. The value of this count-
er is read in the external 0/1 interrupt
handler, and the actual revolutions
per minute is calculated by subtract-
ing the current value of the counter
from the previous value. 

The handler then sets a 2-byte vari-
able that determines the time to wait
to create the spark, based on the revo-
lutions per minute value. After this
variable is set, the timer interrupt
routine starts to decrement this value.
When it becomes zero, the spark is
generated (the output transistor is
turned on for 1.8 ms) in the correct
cylinder. The delay value is set in one
of three ways, depending on the revo-
lutions per minute value (see Figure 5).

When you start the engine, the rev-
olutions per minute value is less than
400. The delay value is calculated by
dividing the revolutions per minute
value by eight, which establishes a
fixed delay of 45°, causing the spark
to occur at 0° BTDC. It probably

Figure 4—Take a look at the modifications I’ve made. They are the electronic solutions to the problems of a digital ignition system without a distributor.
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should not be zero exactly, but
rather about 2° to 3° BTDC. I
used zero because it provides a
quick implementation (divi-
sion by eight is equivalent to a
3-bit right shift). 

The working range of revo-
lutions per minute is 400 to
6451. The data for this range
(124 values) is stored in an
EEPROM data table. This
range is changeable via the
UART in real time. Normally,
the revolutions per minute
does not go higher than
6451. Above approximately
3500 rpm, the spark advance
is constant at about 28° BTDC. This
is calculated by multiplying the revo-
lutions per minute value by 1.5/32,
which produces a fixed delay of 17°.

There is a problem with the very
first spark. When the first pulse
occurs, the microprocessor does not
have a previous timer value that it
can use to calculate the revolutions
per minute. There are two bytes
reserved in EEPROM for this situa-

tion. After a second impulse occurs,
the microprocessor calculates the rev-
olutions per minute, divides it by
eight, and stores this value in EEP-
ROM. The value is then used as the
delay value for the first spark and is
used immediately after reset.

The microprocessor is able to com-
municate with an external PC via its
UART. The communication is in
ASCII characters. Any terminal pro-

gram can be used on the PC.
Set it for 4800 bps, 8 data
bits, 1 start bit, 1 stop bit,
and no parity.

The serial protocol consists
of simple 6-byte command
packets sent to the micro-
processor and the correspon-
ding responses. Eight com-
mands are available. The first
byte of each packet is the
command number (1 through
8), followed by five bytes
whose meaning depends on
the specific command. Each
byte is ASCII. So, the packet
10324x (ASCII codes 0x31,

0x30, 0x33, 0x32, 0x34, and 0x78)
means write the value 0x24 to address
0x03 in the EEPROM. The details of
each command are given in Table 1.

When the processor is ready to
receive a command, it transmits the
word “Ready.” If you enter an invalid
command (other than 1 through 8),
the command is ignored, but the pack-
et must still contain 6 bytes. This
means that you must enter throw-

Function /8 Function defined via EEPROM data Function 1.5/32

28

25

5

3

0 400 600 1500 3500 6451 rpm

+1 means = 1.4°
(earlier spark)

+1 means = 1.4° 
(later spark)

Angle (degrees BTDC)

Figure 5—Spark timing is dependent on the revolutions per minute as it is
defined via software.

http://www.laipac.com
http://www.maxstream.net
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away characters until the processor
responds with the “Ready” prompt.

CALIBRATION AND INSTALLATION
There is a mark on the crankshaft

pulley and another on the engine
block. When they are lined up, the
crankshaft is at top dead center
(TDC). It’s a good idea to make a new
mark at the position 45° before TDC
because this makes it quick to set up
the new distributor assembly each
time you’re ready to try it. Of course,
it is also necessary to install a second
ignition coil into the car and connect
it to 12 V.

Installation proceeds as follows.
First, set the crankshaft to 45° BTDC,
and then insert the new distributor
assembly (with the cover off) into the
engine. Next, you need to connect 12
V to the device and rotate the main
body of the distributor to the position
where one of the green LEDs turns on
(the impulses must occur at 45°
BTDC). Secure the distributor with its
clamping bolt and put the cover on.

Then, connect the wires to the igni-
tion coils and the high voltage cables
from the coils to the spark plugs.

At this point, you should try to
start the engine. If it doesn’t start, try
swapping the high-voltage cables on
the spark plugs. Murphy’s Law says
that the first attempt won’t be suc-
cessful. Because there are only two
cylinders, the trial-and-error method
works well. 

Try to start the engine again. If it
still doesn’t start, then there’s an
error in the design. In this case, it’s a
good idea to disassemble the distribu-
tor and spark plugs, switch on the
voltage source, rotate the distributor
shaft by hand, and look to see if the
distributor generates sparks. Don’t
forget to ground the disassembled
spark plugs and distributor.

When you finally have the engine
running, the last task is to tune the
ignition to the optimal curve for the
engine. You can see the preliminary
curve in Figure 5. This curve is stored
in EEPROM and program memory.

The latter is provided in case a mistake
is made during the tuning process.
You can restore the EEPROM data to
the original curve using the 8 com-
mand. Restart tuning again from the
beginning without reprogramming the
EEPROM in the device programmer.

For curve tuning, it’s good to have
the knock sensor connected. If you do
not have one, you must be careful
when adjusting the ignition timing.
You should listen to the engine’s
sound after each adjustment step.

Connect the PC via the serial inter-
face module to the distributor.
Execute a terminal program by setting
the UART parameters to 4800 bps,
1 stop bit, and no parity. When every-
thing is connected and the engine is
started, the distributor will send a
“Ready” message to the terminal and
you can start to tune. 

The point-by-point tuning method
goes as follows. First, ask the distrib-
utor for the revolutions per minute,
EEPROM address, and value (4 com-
mand). Second, vary the ignition tim-

Command Packet Description Response

"1", addr_h, addr_l, data_h, data_l, "x" Update byte in EEPROM; when “OK” if successful, “Fail” otherwise, and then “Ready” 
adjusting ignition curve, you need
to update values in EEPROM

"2x", "+" or "–", deg_h, deg_l, "x" Correction of spark timing; move the “OK” if successful, “Fail” otherwise, and then “Ready”
whole timing curve in multiples of 1.4°
(eg., +1 means +1.4° and +2
means +2.8°). The value is written into
RAM and correction stays in effect until
the next reset.   

"3xxxxx" Delete correction—set the timing curve “OK” and then “Ready”
to zero

"4xxxxx" Send revolutions per minute data, EEPROM TTTTTaAA = DDDD, where TTTTT = number of 50-µs
address, and wait for a constant ticks for one crankshaft revolution, AA = EEPROM

address and DDDD = delay value, which is also in 
50-µs ticks. Then, “Ready.”  

"5xxxxx" Send spark timing correction value; ±DD (units of 1.4°), then “Ready”
show actual timing correction value 
accumulated by the 2 commands above 

"6xxxxx" Send all EEPROM data AA = DD, AA = DD, AA = DD… The DD values are in
units of 100 µs

"7", adr_h, adr_l, "xxx" Send 1 byte from EEPROM; get one DD, where DD is the requested byte, followed by “OK”
value from EEPROM data memory at and then “Ready” 
the specified address

"8xxxxx" Update EEPROM ignition curve from “OK” when finished, and then “Ready”
program memory. In the program 
memory is stored data that represents 
the first ignition curve stored in EEPROM. 
Because you can change the EEPROM 
data, it can be set back to the initial 
curve without reprogramming the device 
in an external programmer. 

Table 1—The 2 command is helpful during fine-tuning, but it is primarily intended for the support of a future fuel-injection controller. Note that the data units for the 4 com-
mand are 50-µs ticks, while data units for the 6 and 7 commands are 100-µs ticks.
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SOURCES
AT90S2313-10PI microcontroller,
AVR macro assembler
Atmel Corp.
(408) 494-3388
www.atmel.com

Visual Studio 6.0
Microsoft Corp.
(425) 882-8080
www.microsoft.com

BC640 transistor
Philips Semiconductors
+31 31 40 279 1111
www.semiconductors.philips.com

BU931P ignition coil driver
SGS-Thompson Microelectronics,
Inc.
(602) 485-6201
www.st.com

DC/DC converter module
TRACO Electronic AG
+41 1 284 29 11
www.tracopower.com

ing using the 2 command and listen
to the engine for optimal operation
for that number of revolutions per
minute. If you hear detonation, retard
the timing. Third, reset the curve off-
set to zero (using the 3 command) and
write the corrected value for this
number of revolutions per minute to
the EEPROM (using the 1 command)
at the address reported in the first
step. Finally, increase the revolu-
tions per minute (accelerate the
engine) for the next EEPROM
address/value and repeat the tuning
procedure for the entire range of revo-
lutions per minute.

A word of caution: Advancing the
spark too much can be dangerous to
the engine. Start with a conservative
curve and gradually advance it. If
your engine has a knock sensor, mon-
itor it. If it doesn’t, then be gentle.
Advancing the spark until you can
hear a knock is not a good idea
because knocking is potentially dam-
aging. Have you ever seen a hole
burned clear through a piston? It isn’t
a pretty sight.

After the curve is optimized, it’s a
good idea to read out all of the EEP-
ROM data (using the 6 command) and
save this data to a file on the PC. You
can also insert the new curve into the
program memory, recompile, and
reprogram the AT90S2313 device for
the next development cycle. Be sure
to have a lot of fun!

FINAL NOTES
This system also could be used in a

four-cylinder (or more) engine if it
provides one impulse per crankshaft
rotation (e.g., a Hall effect sensor on
the crankshaft) at the position 45°
BTDC. These impulses could be con-
nected to one of the external inter-
rupt pins (INT0 or INT1). The unused
input pin should be connected to
logic 1, or this interrupt should be
disabled in the software. The system
will have only one coil driver (on an
appropriate output pin) and the stan-
dard high-voltage distributor will
direct the spark to the correct cylinder.

The serial UART port can be used
as a communications channel to inte-
grate the ignition system with other
microprocessor systems, such as a

fuel-injection controller or a dash-
board computer system that displays
the actual revolutions per minute.

WAR STORIES 
This project was the result of many

attempts, some exploring, a lot of
tests and mistakes, and the incremen-
tal process of development. As every
developer knows, you encounter many
interesting (and funny) events during
the development process, especially if
you do tests with something as simple
as a car engine. Let me tell you about
two events that occurred while I was
developing this ignition system. 

In the first version of the device, I
made all of the mechanical parts at
home. The stator was cast from epox-
ide and the rotor was made from plas-
tic, but it wasn’t very precise. 

Approximately once a month, I
travel with my wife and young daugh-
ter to my parents’ home, which is
about 120 km from my home across
some hills. One time we traveled on a
Friday afternoon. While driving up the
first hill, I heard (and felt) the engine
lose power and start jumping. But
after a few minutes, the engine started
running well again. At the top of the
hill, I was not able to decide whether
or not we should continue. 

We decided to go, but after a few
more kilometers we could see that it
was not a good decision. So we turned
around with the hope that the car could
make it back to town. That was a terri-
ble few kilometers. At times it seemed
like it would have been better to stop
some car and have our car towed back
to town. There were four kilometers
uphill that I had to drive in first gear
while the engine screamed terribly.

Later, at home, I disassembled the
ignition system and saw that my
imprecise mechanical parts were pol-
luting the optical interrupters. The
rotor and stator sometimes touched
each other and this produced small fil-
ings that blocked the infrared beam.
We ended up making that trip by train.

Another time, we traveled on a hol-
iday to a cottage about 300 km from
our town. We traveled during hot
weather (about 30°C, or 86°F). Of
course, I had already added the second
ignition coil to my car. The original

coil did not have a series resistor and
worked without problems. I bought
the same type for the second coil, but
the new coil had a series resistor. So, I
decided to remove the resistor in order
to have a bigger spark.

When we were about 150 km into
the trip, I heard a big explosion in the
engine space. The engine immediately
stopped. When I opened the engine
compartment, I saw that the new igni-
tion coil had overheated and burst its
top cover. There was asphalt every-
where from inside the ignition coil. I
realized that removing the series resis-
tor was a terribly bad idea. 

Fortunately, by happy coincidence,
our friends were passing through the
village where our car died. They towed
our car to their home and we spent the
night. In the morning, I bought a new
coil, connected the series resistor, and
we continued our journey.

These stories show the darker side
of the development process. I

http://www.atmel.com
http://www.microsoft.com
http://www.semiconductors.philips.com
http://www.st.com
http://www.tracopower.com
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’ve heard it said,
“If you remember

the ’60s, you probably
weren’t there.”  I was

there (I think). College was a blur of
all-nighters, girls, frats, slide rules,
heavy books, and something called
laundry. Sparsely scattered throughout
this blur were hours of class lectures,
often at some unforgiving hour of the
morning. I certainly didn’t appreciate
what I had access to then, but I’m
ready for school now. At least my
mind is ready. It’s my body that could-
n’t take the abuse, as I remember it.

I’m reflecting on the good old days
because of Atmel’s Design Logic 2001
contest.  I’m sure this doesn’t make
any sense to you, so let me explain.
In looking over the list of entrants to
Atmel’s contest, I noticed an interest-
ing fact that would have been unde-
tectable in a normal list of names.
However, in this list, I noticed numer-
ous e-mail addresses with the same
domain: cornell.edu. Ten entrants
came from Cornell University. What
was going on?

The Cornell web site proudly dis-
plays the headline: “Cornell freshman
Travis Mayer, who majors in food sci-
ence, won the Olympic silver medal
in men’s freestyle skiing.” I guess I’m

not surprised, because Ithaca, NY
measures snowfall by the foot instead
of the inch. The web site also shows
that Cornell’s College of Engineering
offers instruction in a full range of dis-
ciplines in 10 engineering fields. I
picked a random entrant and e-mailed
him with a few questions about the
group (I just assumed these entries
weren’t isolated efforts). The reply
affirmed my suspicions. The entrants
were all from a class on microcon-
troller design (EE 476).

Bruce Land (br14@cornell.edu), the
course professor and administrator of
independent student microcontroller
projects, encouraged his students to
enter their projects (along with one of
his own) in the contest. Professor
Land’s senior course enables students
to carry out sophisticated designs of
modern digital systems, which now
appear in products such as automo-
biles, appliances, and industrial tools.
He explained to his students that the
basis of such systems is the microcon-
troller, a microcomputer optimized for
single-chip system design by possess-
ing many peripheral devices geared to
real-time applications. The students
used Atmel AT90-series RISC micro-
controllers for their projects. 

Professor Land’s course was a
design course. The students were
expected to demonstrate consider-
able creativity, flexibility, and moti-
vation. They had to utilize the ‘Net
and spend time in the library. In
addition, the students had to imple-
ment material from many of their
other courses and find solutions on
their own from incomplete specifica-
tions. Essentially, Professor Land’s
course resembled the real world.

RISCy Business 

i
Jeff is heading back
to college. In this arti-
cle, he walks you
through several proj-
ects that Cornell
University students
entered in the Atmel
Design 2001 contest.
So, grab a pen and
pad and get ready for
a lecture on the
RISCy business of
digital system design. 
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Figure 1—The ULN2003 provides seven coil drivers in
a single IC package (including protection diodes).
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BiLines
You can always tell a real gamer,

they don’t think of much else. Where
else could you design a game and get
class credit for it? BiLines is a Tetris-
type game for one or two players.

Michael Jordan (Mmj5@cornell.edu)
and Crystal Soja (cas53@cornell.edu)
used an Atmel AT90S8515 microcon-
troller in their BiLines design because
it has enough I/O for a gamepad, an
LCD, a soundboard interface, as well
as a serial connection for competition
play. In fact, a second ‘8515 is used to
create the soundboard. The sound-
board’s micro gets its instructions
from the main processor and plays
background music to help keep your
mind on the game (see Figure 3).

The LCD is a Seiko G321D (200 ×
320 monochrome graphics display with
a built-in controller). With this LCD,
25 lines of 40-character text can coexist
with graphics. The gamepad is made up
of a set of seven push buttons. Two-
player action synchronizes game start
for a head-to-head battle with the iden-
tified winner or loser (see Photo 1).

As one of seven different shaped
game pieces drops from the top of the

playing field, the player must
direct the piece by horizontal
movement and rotation controls.
When the game piece has settled
at the bottom of the playing field,
another piece begins to drop. If a
player can position the falling
pieces to fill in two complete
rows, they are eliminated.
Otherwise, the game pieces will
rapidly stack up, resulting in a
quick finish to the game.

The soundboard accepts com-
mands to play game sounds for
start/pause, cleared lines, and

AS A RESULT
This conglomeration of contest infor-

mation seemed too good to pass up.
Professor Land was kind enough to act
as director of communication for me. I
asked each of the contest teams to help
me put together a feature about their
contest design entries. Although you
won’t find any of their projects in the
official winner’s circle, I want them to
know (and all of you who enter any of
Circuit Cellar’s contests) that they
don’t have to take home a prize to be
appreciated. And so, I present to you
the students of Cornell University. In
Part 1, I’ll cover the first six projects,
starting with the Vertical Plotter.

VERTICAL PLOTTER
Gone is the chalk dust. White boards

have practically put an end to the vile
screech of fingernails dragging across a
blackboard. Victor Aprea (vaa4@cor-
nell.edu) and Paul Grzymkowski
(pjg19@cornell.edu) make use of this
new technology by implementing an
Atmel AT90S8515 microcontroller to
drive a stepper motor interface.

Dual steppers are mounted in the
upper corners of a white board. Each
stepper has a spool of string attached
to the shaft. The free ends of both
spools are fastened to a dry marker
mount, which hangs suspended from
the two steppers. Each stepper can
independently pull in and pay out
string. The hanging marker can be
positioned anywhere around the
white board. If the motor movements
are choreographed precisely, the
marker will draw specific shapes or
patterns by leaving a trail of erasable
color behind.

The 12-V stepper motors have
48 steps per revolution. Using
approximately 1.25″ diameter
spools, the motors can pull in or
pay out roughly 4″ of string per
revolution for a resolution of
around 0.08″ per step.

The controller also handles an
LCD and keypad interface. The
single-line LCD gives you feed-
back on data entry. The keypad
allows you to calibrate and ini-
tialize the position of the mark-
er. In addition, after entering the
list of x, y coordinates, the plot-

ter will go off calculating and initiat-
ing motor movements to proceed from
one coordinate to the next.

After experimenting with an
unknown stepper motor, Victor and
Paul found that the five-leaded stepper
is a unipolar motor. A unipolar step-
per requires a single supply. It has a
common lead and an additional wire
for each of the four coils. Motor direc-
tion is determined by the sequence in
which the coils are energized.

Victor and Paul designed discrete
circuitry to drive each of the coils.
Later they found an integrated driver
for seven loads, the ULN2003 (see
Figure 1). Using two of these drivers
(one for each of the two motors)
proved to simplify the prototyping.

After attaching the motors to the
white board, disappointment struck in
the form of insufficient torque. They
altered the stepper motor coil timing
to allow overlapping coil enables,
which provided two powered coils at
all times, increasing the available
torque (see Figure 2).

The most difficult part of the proj-
ect was determining how the two
motors worked together to get from
point A to point B. The movement
choreography establishes the shape of
the line drawn. According to the two
students, if they had more time, they
would have added a PenUp/Dn func-
tion, using a solenoid. 

Victor and Paul were highly moti-
vated to work on this project
because they were able to choose
their own task. As a result, they
were eager to learn about all of the
project’s intricacies and really want-
ed to see it succeed. 

Coil 1 enable

Coil 2 enable

Coil 3 enable

Coil 4 enable

Single-coil
enable

Dual-coil
enable

Figure 2—Increasing the number of coils energized at
the same time increases the available torque.

Figure 3—Take a look at the BiLines hand-held gaming unit.
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modes. In addition, she designed the
soundboard to generate music accom-
paniment for the game.

Crystal and Michael relied heavily
on their friends for beta testing.
They found it difficult to interpret
comments about piece behavior
without actually experiencing (see-
ing) the problem.
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game over. In addition, two music
tunes, “Canon in D” by Johann
Pachelbel and “Für Elise” by Ludwig
van Beethoven can be selected for con-
tinuous play. An R2R ladder on an out-
put port creates a hardware DAC for
the sound output. A table of values sent
to the DAC reproduce a sine wave out-
put. The interrupt-controlled duration
between samples determines the pitch
of the note while a second timer deter-
mines note’s duration (see Figure 4).

When I first demonstrated Telstar
Pong for my parents in the ‘70s, they
couldn’t have cared less. Why would
anyone choose to watch a white dot
bounce back and forth across the
screen when you could have your
choice of watching any of the three
channels our black-and-white TV
received? Little did I realize how inter-
acting with the screen would affect
my future. This project proves that
gaming is not a fad. Crystal and
Michael created something more
intriguing and advanced than Pong.

Timing was crucial for their game,
so having two timers was essential. C
was used to speed up the development
time, but the two designers said they
could have used more memory space.

Michael designed all of the playing
pieces based on a 4 × 4 matrix. Copies
of the pieces along with their possible
rotations are stored in a look-up table.
This took far less processing power
than to do rotational calculations on
the falling piece.

Crystal worked on the LCD code
combining both text and graphics

Figure 4—Both processors run on the same 4-MHz crystal. The soundboard adds audio as a slave device to the main board’s game application.
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Cornell tends to focus a lot of atten-
tion on theory. Crystal and Michael
found their BiLines project to be a great
way to apply the theories they had
been studying since freshman year.

WIRELESS INTERNET PAGER
In the past, when a beeper broke

the silence (often at a seemingly inap-
propriate time) you could rest assured
that a doctor or nurse was following
up on an emergency. Today’s annoy-
ance comes from a wide selection of
cell phone ringers. In most cases, no
emergency exists. Pagers still play an
important role in situations when
personal contact isn’t required. In this
project, Kevin Ferguson (kpf1@cornell.
edu) and Anish Jain (aj32@cornell.edu)
used multiple Atmel AT90S8515
microcontrollers to create a server/
receiver paging system (see Figure 5).

Messages created through a browser
are processed by a JAVA servlet and
sent to the Atmel server connected to
the PC’s serial port. The micro han-
dles message traffic and time of day
(TOD). The hardware UART supports

the PC communications while a soft-
ware UART is used to communicate
with the RF transceiver. Radiometrix
BiM2 433-MHz transceivers are used
for wireless data communications
between the server and the pagers.

The RF pager units contain both a
BiM2 and an ‘8515 microcontroller. The
addressable controller recognizes only
messages containing its address. The
processor handles incoming messages
as well as supports an LCD and push
buttons. A 4 × 20 LCD displays pager

messages and user menu prompts.
Push button inputs allow you to
switch between display modes. TOD is
synchronized from the server to
assure an accurate TOD display. Along
with each text message, the sender can
initiate two optional methods of mes-
sage indication. The pager LED can be
enabled as a visual message indicator
and a piezo buzzer can be enabled for
audible message indication.

Kevin and Anish based their project
on Atmel’s application note “AVR305:
Half Duplex Compact Software
UART.” [1] This application note des-
cribes how to implement a polled soft-
ware UART capable of handling speeds
up to 614,400 bps on an AT90S1200.

The tiny Radiometrix modules are
effective to about 50 m (inside) and
200 m (outside). Kevin and Anish
agree that the carrier detect output of
the transceiver is helpful in identify-
ing spurious data (noise) during non-
transmitting periods.

Using a browser to submit pager
data via a form allows messages to be
transmitted from anywhere. The local

Photo 1—It isn’t exactly portable, but this prototype
version of BiLines can be played. Note the two sepa-
rate processor boards.
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web server handles the short haul RF
communications with the pager units.

The Jakarta Tomcat Servlet Engine
allows the form’s JavaScript to do some
text checking. The Sun Java comm.api
provides access to the PC’s serial port.

COOKING COACH
For many, eating is one of the pleas-

ures of life, even if it’s fast food. Some
people find great pleasure in the prepa-
ration of culinary treats. The Cooking
Coach, which was developed by Paras
Shelawala (phs11@cornell.edu) and
Rodolfo Cuevas (rac32@cornell.edu),
archives recipes, generates shopping
lists, and prompts self-proclaimed
chefs with preparation instructions. 

An Atmel ATmega103 microcon-
troller uses an external 32-KB SRAM
to hold recipes while interfacing to a
Seiko 321D 200 × 320 pixel LCD for
menu prompts and preparation
instructions. Seven push buttons pro-
vide user input. While three buttons
have fixed functions, four buttons are
considered soft keys and receive their
function via the LCD screen
(see Photo 2).

Appliance (range/oven)
control is simulated through
an output port. LEDs connect-
ed to the output port indicate
the state of appliances (i.e.,
burner/oven/buzzer). Even
though the Cooking Coach
initiates automatic appliance
control, appliance operation
prompts are presented on the
LCD as well.

Recipes are loaded via a
serial port. Each line of a
recipe begins with an com-
mand, which will instruct
the application on how to

handle it. Only six simple commands
are necessary: B, E, I, S, A, and T1/2.

The start of a new recipe is indicat-
ed by B, which includes the recipe’s
name. E signifies the end of a recipe.
The I command contains an ingredi-
ent and S indicates that the following
is a step in the preparation of the
recipe. A indicates an action to be
taken (e.g., appliance/object output
on/off). Finally, T1 or T2 indicates a
timing period for one of the two
timers. This can be used in creating a
delayed action, like turning off an
appliance after so many minutes.
Battery operation allows the Cooking
Coach to travel to the grocery store
and remind the chef’s helper which
items need to be purchased for the
preparation of selected recipes.

Hungry for knowledge? Although
this project satisfied the minimum
daily requirements for education, it
gave Paras and Rodolfo little time for
eating. They had to change processors
mid-design because of a lack of I/O.
Because some of the ‘103’s pins have a
restricted purpose, Paras and Rodolfo
had to go back several times and reas-
sign the purpose of each port’s pins.

The two students agreed that there
are additional features they would have
liked to incorporate in their design. A
touch screen would have eliminated all
of the user push buttons, and a net-
work adapter would have reduced the
reliance on a PC for recipe downloads,
which might come from various web
sites or cooking shows. Oh yeah, I like
that. Watch your favorite cooking

show and give a command that down-
loads the recipe, gathers and prepares
the ingredients, and cooks the meal
without getting off the couch.

BARBIE’S ZIP DRIVE
Doesn’t Barbie have just every

accessory imaginable? You’d think so
after all these years. As you’ll see in
this project, Barbie rides the crest of
technology. Here, Barbie’s camera
(digital) is used as input for a storage
system, which includes a SCSI inter-
face to store her pics on a zip drive.

Chris Bartholomew (cab52@cornell.
edu) and Sean Keller (sjk26@cornell.
edu) used Twin Atmel AT90S8515
microcontrollers to control the cam-
era operation and SCSI interface (see
Figure 6). The camera can be placed in
single-shot or stop-motion video
mode by the first micro when sent
serial commands at 57,600 bps. The
‘8515 can receive and store one pic-
ture (20,680 bytes) in its external
SRAM. The data then can be trans-
ferred to the second micro for storage.

The second ‘8515 handles two
interfaces, an interprocessor interface
and a SCSI interface. The SCSI inter-
face is a modified SCSI DB-25 connec-
tion supported by zip drives. Because
of I/O limitations after the SCSI inter-
face definition, the interprocessor
interface is limited to nibble data
transfer with handshake lines. Data
transfer with the SCSI device is based
on a 512-byte block/page. Thus, the
picture data must be buffered (micro
one) so transfer can be paused.

Chris and Sean found
that working with the
digital camera was a snap
because of the hardware
UART support in the
‘8515. They had difficulty
with the zip drive inter-
face because of a lack of
documentation, so they
used the ANSI/ISO SCSI
interface documentation
to probe the drive to
determine what protocols
it supported. The 25-pin
zip drive interface isn’t an
SCSI standard, but is used
in the MAC. A lack of
I/O prevented the guys
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Figure 6—The UART of the first processor handles the digital camera interface while
the second UART offers some debugging help for the zip disk interface.

Photo 2—The Cooking Coach uses an Atmel
ATmega103 microcontroller and a large 200 × 320
pixel LCD to display plenty of data.
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from supporting the 8-bit, 50-pin
SCSI A-type cable.

Chris and Sean spent over 40
man-hours soldering and wiring
the hardware together. Getting
the prototype wired up is an
important part of any project
because none of the software can
be tested in the real world with-
out it. Although simulators are
fine for debugging those software
routines, when it comes to I/O,
you need the actual hardware. 

Chris and Sean wrote test rou-
tines for the transferring of data
between two MCUs, which
allowed them to have confidence in
their interprocessor communication.
Debugging small sections of code at a
time helps to localize the search for
problems when your application mis-
behaves. Hey Engineer Barbie, are you
taking notes?

SUPER TRAIN CONTROLLER
Trains, locomotives in particular,

have always fascinated me. It might
be their massive power, or the prom-

ise of unobtainable freedom known
only to the hobo. Almost everyone
I’ve known has had a set of electric
trains. In this project, Chad Potocky
(cap34@cornell.edu) and Ballard
Smith (bjs30@cornell.edu) use this
hobby to teach us something about
computers and control.

An Atmel AT90S8515 microcon-
troller has plenty of steam for motor
control, track sensors, a stand-alone
user interface, and PC control via a

serial port. The processor’s PWM
output is used along with a direc-
tion output bit to derive H-Bridge
control signals for an N-scale
locomotive (see Photo 3).

Although a single-chip H-
Bridge might be a simple solu-
tion, making a discrete circuit
goes a long way in teaching how
things work (see Figure 7). Four
TIP32/31 power transistors driv-
en by four 2N3904/6 transistors
make a simple H-Bridge. 4N35
optocouplers isolate each of the
four control signals and keep
the logic supply separated from

the motor’s noisy power supply. The
PWM and direction output signals
are combined using discrete logic to
produce either forward PWM control
or reverse PWM control signals for
the H-Bridge.

Four infrared LEDs and phototran-
sistor pairs are used to detect the
train’s position at four places along
the track layout. As the train moves
between an IR transmitter and receiv-
er, the invisible beam is interrupted

Photo 3—The N-gauge layout includes sensors going into and out of
each turn. The sensors going in allow automatic speed control and
prevent any train from entering a turn at potentially high speeds.

http://www.sumbox.com
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However, it’s difficult to experiment
with on-board control using N-gage
because it is so small.

Digital control is rapidly becoming
an integral part of model railroading.
Like upgrading any device, compatibili-
ty issues often add complexity to the
system just to provide a smooth transi-
tion to those already with large invest-
ments. All aboard the digital train.

NEXT TIME
Next month I’ll introduce you to

the rest of Professor Land’s class and
their Atmel projects, which range
from home audio control to a wireless
messaging device. I

and the receiver signals the micro-
processor through four inputs.

Five push-button inputs provide
user input for manual control of for-
ward, reverse, slow down, speed up,
and stop. The 4 × 20 character LCD
displays feedback on the current
mode of the train. Dynamic speed
control is programmed into the sys-
tem to prevent the train from derail-
ing or from switching direction at full
speed and to simulate the accelera-
tion and deceleration characteristics
of the real world. By placing the sen-
sors before and after corners the speed
can be automatically adjusted to pre-
vent running full speed on dangerous
curves. The PC can feed the Super
Train Controller with simple com-
mands to keep the model running on
a preprogrammed schedule of service.

Initially, train operators are similar
to slot car drivers. They want to
know how fast their baby can go.
After learning that the sport is keep-
ing the cars and engine on the track,
things go a lot smoother. Actually,
moving slowly is part of the authen-
ticity of model railroading. 

The scale speed of many amateur
model trains is more like that of the
bullet train, than the actual model
being represented. To make the train
more realistic, Chad and Ballard
implemented speed control optimiza-
tions. The inertia is measured by the
slow ramp-up/down to the desired
speed. This is based on the weight of
the load being towed.

The LCD gives the engineer feed-
back, indicating the status of the
engine. This is a real-time guide to the
direction, speed, and progress of any
preprogrammed script. Chad and
Ballard needed to add one-shot filtering
to the optical sensors because each
car would again trigger the sensor as
the space between them provided an
unobstructed view to the sensor.

This project provides motor control
to the track itself, which means that
additional engines on the same track
will not have individual control.
According to the two students, if they
had additional time they would have
investigated how they could have
controlled the engine through an
addressable on-board controller.

Figure 7—This optocoupled discrete H-Bridge will keep the logic control well isolated from the power track power.

Jeff Bachiochi (pronounced BAH-key-
AH-key) is an electrical engineer on
CircuitCellar’s engineering staff. His
background includes product design
and manufacturing. He may be
reached at jeff.bachiochi@
circuitcellar.com.
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he inmates have
taken over the asy-

lum! The HCS users
have gotten together and

asked Steve Ciarcia to let us turn the
HCS project into an open-source proj-
ect. Steve graciously licensed the HCS
II project to us under the FSF’s GPL.
Circuit Cellar has no affiliation with
the current project other than its his-
tory and the fact that many of the pro-
ject’s participants are subscribers. 

Up-to-date details of the project can
be found at our Source Forge web site,
and we’re keeping the discussions
open and in the Circuit Cellar HCS
newsgroup. This makes perfect sense
because the HCS users have had a
group there since the HCS II inception
in 1992. Now, many of the HCS users
may think the project has been put
away and forgotten, but we’re here to
let you know that it’s up, running, and
has a bright future. 

So, here’s what happened. During
the early months of 2001, a few users
asked about the status of the HCS II.
On April 11, 2001, Charles Byrnes
posted the fateful question, “Is HCS
dead?” A flurry of responses then
went back and forth, and on April 23,
2001, Steve posted, “Is the HCS II
Dead? Not if you help.” Since then,

more than one-third of the messages
posted were on subjects related to
the resurgence of HCS. I would say
that there is still significant interest
in the HCS II.

Over the next few months, a large
number of the online HCS communi-
ty chipped in to perform all sorts of
duties to pull together the Open-
Source HCS project. We still have
much to do and plenty of work to
spread around. Also, please remember
that this effort is totally voluntary.
We are not getting paid to design hard-
ware or write software. We do it out
of curiosity and because of our inter-
est in automation. 

SO WHAT’S AN HCS? 
The HCS II is an expandable, stand-

alone, network-based (RS-485), intelli-
gent-node, industrial-oriented supervi-
sory control (SC) system intended for
demanding home control applications.
The HCS incorporates direct and
remote digital inputs and outputs,
direct and remote analog inputs and
outputs, real time or Boolean decision
event triggering, X10 transmission and
reception, infrared remote control
transmission and reception, remote
LCDs, and a master console. Its pro-
gram is compiled on a PC with the
XPRESS compiler and then down-
loaded to the SC where it runs inde-
pendently of the PC. 

The HCS was first introduced by
Steve and Ken Davidson in Circuit
Cellar 25 (February and March 1992).
Since then, there have been many
articles that documented the HCS,
such as the RTOS, COMM-Links, and
network protocol. All of this informa-
tion can be downloaded from Circuit
Cellar’s HCS online library (www.
circuitcellar.com/HCS/PDFindex.htm).

WHO IS IT GEARED TOWARD?
The project is geared toward the

type of people who read Circuit
Cellar magazine, especially those of
you who are interested in home
automation and have a do-it-yourself
(DIY) attitude (Don’t you just love
obvious answers?).

Most likely, we will not have plug-
’n-chug boards, so some soldering,
programming, and assembly will be

The Open-Source HCS
Project

t
It’s been a while, so
now it’s time to set the
record straight.
Despite the rumors,
the HCS II project is
not dead. In fact, HCS
has been licensed and
is now an open-source
project. In this article,
Neil brings us up to
speed on the HCS II
project’s past, present,
and exciting future. 

Neil Cherry
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solution. You have to understand that
we have limited resources (i.e., people,
time, and money), so we must select
work to be done in a frugal manner. 

We chose a new Zilog chip because
it allowed us to easily port over the
RTOS of the SC with little work. It
also has low power requirements, is
quiet (no need for a fan), low-mainte-
nance (no moving parts), and stand-
alone. But when it was announced
that Zilog was reorganizing, we
decided to try to port the tasks over
to the C language.

The decision made sense because
several members of the group already
had decided to use the Rabbit proces-
sor and had started to port the code
over to that base. Instead of allowing
that to splinter the group, I thought
it wise to take advantage of their
work. The side effect is that the code
can then be ported over to other OSs,
such as those available for PCs (and
Macs) or another processor (e.g.,
ARM controller). The one minor
drawback is that we’ll only be able to
use the COMM-Links and not the
stacked I/O boards.

The next issue to address is where
we get the boards. We’ve been able to
take advantage of the fact that
Micromint still sells many of the
boards that the original HCS was
designed from. That means that we
have support for the SC module (i.e.,
the RTC180 can be used). 

The COMM-Link modules are
another matter. Our first solution is
to use the prototype boards available
from ME Labs. These boards use the
Microchip family of processors,
which are easy to obtain. They
require soldering and adding of parts
to the prototyping area of the boards.
Considering that our main customers
are DIY types, this isn’t too much of
a problem. But for those of you who
are more software types, we’ve pro-
vided links on various electronics
topics on our web site. We’re also
looking at additional boards, so if
your favorite processor isn’t listed,
you should post a suggestion. As I
said earlier, comments and sugges-
tions are always welcome.

After the hardware, the question of
software comes up. There are several

required. It is doubtful that anyone
would be willing to put out the monu-
mental effort required to pull together
the stock and assembly for the boards,
not to mention the outlay of cash
required to put such a venture togeth-
er. Let’s just call it a lesson learned
the hard way by more than a few of us
already involved in the project.

The people currently involved have
backgrounds in various fields of elec-
tronics and software. For those of you
with little knowledge of electronics,
we provide links and other resources
so you can get involved without
going to school for an electronics
degree. We also provide similar
resources for people who wish to
program but have little knowledge of
programming languages. 

For this project, the group will
attempt to use off-the-shelf compo-
nents and prototype boards to make it
easier to find the parts. The user com-
munity that congregates in the
Circuit Cellar newsgroups is active.
The community’s input is important
to the project. New users are welcome
and questions are encouraged. 

GOALS
The initial goal is to provide sup-

port for the existing user base. So far,
we’ve managed to get all of the soft-
ware for the HCS II SC (ROM images,
host, and compile). The group is now
working on getting the ROM images
for the original COMM-Links. We
have the source code for a few of
them and need to compile them. Mike
Baptiste (www.cc-concepts.com) was
kind enough to turn his entire library
of PIC-based COMM-Links into open
source. We’re also working on posting
the hex files to Mike’s COMM-Links
and creating new PIC-based modules
to use his code. 

One of the major stumbling blocks
is the host software. It was originally
written to run under DOS. This
works well for Linux using a DOS
emulator (and 16,550 UART serial
ports) and Windows (up to ’98). But
for later releases of Windows, the
host software fails because the OS
will not give it direct access to the
serial ports. I’ve got bits and pieces
of Perl/TK code, which I’m hoping to

put together into a program called
tkhost. This program should be
portable between Windows and Linux,
which would allow a larger base of
users to get involved. 

In addition to the current support,
we have plans for the future.
Currently, there are plans for another
Zilog-based controller that we’re call-
ing the HCS II.V. It’s more advanced,
faster, and much more expandable
than the current HCS II. A few of the
developers have started working on
the HCS III, which was an idea that
Mike Baptiste put forth last year.
Mike’s idea is based on Rabbit
Semiconductor’s development kits. 

Both of these projects will support
the current Express code and COMM-
Link modules. The group is also put-
ting together plans for an Ethernet
and a second generation of faster
COMM-Links.

CHOICES 
I’m sure you have a lot of ques-

tions as to why we did what we did.
Without going into minute detail (join
the Local.cci.hcs2 newsgroup for the
exact details), here are some of our
decisions and the reasons why. 

The first thing we needed was a
license that would allow sharing of
the code without abusing the code.
We read through about 20 different
licenses, and after some discussion
(and watery eyes) concluded that the
GPL was the appropriate license.
Other licenses were too specific to
their projects, too loose in their con-
trol, or just did not apply to what
we were doing. We decided right
away that writing our own license
was not an option. After all, we’re
engineers not lawyers.

We then proceeded to easier things
such as deciding on future enhance-
ments and a possible HCS SC module.
The future SC processor has been
brought up several times since then
and I cringe each time, because each
of us has our favorite processor or OS. 

This is a discussion that verges on
breaking into a religious war every
time it’s brought up. Basically, there
are two camps on this. One side wish-
es to work with a microcontroller-
based SC, and the other wants a PC



It was at this stage when we dis-
covered that the host program has
dependencies on proprietary libraries
that work only under DOS and with
the Borland C compiler. A few of us
have the libraries but cannot share
them. We are, however, able to share
the executables. This has been a trou-
blesome issue because we have no
replacement other than WinHCS. So,
we need a portable host program; my
hope is that someone can create
something that will fit the bill. 

Finally, there’s the documentation,
which is not up to date yet. And then
we need to introduce everything and
get the word out that HCS II is not
dead. I’m doing my part to spread the
news with this article. 

NEW ARTICLES
I posed the question to the HCS

newsgroup regulars to see if a few of
them were interested in writing arti-
cles about some of the work they’re
doing or have done. A few have said
they will try. One of the first things
I’m hoping to see is the COMM-Links
module based on C or BASIC
libraries. I also want to see a readily
available prototype board and an
introduction on how to get a module
to communicate with the SC. 

In addition, I’m hoping to either
provide links to or new articles on
some of the basic electronics needed
to interface the HCS to the real
world. Many of these articles have
already been written. A few may
need to be revisited so they can be
explained in a different way. 

STILL LEFT TO DO
We have a long list of projects that

need help. The RTOS tasks have to be
ported from assembler to C. COMM-
Link libraries need to be written and
tested. “You’re favorite processor
goes here” must be tested as a
COMM-Link. The SDCC header files
need to be written. Documentation
needs to be updated. 

It’s amazing how little spare time
we have and how much work has to
be done. Don’t be surprised when
you log onto the newsgroup and no
new messages have been posted for
days at a time. Sometimes there is
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solutions for the software. Most are
commercial products, but we also
have open-source solutions. 

On the commercial side, we have
the C compiler for PICs from CCS. At
$99, the price isn’t bad. For those of
you who don’t like C, we also have
BASIC. ME Labs has two BASIC
compilers, PIC BASIC ($100) and PIC
BASIC Pro ($250).  

On the open-source side, we have
the SDCC C compiler. It supports the
8051, Z80, 14-bit Microchip PICs (e.g.,
the ’16F84, ’16F87x, and ’12CE6xx
chips), and AVR. I’ve only had a
chance to play with the 8051 and Z80,
but all of them look promising. I’ll
spend some time porting the PL-Link
over to SDCC and see what I get. For
the AVR, you can also use the GNU C
compiler. In addition, there are a large
number of freely available assemblers
for almost every processor, so I won’t
try and list them here. But I will talk
about the ASL assembler we used to
assemble the HCS II RTOS code. 

Before Mike Baptiste provided his
source code, we disassembled the
4.01 RTOS code (the SC ROM code).
We had the 3.60 source but weren’t
sure what assembler it was for. We did
know, however, that it used macros
and that those macros made the code
extremely easy to read, so we had to
save them. After a whole lot of
searching, someone found ASL. It
supports the macros and the 180 chip.
A few tweaks to the assembly code
were necessary to assemble the RTOS,
and now we have one file for both the
3.6 and 4.0 RTOS. 

LESSONS LEARNED
I knew this project would not be a

simple one. First, we had to get an
open-source license that everyone
could agree on. We agreed on the GPL.
Then, we needed to get the source
code for everything. Now, we have
most of the C source and all of the
assembly source. Next, we needed to
get not just the executables for the
host and compile programs, but their
source code as well. After that, we had
to make sure we could compile and
assemble everything into a project
that works (we’re still working on the
old COMM-Link modules). 

RESOURCES
Circuit Cellar newsgroups
www.circuitcellar.com/products/
newsgroups.asp

Free Software Foundation
www.fsf.org

Mike Baptiste's COMM-Links
www.cc-concepts.com/opensource

Open-Source HCS project
hcs.sourceforge.net

SOURCES
C compilers 
CCS, Inc.
(262) 797-0455
www.ccsinfo.com/picc.shtml

PIC BASIC, PIC BASIC Pro, proto-
type boards
MicroEngineering Labs, Inc.
(719) 520-5323
www.melabs.com

RTC180 board
Micromint, Inc.
(407) 262-0066
www.micromint.com

nothing new to post. Other times,
especially around holidays, we’re
busy with other things. 

THE FUTURE 
The future is up to the user base. If

we work as a team, we will be able to
add new features and maintain pres-
ent compatibility. 

The best news is that no matter
what happens, the source code to
everything that has been done is
available, so it should be possible to
create patches and present new fea-
tures even if the leaders disappear
into obscurity. I

Neil Cherry is a service development
engineer with AT&T Labs. He has
been active in computers since 1978.
He has an AAS in Electrical
Engineering Technologies, has main-
tained the Linux Home Automation
pages since 1995, has been active in
home automation with Unix since
1988, and has used the HCS II since
1994. You may reach him at ncher-
ry@comcast.net.

http://www.circuitcellar.com/products/newsgroups.asp
http://www.fsf.org
http://www.cc-concepts.com/opensource
http://HCS.sourceforge.net
http://www.ccsinfo.com/picc.shtml
http://www.melabs.com
http://www.micromint.com
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ost projects begin
with a nearsighted

list of requirements.
There is an immediate

need, and you design the hardware and
software to fit that need. Object-orient-
ed (OO) methodology adds forethought
on top of the present requirements.
Yes, there is an immediate need that
must be filled, but with a little plan-
ning you can design modules that are
easy to reuse in future endeavors.

Take the CarolBot, for instance. I
had an immediate and desperate need
for a robot that roams the halls playing
Christmas carols. But with forethought,
I created the basic framework for many
years of robotics experimentation.

In this article, I’ll show you how to
use the OO mindset in hardware and
software to build pluggable, reusable
modules for robotics. I will also dis-
cuss the pros and cons of using an OO
approach, especially in the embedded
world. In addition, you’ll learn how to
use your Palm Pilot or cell phone as a
robot brain to control your robot with
Java code. 

THE OO MINDSET
Despite what you may have heard,

OO is not an alternative to procedural
programming; it’s a layer of abstrac-
tion above it. In procedural program-

ming, you start with low-level func-
tions and build up complexity in lay-
ers of functions that call the lower
layers. In OO programming, the meat
of your code is still procedural func-
tions, but you organize the functions
and data into objects. Objects protect
your data from direct memory access
by hiding the data behind methods.
An object’s virtual function pointer
table allows you to specify a func-
tion’s signature at compile time and
change the implementation of the
function at runtime. 

The extra abstraction makes it easier
to maintain a large body of code, but
it also requires additional training and
forethought at design time. If your
code base remains small and rarely
evolves, the OO learning curve might
be wasted. The virtual function pointer
table makes it easy to add features to
a product in the future, but the extra
indirection imposes a performance
penalty and additional memory over-
head. If your product is performance-
sensitive, you may not have the extra
overhead to apply OO effectively.

OO modules are designed for reuse,
so they often contain features (or sup-
port for features) that are not immedi-
ately practical. If I need a linked list of
command objects in my robot code, I
might start by creating a general-pur-
pose linked list for reuse in other parts
of the code and later products. I would
spend a little extra time adding gener-
ic list functions that aren’t in use.
These extra functions are easier to cre-
ate while I have the innards of the
linked list in mind. 

Designing for reuse is a gamble. If I
never reuse the linked list, then I’ve
wasted valuable development effort on
it and the list may not be as fast as it
would have been if I had custom fit it
to my immediate needs. But if my
modules are generic, I can quickly
reuse them and recombine them to
add new features down the road.

OO is a mindset, not a language.
You could write lean and mean proce-
dural code in Java, and you could
write flexible, reusable, and object-
filled code in C. But OO languages
offer automatic support for the addi-
tional abstraction layer, so they will
save you time if you need it.

The OO CarolBot

m

Chris Cantrell

Don’t learn from your
mistakes; avoid mak-
ing them instead.
Chris is an advocate
of foresight rather
than hindsight. In this
article, he will show
you how to use
object-oriented pro-
gramming techniques
to build modules that
can be reused in
future robot designs. 

ROBOTICS
CORNER
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core. Some modules contain
few components but are placed
in a uniformly sized container.
Without the balsa frame, the
robot could be much lighter.
Therefore, OO systems (i.e.,
hardware and software) are fat-
ter and fluffier than they need
to be with all of the generic
features I hope will prove use-
ful in the future.

I am an experimenter, so flex-
ibility is the most important
feature of the robot. Because I’m
not tied to any particular robot
base, I could easily swap bases
to the new tank treads I pulled

from a Tonka Toy (see Photo 3). I
could swap out the sensor module for
better technology tomorrow or replace
the MP3 player module with a spit-
wad shooter module to give the robot
a new personality. I could remove the
rolling base completely and use the
servo module to make a Internet-con-
trolled fish feeder for my aquarium. 

HARDWARE MODULES
We have already discussed the Carol-

Bot’s power supply module. Photo 1
shows the innards of the power module
and three other generic robot modules.

I built a simple relay board to con-
trol the motors in the robot platform
(see Figure 1). Each motor has two
control lines: one for direction (i.e.,
forward or backwards) and one for
on/off. DC motors need a lot of power,

OO HARDWARE DESIGN
Discussions concerning OO

design usually become aloof
philosophical arguments filled
with strange terminology.
Fortunately, I can demonstrate
sound OO concepts in a simple
physical design.

The CarolBot has various
TTL hardware pieces that
require a regulated 5-V power
supply. My first thought was to
mount a 9-V RC car battery and
7805 voltage regulator directly
to the robot base I scavenged
from a Wal-Mart toy. There is a
cranny in the base that seems
made for a battery, and I thought the
frame would easily dissipate the heat
generated by the regulator.

This myopic design is sleek and effi-
cient. If I were selling a product at the
lowest possible cost and size, the
design would be optimal. But as an
experimenter, I am more interested in
creating a generic power supply that
could be reused in future robots.

My OO design of the power supply
is built into a stand-alone rectangular
frame made from balsa strips (see
Photo 1). I added a power switch to the
frame along with a jack for an external
9-V wall transformer to bypass the bat-
teries. This jack seems wasted on the
mobile robot, but it is a good general-
purpose power supply feature that will
be useful in future stationary projects.

The rectangular frame contains
three screw terminals for the other
modules to tap into. I am providing
access to the 5 V and ground that I
immediately need, in addition to an
extra screw terminal for the unregu-
lated 9 V. Again, I don’t currently need
a 9-V supply, but it’s easier to add the
extra screw terminal now while I’m
building the supply than to try to add
it later when I need it.

All of these added features of the
generic supply seem wasteful in my
current application. The extra power
jack and screw terminal consume
space and add weight. I have to stick
in a bulky heatsink for the regulator
instead of using the robot base. If I
never reuse the power supply in a
future project, then the extra time and
space is just wasted. On the other
hand, if I ever add a module to the
robot that needs 9 V, then my power
supply needs no additional work.

By providing a standard interface
(three screws), I make it easy to swap
out the current power supply with
another supply that provides the same
three-screw interface. The “clients” of
the power module depend only on the
three-screw interface and not the guts
of the power module. Encapsulation
and interface are key concepts in the
OO methodology.

The CarolBot is a physical incarna-
tion of OO design principles. The
robot is a collection of rectangular
modules all built to the same size for
easy stacking (see Photo 2). The
robot is symmetrical and almost too
tall with much wasted space in the

Photo 1—The CarolBot is built from pluggable modules. The MP3 player
module is in the upper left corner; the I/O coprocessor module is in the
upper right corner. The power module is in the lower left corner; the motor
relay board is in the lower right corner. 

Photo 3—The CarolBot modules stack neatly on top of
one another. This incarnation of the robot features the
Tonka tank base and the Palm Pilot brain.

Photo 2—The CarolBot modules can be swapped in
and out with new modules to create new robotics appli-
cations. This incarnation of the robot features a faster
motor base and the TINI brain.



transfer your compiled Java code to the
board across the network with FTP and
then log in remotely with TELNET to
run it from the command prompt. You
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and the relay board depends on external
power from the robot platform. The
platforms I used have built-in battery
compartments for four C or D cells.

The sensor module uses three Sharp
IRRDS sensors to sense the distance of
objects to the left, right, and front of
the robot. Each sensor returns an 8-bit
distance value to the controller
through a serial line. The IRRDS sen-
sor costs around $20, but it comes
with sample BASIC control code and
schematics to interface to a micro-
processor (e.g., BASIC Stamp).

For the MP3 module, I gutted an
inexpensive MP3 player I bought from
Wal-Mart. I carefully soldered two
wires to each side of the three buttons
I needed. Then, I used a 4066 quad
bilateral switch to press the buttons
from microprocessor I/O lines. I used
a 9-V battery-powered mini-amp from
Radio Shack to amplify the music.

I added a Crystalfontz LCD to the
top of the robot for season’s greetings.
The LCD uses a single control line
from the I/O processor to accept serial
display commands.

CAROLBOT’S BRAIN
When we hear the phrase “embedded

programming,” we think of optimiz-
ing every byte of ROM and RAM for a
PIC or some other resource-limited
CPU. Moore’s Law, however, insists
that CPU speeds and memory double
every 18 months. Yesterday’s worksta-
tions are today’s embedded processors,
and we will find the capabilities of
today’s PCs in tomorrow’s toasters!

Given the choice, I would shrink my
1.6-GHz PC (hard drive and all) down
to a tiny chip and use it for my embed-
ded projects. Current physical limita-
tions, however, force me to choose a
processing environment less capable.
But remember Moore’s Law: the same
processor tomorrow will be half the
size that it is today. You can already see
many general-purpose computers mak-
ing their way into the embedded space.

The TINI board from Dallas Semi-
conductor is a full-featured Java com-
puter on a tiny 72-pin SIMM card. The
board features a built-in Ethernet chip,
two serial ports, a file system, and a
UNIX-like operating system. You

Figure 1—The robot base controller uses a couple of
DPDT relays for each motor providing forward, back-
ward, on, and off control. A Molex connector allows dif-
ferent bases to be plugged into the relay board.
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can even create a web site and surf to
the TINI board with your web brows-
er. You get all of this for about $50.

You probably already have a general-
purpose embedded brain for your robot
right there on your belt; look no further
than your Palm Pilot. PDAs continue to
grow in capability and shrink in price.
Although a general-purpose PDA may
not be practical to redistribute within
a commercial product, it’s perfect for a
robot enthusiast. You already use the
portable computer to track your
appointments and phone numbers, so
why not use it to run your robot too?

Cell phones are merging with PDAs.
How about using your cell phone as a
general-purpose computer to control
embedded experiments? With wireless
Ethernet on your phone, you could put
your mobile robot on the Internet. All
you have to do is connect your phone,
Palm Pilot, or other PDA to your robot
hardware. And how do you do that?

General-purpose computers usually
have wonderful high-level features
like operating systems and IP stacks,
but they have little general-purpose
hardware control capability. On the
other hand, PICs and other traditional
embedded solutions have lots of I/O
lines but generally lack the high-level

computing features. You can merge
the best of both worlds by using both
solutions at the same time.

The CarolBot uses a general-purpose
I/O processor module that connects to
the main computer with a serial cable.
Most general-purpose computers have
a serial port. I used a BASIC Stamp as
my coprocessor simply because I had
one on hand. Many PICs cost much
less and offer the same kind of I/O
support. Still, the BASIC Stamp has
built-in features like direct servo con-
trol. I’m not taking advantage of these
features in the CarolBot, but who
knows what the future will bring?

The CarolBot’s I/O processor module
provides 16 I/O connections through
two eight-screw terminals (see Photo 1).
I mounted my Stamp development
board inside the frame and connected
all of the I/O pins to the screw termi-
nals. The brain module sits on the top
of the robot and connects to the DB9
serial connector of the BASIC Stamp.

When the control software running
on my Palm wants to turn on the
robot’s wheels, it sends a sequence of
text characters through the serial port
to the coprocessor. When my robot
algorithm wants to read the sensors, it
sends a command to the BASIC Stamp

Listing 1—Every robot behavior is coded in an object that implements the executable interface. Sequences
of behavior objects are stored in lists managed by the ExecutableList object. The ExecutableList also imple-
ments the executable interface, allowing sub-lists to be stored as single list entries.

import java.util.*;

public interface Executable {
public void execute() throws Exception;

} 
public class ExecutableList implements Executable  {

private List commandList;

public ExecutableList() {
commandList = new LinkedList();

}
public List getCommandList() {return commandList;}

public void setCommandList(List commandList) {
this.commandList = commandList;

}
public void execute() throws Exception {

Iterator i = commandList.iterator();
while(i.hasNext()) {

Executable e = (Executable)i.next();
e.execute();

}
}

}

http://www.icircuits.com
http://www.jrkerr.com
http://www.zagrosrobotics.com
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and then reads the serial result back.
You can use a terminal program like
HyperTerminal to talk to the coproces-
sor manually (great for debugging).

You can develop your robot code on
the PC using its serial port to run the
robot. Then you can compile your code
for your Palm Pilot and use the hot-
sync cradle’s serial cable to run the
robot. If you’re writing Java code, you
can run the (nearly) same piece of code
on any general-purpose computing plat-
form. That’s the ultimate in code reuse.

Speaking of programming languages,
there are several factors to consider
when choosing a language for your
embedded project. If performance is
crucial, you might need raw assem-
bler. If future enhancement is crucial
(as to a robot enthusiast), you might
consider the built-in reuse features of
an OO language like C++ or Java. 

Java is particularly easy to learn and
tinker with. You don’t have to worry
about complex compiler options or
make files. That leaves you more time
to spend on the business logic at hand.
But the best language to use is the one
you are most comfortable with. You
can write flexible, reusable code in any
language, but you’ll have more fun and
be more successful in home projects if
you are speaking your native tongue.

I chose Java for the CarolBot primari-
ly because I love it. So, I used embedded
CPUs that support Java. The TINI
board has a JVM built into the operat-
ing system. For my Palm V, I down-
loaded the free WABA Java package
that runs on a variety of embedded
platforms. Note that Sun’s Java Micro
Edition lacks support for the serial port.

CAROLBOT’S SOFTWARE
When I first sat down to write the

CarolBot control software, I created sev-
eral global methods to perform various
hardware functions. The setMotors()
function accepts two integers that
represent the left and right wheels
with values for each: off, backwards,
or forwards. The pressButton() func-
tion accepts a single integer repre-
senting a button to press on the MP3
player: On/Play, Off/Stop, and Next.
The getSensor() function accepts a
sensor number and returns the 8-bit
distance value read from the specified

that uses the methods. That’s a pow-
erful design goal in OO programming.

Next, I needed higher-level algo-
rithms to track the walls of my office
building. The walls are nice and
straight, which made the algorithms
fairly easy. I started with an algorithm
that tracks a wall on either side of the
robot by turning the motors on and
off to keep the wall between a mini-
mum and maximum sensor reading.

Then, I created other control algo-
rithms, such as methods to track
around an open corner (where the wall
vanishes) or a closed corner (where
the robot finds a wall in front of it).
These algorithms are ultimately what
robot programming is about, and here
is where I wanted the most flexibility.
I need to be able to add additional
routines in the future with minimal
changes to the rest of the code.

I chose an OO design pattern called
Command Pattern to abstract the algo-
rithms from the controller code that
uses them (see Listing 1). I created sep-

Sharp IRRD sensor. Each of these
functions sends the appropriate seri-
al data to the coprocessor and reads
any return values.

Next, I organized the methods into
separate objects. All of the robot-base
methods went in the Robot object, the
sensor methods went in the Sensor
object, and the MP3 methods went in
an object named MP3. Why the extra
organization? It seems wasted for such
a simple design, but it adds flexibility.

If I swap out physical MP3 modules
in the future, I’ll need to change the
code in the MP3 functions. If I keep
the MP3 functions together and alone
in a single class file, I can simply cre-
ate a new MP3 class and use it in my
future code. I don’t have to worry
about recompiling the other code (like
the sensor class). And I can create a
new SuperMP3 class that extends the
older MP3 class. If the new MP3 class
provides the same methods as the old
class, then I can just swap out the MP3
class without changing the other code

Listing 2—The TrackDoorToWall command object moves the robot across a doorway to pick up tracking
the wall on the other side. The algorithm constants are accessed from template methods making it easy to
override the constants in a new derived class.

public class TrackDoorToWallCommand implements Executable {

private SensorDriverInterface sensors;
private MotorDriverInterface motors; 
private int wallID;
private int wallSensor;

protected int getDriftTime() {return 10;}
protected int getWallThreshold() {return 80;}

public TrackDoorToWallCommand(int insideMotorID,
MotorDriverInterface motors, 
SensorDriverInterface sensors){
this.wallID = insideMotorID;
this.motors = motors;
this.sensors = sensors;
if(wallID == MotorDriverInterface.LEFT) {

wallSensor = SensorDriverInterface.LEFT;
} else {

wallSensor = SensorDriverInterface.RIGHT;
}

}

public void execute() throws Exception {
motors.forward();
while(true) {

Thread.sleep(getDriftTime()); int s = 
sensors.getSensorValue(wallSensor);

if(s>getWallThreshold()) return;
}

}
}
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SOURCES
LCD
Crystalfontz America, Inc.
(509) 291-3514
www.crystalfontz.com

Java TINI board
Dallas Semiconductor Corp.
(972) 371-4000
www.dalsemi.com

BASIC Stamp
Parallax, Inc.
(916) 624-8003
www.parallax.com

J2ME 
Sun Microsystems
(800) 555-9786
java.sun.com/j2me/index.html

The Waba Java environment
Wabasoft Corp.
www.wabasoft.com

arate classes for each algorithm, giving
each class a single method named exe-
cute(). The execute method of each
class performs all of the steps for a sin-
gle robot function (e.g., tracking a wall
down to a doorway). Listing 2 shows
a simple robot command function.

To create a sequence of commands
for my robot, I generate a list of com-
mand objects in the order I want them
executed. A typical sequence for my
office might contain a list of nine
objects like this: TrackWallTo-Door,
PlaySong, TrackWallToDoor, PlaySong,
TrackWallToDoor, PlaySong, TurnLeft,
TrackWallToDoor, PlaySong. This
sequence would traverse three door-
ways, stopping briefly to play music
at each door, make a left turn around
a corner, and go over to another door.

The central controller simply reads
a list of command objects, takes each
object in turn, and calls the execute()
method. When the control method
returns (when that robot function is
complete), the next object is execut-
ed. Listing 3 shows the code for a

Chris Cantrell is a software engineer
at ADTRAN in Alabama. He received
his MSEE from the University of
Alabama. Java is his passion, and he
teaches Java courses for the Continuing
Education department at the Univer-
sity of Alabama, Huntsville. You may
reach him at ccantrell@knology.net.

simple command list. New and exotic
control objects can be added without
changing the central controller.

In fact, I created a small GUI to
select command objects from a pull-
down list. I can choose from my
favorite sequences that match my
hall, or I can build new sequences for
other halls on the fly. Suddenly, that
GUI screen on the PDA is useful! At
first I had thought it to be wasted
space, but more often than not in OO
designs, if you build it they will come.

My favorite command object for the
CarolBot is the RemoteControl object,
which displays a GUI touch screen on
my Palm. Using a long serial cable, I
can walk behind the robot and drive it
with the GUI remote control. 

TOMORROW’S PLATFORM 
The CarolBot was just the beginning

for these reusable hardware and soft-
ware objects. Before I went on vaca-
tion, I created a new hardware mod-
ule, the Servo Control module, which
controls a couple of external hobby

servos (remember, the BASIC Stamp
interfaces directly to hobby servos). I
hooked up the power module (with
external wall power), servo module,
coprocessor module, and TINI board
brain. Then, I plugged the TINI brain
into my Ethernet hub and presto! I
can feed my fish from the Internet.

My immediate project was a mobile
MP3 player that tracks walls. I could
have packed all of the hardware onto
the toy robot base, used a super-tiny
PIC as the embedded processor, and
gotten by with a few control functions
written efficiently in assembler. But,
my pride and joy CarolBot would now
be a dusty trophy sitting on the book-
case in my office. By applying just a
little forethought and OO design in
the hardware and software, I created a
flexible, reusable platform for years of
experiments to come. I

Listing 3—The start-up code organizes robot behavior objects into lists and sub-lists. Varying the types
and order of behavior objects in the master list can easily change robot behavior.

//Object to track wall on left to next door
Executable toOffice = new TrackWallToDoorCommand(

MotorDriverInterface.LEFT, motors,sensors);

//Object to play next song for 60 seconds
Executable doPlay = new PlaySongCommand(0,60,true,mp3);

//Object to track door on left to next wall
Executable toWall = new TrackDoorToWallCommand(

MotorDriverInterface.LEFT, motors, sensors);

//Build the sub-list of things to do for one office
List list = new ArrayList();
list.add(toOffice);
list.add(doPlay);
list.add(toWall);
ExecutableList subList = new ExecutableList();
subList.setCommandList(list);

//Build a list that executes the sub-list 10 times for 
ten separate offices along a left wall.

list = new ArrayList();
for(int x=0;x<10;++x) {

list.add(subList);
}
ExecutableList masterList = new ExecutableList();
masterList.setCommandList(list);

//Run the master list
masterList.execute();

SOFTWARE
To download the code, go to
ftp.circuitcellar.com/pub/Circuit_
Cellar/2002/145/.

ftp.circuitcellar.com/pub/Circuit_Cellar/2002/145/.
http://www.crystalfontz.com
http://www.dalsemi.com
http://www.parallax.com
http://www.java.sun.com/j2me/index.html
http://www.wabasoft.com
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he AT89C51 and
AT89C52 flash

memory microcon-
trollers are versatile

devices that can be used in a variety of
applications. Unlike standard 87C51
UV EPROM microcontrollers in expen-
sive windowed ceramic packages, they
do not need to be erased with ultravio-
let light before reuse. They can tolerate
at least 1000 write/erase cycles, so
you don’t need to throw the device
away if you want to modify the code. 

How do you program an AT89C51/
AT89C52 microcontroller? With a
device programmer, of course.
However, commercial device program-
mers are a bit expensive and out of
reach for many people. The microcon-
troller programmer presented here
addresses this problem; you don’t
have to spend a fortune to build this
device. To program a flash memory
microcontroller, all you need is this
unit and a computer with a standard
RS-232 C serial port and a terminal
program such as Procomm, Telix, or
Windows HyperTerminal. 

The programmer features a menu
that is similar to some commercial
device programmers. It has the capabil-
ity to check for a blank device, erase a
loaded microcontroller, program the
device, verify the device against the
buffer, and load the buffer from Intel
hex object code. It also determines

which of the two devices, the AT89C51
or AT89C52, is going to be programmed
by calculating the size of the file you
loaded into the device programmer. 

To program this family of chips, you
need to drive the VPP pin to a voltage
higher than the standard supply volt-
age. The programmer features a
DC/DC converter that provides this
super voltage, so the only external
power needed is 6 V. It also features an
efficient voltage switch so the voltage
of the DC/DC converter is fixed and
there is no need for calibration.
Finally, the microcontroller used to
control the programmer itself is in-
system programmable, so you don’t
need access to another device pro-
grammer to build this one. 

WHY USE A DS5000?
A DS5000 controls the flash memo-

ry microcontroller programmer (see
Figure 1). It controls VPP, the timing,
and provides the necessary signals to
load the hex file. Some other device
programmers are controlled by a PC,
which makes their timing dependent
on the speed of the PC. In fact, some
of these programmers won’t work
when used with a Pentium-class PC.
The DS5000 also replaces several ICs
used in some flash memory microcon-
troller programmers. 

The DS5000 belongs to the secure
line of microcontrollers from Dallas
Semiconductor. The module contains
an 8051-compatible microcontroller,
SRAM chip (8 or 32 KB), and a lithium
power source. The Dallas microcon-
troller uses nonvolatile RAM for pro-
gram and data storage instead of
ROM. Because it uses NV RAM
instead of flash memory or ROM, it
can be reprogrammed many times
with no need for erase cycles. 

Features of the DS5000 include 100%
code compatible with the 8051, non-
volatile memory control circuitry, and a
10-year data retention in the absence of
power. The DS5000 directly accesses
64 KB of program and 64 KB of external
data memory. In addition, the micro-
controller features in-system repro-
grammabilty via the serial port, 128
bytes of fast access scratchpad RAM,
two general-purpose 16-bit timers/coun-
ters, one UART, and five interrupts

The AT89C51/52 Flash
Memory Programmers

t
When faced with a
plethora of applica-
tions to design, it’s
essential to have a
versatile microcon-
troller in hand. Noel
knows just what
you’re looking for: the
AT89C51/52 micro-
controllers. To get you
started, he’ll describe
his inexpensive micro-
controller programmer. 

Noel Rios

FEATURE
ARTICLE
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frequency connected so the built-in
ROM-based program downloader can
configure the device for the proper data
rate. Using this feature, you can pro-
gram the DS5000 in the field whenev-
er the firmware needs to change. 

The DS50000 also boasts features
for high reliability operation without
supervision, designed for remote appli-
cations. It goes into reset when the
power supply is out of tolerance. The
early warning power fail interrupt
enables you to save critical data. And
the watchdog helps if the DS5000 goes
out of control. You can also save the
operating state in nonvolatile memory
so you can resume the task when
power is restored. 

CIRCUIT DESCRIPTION
A single DS5000 microcontroller (U1)

controls the AT89C51/52 flash memo-
ry microcontroller programmer (see
Figure 2). It controls the timing of the
pulses to the target microcontroller,
manages the loading of the hex file to
the SRAM buffer, configures the control
signals for the various programming
modes, and controls the high voltage
supply. It can also check whether or not
the flash memory microcontroller is
blank, erase the flash memory, program

with two external sources. Other fea-
tures include a dedicated memory bus
to preserve the four I/O ports, power-
fail reset, early warning power failure
interrupt, and a watchdog timer. 

The on-board SRAM is connected to
the CPU via an internal non-multi-
plexed byte-wide bus that does not
interfere with the four standard I/O
ports. This bus is separate from the
usual external bus formed using ports
P0 and P2. The 8051 architecture
includes separate memory spaces for
code and external data, and the SRAM
of the DS5000 can be partitioned so
that it can be used in either or both
spaces. A special non-
volatile register, MCON,
controls this partitioning,
and must be set to the
correct range and parti-
tion addresses before the
program is loaded. Table 1
shows the valid combina-
tions of values. The range
is the size of the SRAM
connected to the byte-
wide bus. The partition is
the division between pro-
gram memory and data
memory space, which is
user-defined. Care must
be taken that the parti-
tion is not greater than
the range. If the MCON
register is configured
incorrectly, the device
may operate incorrectly
or cease to function. 

The chip select of the
internal SRAM is decoded
automatically based on

the range and partition, which is config-
ured by you. The areas used for program
memory space are write-protected and
treated as ROM. Data areas are also pro-
tected when the supplies are out of tol-
erance. Depending on the ambient tem-
perature, the internal SRAM is pro-
tected for at least 10 years. 

The DS5000 is in-system programma-
ble, so you don’t need a device program-
mer to program it. You can upload new
code at any time using the serial port,
as long as the RESET pin is pulled high,
the PSEN pin is pulled low, and P2.6
and P2.7 are floating or pulled high. You
must also have a crystal of the proper
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Figure 1—The DS5000 is a versatile chip that provides most of the functions of many 8051-based single board computers.

Partition Range Program memory Data memory
(MCON.7-4) (MCON.3)

0000 0 (8 KB) 0 KB 8 KB (0–1FFF)
0001 0 (8 KB) 4 KB (0–0FFF) 4 KB (1000–1FFF)
0010 0 (8 KB) 8 KB (0–1FFF) 0 KB
0000 1 (32 KB) 0 KB 32 KB (0–7FFF)
0001 1 (32 KB) 4 KB (1–0FFF) 28 KB (1000–7FFF)
0010 1 (32 KB) 8 KB (1–1FFF) 24 KB (2000–7FFF)
0011 1 (32 KB) 12 KB (0–2FFF) 20 KB (3000–7FFF)
0100 1 (32 KB) 16 KB (0–3FFF) 16 KB (4000–7FFF)
0101 1 (32 KB) 20 KB (0–4FFF) 12 KB (5000–7FFF)
0110 1 (32 KB) 24 KB (0–5FFF) 8 KB (6000–7FFF)
0111 1 (32 KB) 28 KB (0–6FFF) 4 KB (7000–7FFF)
0111 1 (32 KB) 32 KB (0–7FFF) 0 KB

Table 1—The MCON register controls the mapping of the DS5000 NV SRAM to the program and external data
address spaces of the CPU.
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the byte programming for its success.
P3.4 is pulled low after ALE goes high
during programming to indicate that
it’s busy. P3.4 is pulled high during pro-
gramming to indicate that it’s ready.
The entire flash memory array is erased
electrically by using the proper combi-
nation of control signals and holding
ALE/*PROG low for 10 ms. 

U2 is an 8K × 8 SRAM that stores the
program code. Notice the absence of a
transparent latch or 74HC373. This is
because the extended Bus mode of P0
and P2 isn’t used to access the SRAM.
Because of this, the software controls
writing and reading data to the SRAM.
I/O lines of the DS5000 control the out-
put enable and the write strobe of the
SRAM. Note that the SRAM is always
chip-selected because of the lack of an
I/O line to control it. If you can get a
DS5000 with 32 KB of on-board SRAM,
this external memory is not required,
but you’ll need to modify the firmware
to work with the on-board memory.

U4 (MAX232) is a level shifter that
converts TTL signals to RS-232 sig-
nals and vice versa. It has a built-in

the microcontroller, and, finally, verify
that the programming was successful.
Note that the DS5000 does not use the
expanded Bus mode of ports P0 and P2;
a pseudo address bus and data bus are
created using the I/O ports instead. 

To enter the proper programming
mode, four I/O lines are used to con-
trol the target’s mode control lines.
Table 2 shows the proper levels of
these signal lines for programming the
flash memory microcontroller. You
can see that the RESET and PSEN pins
are the same for all three programming
modes; they are tied directly to VCC

and ground, respectively. The flash
memory microcontroller code memory
array is programmed byte by byte. It is
normally shipped with the on-chip
flash memory array in the erased state
(i.e., the contents = 0FFh, ready to be
programmed). To program any non-
blank byte in the on-chip flash memo-
ry, the entire memory must be erased
using Chip Erase mode. 

Programming the flash memory
microcontroller requires the following
five steps. First, you have to output

the desired memory location on the
address lines. Second, output the
appropriate data byte on the data
lines. Third, activate the correct com-
bination of the control signals. Fourth,
raise *EA/VPP to 12 V. And fifth, pulse
ALE/PROG once to program a byte in
the flash memory array. 

The byte write cycle is self-timed and
typically takes no more than 1.5 ms.
Steps one through five are repeated,
changing the address and data for the
entire array or until the end of the
object file is reached. The RDY/*BSY
output signal monitors the progress of

Photo 1—I constructed the programmer using point-
to-point wiring on a standard prototype board. I used a
ZIF socket for U3 for easy insertion and extraction.
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decoupling capacitor. This is needed
because short spikes of current are
drawn when U6 charges L1 from VCC. 

Q3 (IRF9530), Q2, Q4, R2, R8, and R9
form a voltage switch to connect the
12 V to the flash memory microcon-
troller at the right time. Two transistors
are used to control Q3, a P-channel
MOSFET, because the I/O pin that con-
trols the switch is high following a
reset of the DS5000. The transistors
form a double inverter so that the volt-
age switch will be off when the pin is
high. A P-channel MOSFET is used

with a low RDS on so that
the voltage drop across the
switch is negligible. C3
absorbs transient voltage
entering from the switch.
Without it, the transient
voltage may damage the
flash memory microcon-
troller. D2 is a silicon recti-
fier diode that provides 5 V
to the EA/VPP line to create
the logic high needed for
verifying the flash memory
microcontroller. 

U7 is a low-dropout linear voltage
regulator. Instead of using a 7805, I
used an LDO regulator for greater effi-
ciency in terms of power consumption.
C5 is the filter capacitor needed by U7
to function properly. C11, D3, and R5
form the reset circuit needed by U1.
D3 discharges C11 when the power is
disconnected so that U1 resets properly
when power is connected again imme-
diately. A SIP resistor pack is connect-
ed to the data bus as indicated in the
datasheet for programming the flash
memory microcontrollers. 

voltage doubler and inverter
so that there is no need for
external 12- and –12-V
power supplies. U4 inter-
faces the device programmer
to the PC so that you can
transfer the hex file to the
device programmer. 

U6 (MAX632) together
with L1, C1, and C2 form a
DC/DC converter that pro-
vides the super voltage need-
ed for programming the flash
memory microcontroller. A
boost converter converts the 5-V sup-
ply to 12 V. It’s a fly-back converter,
which means that U4 periodically
shorts L1 to ground so that energy is
stored in its magnetic field. Then, U4
opens the switch according to its inter-
nal pulse width modulator so that the
fly-back voltage plus VCC can charge
the output capacitor (C1) to 12 V. 

C1 filters the voltage coming out of
U6. Be sure that C1 is connected to
U6 when power is applied, because U6
will be damaged if C1 is left uncon-
nected. C4 (100 µF) is an input supply

Photo 2—The Help command of the flash memory microcontroller programmer
shows all of the available commands. 

http://www.htsoft.com
http://www.accutekmicro.com
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A 16-MHz crystal, Y2, clocks the
target processor. I chose a high crystal
frequency for Y2 because the data and
address setup times depend on the
crystal frequency. The clock must be
running for the flash memory micro-
controller, because the device is exe-
cuting internal address and program
data transfers during the programming. 

A 7.3728-MHz crystal is used with
U1 so that 9600-bps communication
can be established by configuring the
built-in UART inside U1. C12 is a
load capacitor, which provides a small
phase shift combined with the output
resistance of the internal oscillator’s
amplifier. It also provides some atten-
uation of overtones. Capacitor C13 is
also a load capacitor. When combined
with the crystal resistance, C13 pro-
vides additional phase shift. 

D4 is an LED, and R7 limits the cur-

rent flowing through D4. D4 is not
only a power-on indicator, it also
indicates whether or not the flash
memory microcontroller inserted in
the socket is severely defective
(because a defective flash memory
microcontroller usually draws a large
amount of current). If the microcon-
troller pulls a large amount of cur-
rent, VCC will be pulled down and the
LED will dim or not light at all.

FIRMWARE OVERVIEW
You can download the firmware

from the Circuit Cellar ftp site. First,
the hex is stripped of other characters
to obtain the object code. I found out
that it’s necessary to fill the SRAM
with 0FFh so that it will match the
original object file located in the com-
puter or PC. This is because after the
hex file is stripped of other charac-

ters, it won’t fill the SRAM sequen-
tially but will depend on the address
located inside the hex file. 

Note that the communication has no
hardware handshaking. This is OK
because there’s a checksum embedded
inside the hex file, so you can know if
the transmission of data is successful
from the PC to the device programmer.

CONSTRUCT AND ASSEMBLE
The prototype was constructed

using point-to-point wiring, as shown
in Photo 1. A prototyping PCB was
used with wire wrap wire. Use different
colors of wire for different functions
so you can trace each connection
from one point to another. I used ordi-
nary IC sockets (with solder connec-
tions), but if you prefer, you can use
wire wrap sockets. Arrange the sock-
ets so that the ICs that share many

Figure 2—The programmer incorporates advanced features such as a DC/DC converter to provide the high voltage needed for programming.
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SOFTWARE
To download the firmware, go to
ftp.circuitcellar.com/pub/Circuit_
Cellar/2002/145/.

Noel A. Rios is an electronics and
communications engineer. He has
worked with semiconductor and elec-
tronics companies like Microcircuits,
IMI, Allegro, and ASTEC. His interests
include computers, embedded control,
power conversion, testing and meas-
urement, and GPIB control. You may
contact him at nar@edsamail.com.ph.

RESOURCE
Dallas Semiconductor, Inc., “Secure
Microcontroller User’s Guide,” 
051002. 

SOURCES
AT89C51/52 Microcontrollers
Atmel Corp.
(408) 436-4270
www.atmel.com

DS5000 Chip
Dallas Semiconductor, Inc.
(972) 371-4000
www.dalsemi.com

connections are near each other. For
example, place U2 (6264) close to U1
(DS5000). Place the crystals and load
the capacitors (e.g., C12 and C13) close
to their corresponding microcontrollers.
I recommend using a ZIF socket for U3,
the target microcontroller. 

After wiring the circuit, check the
connections between the different
ICs according to the schematic (see
Figure 2) using a multimeter. This
will save you a lot of time finding a
wrong connection through trou-
bleshooting. Before inserting the ICs,
check for the presence of 5 V on the
VCC pin of each IC. Also verify that
the GND pin of each IC is connected
to ground on the power supply. 

You must also load the provided
firmware into the microcontroller
U1. To get the firmware into the
DS5000, install the two shorting
jumpers (JP1 and JP2) and then con-
nect 6 V to J1. Configure your termi-
nal program for 9600 bps, 8 bits, 1
stop bit, and no parity. Press Enter
on your keyboard, and the Dallas
Semiconductor downloader banner
will appear on the screen. 

Next, press the letter “L” on your
keyboard, followed by Enter. Then,
use your terminal program to send
the ASCII text file PRGM1.HEX. You
will see no error messages if the
loading is successful. After that, dis-
connect the 6 V and remove the
jumpers. Reconnect the 6 V and
press the Reset button. While still
connected to the terminal program,
you should now see the banner from
the programmer firmware telling you
the device is working.

CHECK OUT AND USE
Remove the DS5000, and check for

the presence of the super voltage,
which is 12 V on pin 31 of the U3
socket. This voltage is important in
order to program the microcontroller.
Then, disconnect the power and plug
in the DS5000 and 6264. After the

DS5000 is plugged in, check for the
presence of 5 V on pin 31 of the U3
socket. This voltage is necessary for
verifying the microcontroller. 

Open your terminal application and
configure it to 9600 bps, 8 bit, 1 stop
bit, and no parity. Also check the COM
port where the device is connected.
Connect the power to the device. You
will see a banner each time the power
is connected or when the Reset
switch is pressed. Press “h” to see the
menu (see Photo 2). To check if the
device is blank, press “b”. Press “e” to
erase the device, and press “p” to pro-
gram it. To load the hex file, press “l”,
and be sure to send the text file in
your terminal program as an ASCII
text file. You’ll also want to verify the
flash memory microcontroller by
pressing “v”. Always remember to
erase the flash memory before repro-
gramming the microcontroller. 

TROUBLESHOOTING GUIDE
There is a handful of ways the pro-

grammer might fail. For one, the ICs
might not have power (i.e., no 5 V
across the ICs). Another possible prob-
lem is a wrong or missing connection
of the control signals between the two
micros (P2.6, P2.7, P3.6, and P3.7). Or
perhaps you won’t get VPP or program-
ming voltage. If this happens, check
the wiring around U6, the MAX632. 

You don’t want the VPP (pin 31) at a
high potential all the time. Make sure
you check that Q3 is correctly wired.
Don’t forget to also check Q2 and Q4.
Incorrect wiring of the data bus or
address bus can cause more problems.
Using a logic probe, check if controller
U1 is active by monitoring the pins of
U1 (ALE, in particular). If it isn’t func-
tioning, check the reset circuit (C1
and D3), and check the connections of
the crystal (Y1). Also verify that pin
31 of U1 (*EA) is wired to VCC. 

If no banner appears in your termi-
nal program, check that RX and TX
are connected to the MAX232 and that

the connections between the MAX232
and DE9 connector TD and RD are not
exchanged. In addition, check for the
presence of a signal on pin 10 of U4
(MAX232) after pressing the Reset
switch. That covers the troubleshoot-
ing you might have to face.

I have tested the programmer with
the Atmel AT89C51 and AT89C52,
and the results were good. The circuit
can be modified to accommodate flash
memory microcontrollers from differ-
ent manufacturers, as well. However,
it is important to note that the Atmel
devices contain embedded algorithms
that somewhat simplify the firmware
of the programmer. If you’re going to
modify the circuit, you’ll also need to
modify the firmware. I

Mode RST *PSEN ALE|/PROG *EA/VPP P2.6 P2.7 P3.6 P3.7

Write Code H L Pulse 12 V L H H H
Read Code H L H H L L H H
Chip Erase H L Pulse 12 V H L L L

Table 2—A relatively small set of signals controls the programming modes of the Atmel flash memory microcontrollers.

ftp.circuitcellar.com/pub/Circuit_Cellar/2002/145/.
http://www.atmel.com
http://www.dalsemi.com
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t seems that
PIC18Fxxx parts

are really difficult to
come by. I ordered 27

and received only six, with the rest on
back order for at least a month. That’s
OK because I have some other impor-
tant MPP concepts to cover before you
can use this version of the MPP to
start putting real code into the vapor-
ware PIC18Fxxx devices.

I managed to assemble an MPP
using point-to-point construction and
it turned out to be a furry looking
beast. I found that I needed much
more space to mount the various MPP
power modules than I had planned for.
I had panels hanging off that little
board that looked like solar panels on
a space station. So, I decided to bite
the bullet and design an MPP main
printed circuit board (PCB) containing
ample area for the power modules and,
if necessary, breadboard area for those
last second design changes. Having
the breadboard area also allows time
for those “oops” moments. 

A raw version 1 MPP printed circuit
board is the subject of Photo 1. The
design of the MPP printed circuit
board is going to change as you deter-
mine which components of the sub-
systems work best for the target appli-

cation. I’ll also divulge the particulars
of the final PCB so you can clone your
own MPP design.

DOING MY HOMEWORK
Since our last meeting, I’ve been

just as busy producing PCBs as I have
been reading datasheets. I settled on a
single series of National Semiconductor
Simple Switcher power converters for
this spin of the MPP power module
series. I’ll be using the LM2674. The
LM2674 is a high-efficiency, 500-mA
step-down voltage regulator. Using the
LM2674 implies the use of a higher
voltage common supply that will be
distributed among the MPP Simple
Switcher power converters. I will also
introduce you to a step-up design that
can be used to feed the MPP Simple
Switcher power converter network or
stand alone as a source of program-
ming high voltage. And, no discussion
of switching power supplies would be
complete without mentioning the
LM78S40 switching voltage regulator.

I’ve collected a number of high-quali-
ty surface-mount Panasonic electrolytic
capacitors, Coilcraft inductors, and
Simple Switcher power converters. The
Florida room inventory also includes a
flock of PIC16F877 microcontrollers,
NEC uPD71055L-10 parallel interface
units, Dallas 128-KB nonvolatile mem-
ory modules, and the ever-present Sipex
SP233ACP RS-232 communications
ICs. Before I put the components on
the MPP printed circuit board, let’s do
the ground training beginning with
the National Semiconductor LM2674. 

THE LM2674
I chose the LM2674 for a number of

reasons. The MPP won’t need a
tremendous amount of current to
operate, so the 500 mA rating of the
LM2674 will easily handle the entire
complement of MPP electrical compo-
nents. A TTL-compatible ON/OFF pin
allows you to use the LM2674 as a
voltage source that you can switch in
the MPP programming electronics and
as a fixed bulk regulator for the PIC
and its support circuitry. The LM2674
comes in fixed and adjustable versions
and is just as easy and in some cases
easier to implement than its linear
cousins, the LM317 and LM340. 

Building a Modular
Programming Platform
Part 2: Building the PCB

i
Fred still doesn’t have
the PIC18Fxxx parts
he’s been waiting for,
but that doesn’t mean
he has lost sight of
his goal to develop a
low-cost ’18Fxxx pro-
grammer. This month,
he shows you how to
design an MPP PCB
and challenges you
to start your own
MPP project.

Fred Eady

APPLIED
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MPP would be 22 VDC. The input
voltages are well within the input
voltage parameter of the LM2674,
which, according to the LM2674
datasheet, uses all of the 40 VDC. 

To set up, I told tell the Switchers
Made Simple software to give me
component values for a fixed 5 VDC
at 500-mA output. I already know
about the features of the LM2674, but
I clicked on items in the feature wish
list for grins. My LM2674 design
selections are shown in Photo 3. 

After selecting the LM2674 from the
list of Simple Switcher converters that
appeared when I clicked on the Start
Selection button, the schematic and
recommended parts list in Photo 4
appeared. Because I don’t have the
Vishay-Sprague parts noted in the
schematic, I substituted my Panasonic
components to closely match the
capacitor values in the Switchers Made
Simple software design I just generated.
A Panasonic 22-µF device at 35 WVDC
with an ESR value of 0.034 Ω fills in
for the Vishay-Sprague capacitor labeled
CIN. A 100-µF device at 35 WVDC
with a 0.16-Ω ESR replaces the COUT
output filter capacitor. The catch
diode, D1, is a 1N5819 on the MPP
fixed 5-VDC power module.

As you know, I have a box full of
Coilcraft inductors. So, L1’s Sumida
actually will be a Coilcraft 68-µH
DO3308P-683. There’s a blurb in the
LM2674 datasheet in the Design
Procedure area that points out the dif-
ferences among inductors. It looks
like the best inductors when it comes
to EMI are Schott EP core inductors
and pulse-powdered iron toroid core
inductors. Jon also mentioned in our
conversation that the pulse toroids are
good to use if your design is experi-
encing startup problems. You won’t
have to worry about that in your
LM2674 designs. The inductors used

Another advantage to using the
LM2674 is the absence of finned
heatsinks. The LM2674 uses the avail-
able copper of the PCB it’s mounted on
to dissipate heat generated in the volt-
age regulation process. This is made
possible by the high-efficiency, fixed
260-kHz switching frequency of the
LM2674. The attributes that reduce the
regulator-generated heat also allow the
use of smaller filter components. And,
the line and load regulation offered by
the LM2674 is significantly better than
that of the second generation Simple
Switcher power converters that rock
and roll at 150 kHz. The MPP LM2674s
are in standard 8-pin DIP packages.

I want to begin the MPP power
module construction process by the
book, or better yet, by the datasheet.
In reality, the designs will be guided
by software that embodies both. So,
I’ll use the services of the Simple
Switcher power converter design soft-
ware, Switchers Made Simple. A quick
look at the National Semiconductor
web site indicates that V.6.24 is the
latest and greatest, so that’s what I’ll
use for the designs found in this text. 

I’ll work closely with Sr. Engineering
Manager for Power Management
Applications Jon Cronk of National
Semi to avoid potential problems in
applying the LM2674. If you search for
the LM2674 on National’s web site,
you’ll find a section called Design
Tools. Click on the PDF and you’ll
bring up the design software for Simple
Switcher DC/DC converters. The link
to the latest releases leads to some
sage words by Jon about using Simple
Switcher power converters. I spoke to
Jon about some of the things I’ll be
doing in this text. I’ll throw in his com-
ments as I get to the pertinent subject
matter. Now, let’s design and build
some LM2674 MPP power modules. 

POWERING UP
Not only did I build a PCB for the

MPP prototype, but I built some PCBs
for the MPP power module assemblies
as well. I waffled for days on the deci-
sion to do the small power modules
by hand or send out for boards. I really
liked the layout of the demo boards in
the LM2674 datasheet and eventually
that idea won out. [1] 

Photo 2 shows the resultant shiny
unpopulated power module PCBs. If
you consult the LM2674 datasheet
and look closely at Photo 2, you’ll see
that there are actually two power
module printed circuit boards, one for
the adjustable switcher and one for
the fixed part. I reproduced both of
them and left room for a potentiome-
ter on the adjustable regulator’s PCB. 

The MPP main printed circuit board
has plenty of room to piggyback up to
six of the little power modules if you
and I decide to go crazy with the
Simple Switcher power converter on
the MPP. Before you start mounting
the microcontroller-oriented compo-
nents of the MPP, let’s design and
build the fixed 5-VDC power module
that will support them.

The first question that the Switchers
Made Simple software asks is what
the input voltage limits will be. The
second question is, what output volt-
ages will be required and how much
output current should be allowed for
at the selected output voltage? 

The highest regulated voltage that
will be present on the MPP is 13
VDC. I anticipate a minimal overall
MPP current draw that will not tax
the 17 VDC at 600 mA unregulated
power brick that I’ll use in this spin of
the MPP design. Why 17 VDC? I hap-
pen to have a few of them in the
Florida room, and I can’t get my
hands on a 18-VDC brick. This
isn’t a government job, so the 17-
VDC brick will work fine. After
putting the leads of a Wavetek
digital VOM on the unloaded out-
put of the 17-VDC brick, I deter-
mined that the highest unregulat-
ed voltage that would exist on the
input of any power module on the

Photo 1—There isn’t much to look at right now, but
soon there will be little skyscrapers and parking
garages all over this board.

Photo 2—The continuous copper is there more for providing
a substantial heatsink than for suppressing noise. The MPP
designs require only 1 square inch of copper surface area.



is the need for larger induc-
tors, as the Switchers Made
Simple software proved. 

The bottom line is that
there is a good chance that
the power modules riding
on the MPP will at some
time go to Discontinuous
mode even though the
design parameters are geared
for Continuous mode. If
necessary, I’ll tweak the

power module component values as
you learn more about how the MPP is
going to behave when power is applied
to all of its electronic parts, but I
won’t concern myself with which
mode the MPP power modules
assume during normal operation. 

Now, let’s move on and use
Switchers Made Simple to generate a
parts list and schematic for the
adjustable MPP programming supply.
The target output voltage is 13 VDC
with a maximum current output of
100 mA. The actual current consump-
tion will be far below the 100-mA
level, considering that the MCLR pro-
gramming pin of the PIC18Fxxx
device draws almost no current at all.

Choosing the LM2674 in the
adjustable version results in the
schematic shown in Photo 6b. With
the exception of the resistors in the
feedback loop, this circuit is identical
to the fixed version of the schematic.
Resistor Rfb1 is fixed and will actually
be a 2.4-kΩ 5% resistor instead of the
specified 2.49-kΩ 1% resistor. Rfb2
has a value of 24.3 kΩ and will be sub-
stituted with a 50-kΩ potentiometer.
Notice that the 100-mA output cur-
rent value results in a recommended
inductor value of 220 µH. This time

the Switchers Made Simple software
asked for a Coilcraft inductor. 

The capacitor values go unchanged
and I will build up the 13-VDC power
module with the same capacitor val-
ues found in the fixed 5-VDC MPP
power module. I’ve decided to use an
adjustable switching regulator circuit
for the target bulk power supply of the
PIC, as well. Doing this will allow the
programming of target PIC parts that
will end up in circuits that aren’t pow-
ered by a standard +5-VDC supply. The
completed 13-VDC MPP adjustable
power module is displayed in Photo 7.

I’ll add power module status LEDs
on the MPP main board for a couple of
reasons. It would be beneficial to have
a visual indication of the state of each
MPP power module’s output voltage.
The second reason is that the LM2674
requires a minimum current of about
2 mA to overcome a leak that may
hamper the operation of the floating
gate drive within the LM2674. By using
LEDs to load the MPP power modules,
I hit two birds with one stone.

That wraps up the MPP power mod-
ule area as far as step-down regulation
is concerned. Everything is in place to
power the MPP microcontroller and
its friends and provide a source of high
voltage and bulk power for the ’18Fxxx
programming operation. Although you
have a perfectly fine power solution in
hand, you should think about alterna-
tive ways to perform some of the
same power-related tasks. 

ALTERNATE POWER
All of the necessary lines required

to control the three power modules
are grouped on a header strip directly
below the PIC, PIU, and RAM. To

keep the step-up power options
open, I also pulled a line from
the PIC that can provide a soft-
ware-controlled pulse width
modulation signal.

The idea is to use the PWM
signal of the PIC to bang at the
base of a standard small signal
switching transistor. [2] The
switching transistor is partner
to an inductor, catch diode,
and output capacitor. At first
glance, the component brew
smells of a switching regulator.
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are open-core ferrite drum inductors
that emit some EMI but not as much
as ferrite stick inductors (which are
also in the Switchers Made Simple
inventory). Your first MPP power
module, the fixed 5-VDC design, is
shown loaded with the aforemen-
tioned parts in Photo 5.

At this point, I returned to the vari-
ous MPP component datasheets and
did a nasty overall maximum current
calculation. I came up with about
250 mA for a worst case. You already
know what I did next. Photo 6a shows
that the 68-µH inductor is now a
100-µH inductor; this is all that
changed when I ran the Switchers
Made Simple software using 250 mA
as the maximum output load current
of the fixed 5-VDC module. 

Of course, I kept running the maxi-
mum current value down toward
100 mA and the L1 inductor values
kept rising with each reduction of
output current. The reason for this is
that in Continuous mode a larger
inductor is needed to keep the induc-
tor current flowing continuously at
low-output current loads. In
Discontinuous mode, the inductor
current drops to zero for a period of
time during the switching cycle.

Even though the drop to zero
statement sounds bad, there’s
absolutely nothing wrong with
running in Discontinuous
mode, because the LM2674
(and any other Simple Switcher
power converter) can handle it
without a problem. The advan-
tages of running in Continuous
mode are lower output ripple
voltage and lower peak cur-
rents in the switching compo-
nents. The disadvantage in
low-output current situations

Photo 4—The conclusions are the same as if you followed the design pro-
cedure in the LM2674 datasheet.

Photo 3—If you aren’t familiar with the National Semiconductor
Simple Switcher power converter line, this screen helps you narrow
down the choices depending on your application needs.



www.circuitcellar.com CIRCUIT CELLAR® Issue 145    August 2002   73

In fact, the mix of switching regulator
parts forms a sort of step-up switching
regulator. The result is not as sophisti-
cated as what you might find in a
National Semiconductor step-up con-
verter, but with the addition of a stan-
dard low-current LM317LZ linear reg-
ulator, it becomes a high-voltage flash
programming source (see Figure 1).

The RC2/CCP1 pin of the PIC16F877
has double duty. Although it is a com-
pare/capture pin when not being used

as general purpose I/O, it’s also the
output for one of two PWMs when
placed in PWM mode by the firmware.
Writing a 0x0C to the PIC’s CCP1CON
register, which controls the internal
capture/compare/PWM hardware of
the PIC16F877, puts the PIC pin in
PWM mode. When in PWM mode, the
RC2/CCP1 pin is capable of producing
a 10-bit resolution PWM output.

Timer 2 (TMR2) of the PIC16F877
is integral to the PWM process. In
the MPP application, TMR2 is not
prescaled. And, with a 20-MHz
processor clock, each TMR2 tick is
200-ns long. After experimenting
with various values for TMR2 based
on waveforms from the LM78S40
driving a similar load, I concluded
that generating enough energy to
produce a high PIC flash program-
ming voltage requires a TMR2 peri-
od of 25.6 µs. That equates to load-
ing the PR2 register of TMR2 with
127 decimal. The PWM frequency is
the inverse of the PWM period,
equaling 39.063 kHz.

Photo 5—I removed the plastic mounting tabs from
the capacitors and formed the leads. The result is a
surface mount capacitor turned radial capacitor with
0.1″ lead centers. The MPP power requirements are
small, so I could have used sockets but I opted to do it
by the book and solder the LM2674s directly to the
printed circuit board.

Photo 6a—The beauty of the Switchers Made Simple software is that what-if design work can be done quickly
and easily. And you don’t have to go back and verify the results. b—As far as parts count goes, the LM2674
adjustable circuit has only one more component than its linear counterpart. If you want to count heatsinks as com-
ponents, there is an even number of them.

a)

b)

http://www.bkprecision.com


74 Issue 145    August 2002 CIRCUIT CELLAR® www.circuitcellar.com

Speaking of testing, I also recently
wrote an article series that featured
the LM78S40 switching regulator
(Circuit Cellar 138–139). The LM78S40
has more spark than the PIC PWM cir-
cuit and is capable of providing a con-
siderable amount of output current. If
your version of the MPP will be
required to host parts that require more
than a couple milliamps of current
from the high-voltage programming
voltage source, the LM78S40 is an
inexpensive and easy way to get it.
During the course of writing the series,
I created an Excel spreadsheet to help
with the design. It isn’t quite Switchers
Made Simple, but it’s accurate and
reflects the intentions of the LM78S40
datasheet and application notes. 

NEXT TIME
Although this discussion centered

on MPP power, I placed all of the
components on the MPP main board
in Photo 8 to give you an idea of what

it all will look like when the
construction is finished. 

Since then, I’ve added some
right-angle header posts to
each of the MPP power mod-
ules to facilitate easy access,
insertion, and removal. Each
module is identical in respect
to the PCB, so a standard
power module pinout came
along automatically. The stan-
dardization of the MPP power
module input and output pins
allows me to create a power
and control bus that can
accommodate any module
that adheres to the pinout
scheme. All of the design

According to the PIC16F877
datasheet, the PWM period is calculat-
ed as follows:

PWM period = (PR2 + 1) × 4 × Tosc ×
TMR2 prescale value

where PR2 equals 127, Tosc equals 50 ns,
and the TMR2 prescale value equals 1.
Inverting the 20-MHz clock frequency
of the MPP PIC16F877 derives the
datasheet value known as Tosc. Each
PIC instruction cycle consists of four
Tosc cycles. Plugging the PR2 and
Tosc values into the PWM period
equation yields a period of 25.6 µs. 

With PR2 loaded with 127, TMR2 is
continually attempting to count from
0 to 127 (the manually set PR2 value)
and reset. This discussion concerns
generating pulses, so it’s logical to
assume that TMR2 can count only as
high as PR2 + 1 = 128. And some type
of event is generated when the maxi-
mum count is reached. 

In fact, three events occur when
TMR2 reaches the PR2 value.
First, TMR2 is cleared. Then,
the CCP1 pin is set and the
PWM duty cycle value is
latched into a holding register,
CCPR1H. The setting of the
CCP1 pin occurs when TMR2
and PR2 are equal. After the
duty cycle value is reached, the
CCP1 pin is reset and taken
low. So, a duty cycle of 100%
would theoretically mean that
the CCP1 pin would never
reset and go low, and a duty
cycle of 0% would never allow
the CCP1 pin to go high. The
time the CCP1 pin spends in a
high state within a PWM peri-

od is defined as the duty cycle.
Again, I experimented with the duty
cycle value based on waveforms
generated by an LM78S40 driving a
similar low-current load. I settled
on a duty cycle value of 200 deci-
mal, which closely approximates
the duty cycle of the LM78S40. 

The duty cycle value is written
to the 8-bit duty cycle register
CCPR1L and the upper two bits of
the CCP1CON register for 10-bit
duty cycle resolution. At the com-
pletion of a PWM period, the duty
cycle value in CCPR1L is passed
along to CCPR1H with the two bits of
the CCP1CON register. This double
buffering of the duty cycle value allows
for a glitch-free PWM output. The duty
cycle is defined mathematically as:

PWM duty cycle =
(CCPR1L:CCP1CON<5:4> × Tosc ×
TMR2 prescale value)

where CCPR1L:CCP1CON<5:4>
equals 200, Tosc equals 50 ns, and the
TMR2 prescale value equals 1.

The numbers result in a PWM duty
cycle of 10 µs. Because the PWM peri-
od is 25.6 µs, the CCP1 PWM output
pin is high for 10 µs and low for
15.6 µs during a single PWM period
time. This equates to a 39% duty
cycle and is enough to drive a low-cur-
rent 22 VDC into the input of the
LM317LZ. I’ve already tested this
pseudo step-up switching regulator
by using it to successfully program a
variety of PIC16F8xx parts.

Figure 1—This is as basic as you can get with a switching regulator circuit.
More sophistication could be added by creating a feedback loop that ties in
the analog inputs of the PIC to monitor its operation, and thus use the MPU
of the PIC to control the PWM duty cycle accordingly.

Photo 8—The current version of the MPP has provisions
for ICSP programming as well as modular power sources.

Photo 7—The MPP module isn’t much different than
the fixed module. The direct soldered/wire wrap con-
nection is the ON/OFF pin.
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changes are documented in Figure 2.
Another quick check on the

Internet revealed that delivery of the
PIC18Fxxx parts is still pushed to the
end of June. That gives me time to fin-
ish the rest of the story. Next time I’ll
talk about finishing the MPP by
installing the microprocessor, parallel
interface unit, RS-232 converter, and
the static RAM. Then, I’ll walk you
through writing the C-based MPP oper-
ating code using the CCS C Compiler.
The PIC18Fxxx microcontrollers have
a different programming algorithm so it
won’t be the same ho-hum code you’ve
seen before. Hopefully, the PIC18Fxxx
parts will be on the market by then
and you can grab one and program it. I

Figure 2—I decided to take full control of the chip enable pins of the RAM and PIU to avoid any possibility of conflict caused by a hardware design error.
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he stability of a
building is based

on its cornerstone (or
keystone). No matter

how well the roof or any single part is
constructed, all will fall down if it’s
built on a weak foundation. Likewise,
it is imperative that the basics of any
device be understood prior to attempt-
ing to use that device. You may wish
to use only a small part of its total
capability, but understanding how it
all fits together can go a long way in
making your job easier in the long
run. And so it is with the
SmartMedia. 

So far, I’ve discussed the circuit-
ry you can use to interface with
the SmartMedia, and how it is
physically organized and identified
(CIS/IDI). To allow the SmartMedia
to be accessed, the DOS FAT file
system was chosen because it’s a
standard already used by many
other storage devices. Last
month, I covered how to locate
and use the boot, partition, direc-
tory, and FAT sectors in order to
find out if any files are stored on
the media. This month, I will
cover reading files and show you
how to make use of sector ECC to
determine data validity.

DIRECTORY ENTRY
I ended last month with a display of

the directory (or subdirectory) con-
tents. Any file that had been previous-
ly stored via a PC with a SmartMedia
interface (or digital camera or other
peripheral) will show up using the
DIR command. Although the directory
output displays FILENAME.EXT and
file size, you will need more informa-
tion to determine where the sectors
that hold the file’s data can be found. 

In Part 1, I explained the format of
each section of the DOS FAT file sys-
tem; you can refer to those tables for
the scoop. Among the other informa-
tion stored in each 32-byte directory
entry within the directory sectors, the
last six bytes contain a 2-byte cluster
number and 4-byte file size. The file
size not only tells how big the file is,
but also how many clusters (blocks)
are needed to hold the file’s data. 

The media’s block size is based on
media capacity. This is defined as a
number of pages per block, where a
page is a number of 256-byte units per
page. There is terminology confusion
with early 1- and 2-MB devices that use
one 256-byte unit per page; however, all
larger devices are described as having a
page equal to 512 bytes (consisting of an
even and an odd page). Luckily, the
media’s block size is consistent with
the cluster size of the DOS FAT file sys-
tem as defined in the partition sector.

Please keep in mind that for the pur-
poses of this discussion, all specific val-
ues are based on an 8-MB SmartMedia

SmartMedia File Storage  

t
Jeff has
explained
the basic
circuitry
and how

to navigate within the
DOS FAT file struc-
ture. Now, he’ll
demonstrate how to
read SmartMedia files
and implement ECC
routines to verify the
integrity of your data.  

Figure 1—This is a dump of LB 2 page 0 (first directory sec-
tor). The logic block can be determined from the 2-byte BAF
(1004) stored in the redundant page. 

Jeff Bachiochi

FROM THE 
BENCH

Part 3: Reading a File

LBA = 20, PBA = 40 even page
41 54 00 45  00 53 00 54 00 2E 00 0F 00  8F 54 00
58 00 54 00  00 00 FF FFFF FF 00 00 FF FF FF FF  
54 45 53 54  20 20 20 20 54 58 54 20 00  AA10  5F
A8 2CA8 2C 00 00 11 5F A82C 02 00 14  00 00 00
54 45 53 54  32 20 20 20 54 58 54 20 00  88 39  5F
A8 2CA8 2C 00 00 3A 5F A82C 03 001A  00 00  00
00 00 00 00  00 00 00 00 00 00 00 00 00  00 00  00  
00 00 00 00  00 00 00 00 00 00 00 00 00  00 00  00  
00 00 00 00  00 00 00 00 00 00 00 00 00  00 00  00  
00 00 00 00  00 00 00 00 00 00 00 00 00  00 00  00  
00 00 00 00  00 00 00 00 00 00 00 00 00  00 00  00  
00 00 00 00  00 00 00 00 00 00 00 00 00  00 00  00  
00 00 00 00  00 00 00 00 00 00 00 00 00  00 00  00 
00 00 00 00  00 00 00 00 00 00 00 00 00  00 00  00  
00 00 00 00  00 00 00 00 00 00 00 00 00  00 00  00 
00 00 00 00  00 00 00 00 00 00 00 00 00  00 00  00

LBA = 20, PBA = 40 redundant page
FF FFFF FF FF FF10 04 FF FF FF 10  04 0F F3 CF 
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The page’s data is written into the
TX buffer (up to the file size – 20 bytes)
for transmission to the host. Longer
files might require multiple pages of
this PB = 5 to be read and transmitted
(PBA = 50 – 5F). Now, I should say
something about the PIC18F452’s RAM,
which includes six 256-byte banks. 

COMM BUFFERS
To store a full page of data on the

PIC18F452, you use three separate
banks—one each for the even page,
odd page, and redundant page. To talk
with the host using serial communica-
tions, separate RX and TX buffers are
used in two additional pages of RAM,
leaving a page or so for application
variables. The RX and TX ring buffers,
although large, could be easily overrun
with data. To prevent this, hardware
flow control is implemented to keep
everything in line. Note that the sig-
nal levels discussed here are the RS-232
levels not the TTL.

Upon reset, the application raises its
CTS line, signaling that it’s ready to
accept a command from the host. The
application monitors the state of the
RX ring buffer. When it gets almost
full, the application lowers the CTS
line to tell the host to pause sending
anymore characters.

As soon as the application has suffi-
ciently emptied the RX buffer, the
CTS output is raised to notify the host
that it may resume sending charac-
ters. When a command requires the
host to send a file, it raises its RTS
output. The application monitors the

device. You can refer to Part 1 for spe-
cific values for other SmartMedia
capacities. Although a file has a 2-byte
cluster number, the 12-bit FAT table
allows only a 12-bit value. Of the
4096 potential values, only 4085 val-
ues (2 to 4086) are recognized as legal
cluster designations. The 2-byte clus-
ter value tells you where the begin-
ning of the file can be found. 

As we discussed last month, a clus-
ter is the minimum space allocated to
file storage. If a file’s size is less than
or equal to a cluster’s size (512 bytes/
page × 16 pages/block = 8 KB), then it
can fit within a single cluster. The
first available cluster in the FAT is 2
(0 and 1 are reserved). The partition sec-
tor helped determine where the begin-
ning of the storage area is (LB = 3).
This means that cluster number 2 real-
ly is LB = 3, the difference being a
cluster-to-LB offset value (LB = cluster
number + cluster-to-LB offset).

A logic block (LB) is not equal to a
physical block (PB) on the SmartMedia.
Because an LB can be physically any-
where on the SmartMedia, the PB
must have within it an indication of
which LB it represents. This LB is
held within a 16-byte redundant area
stored along with each page. Instead of
searching through the physical blocks
on the SmartMedia for the one logic
block of interest, an external I2C EEP-
ROM helps to keep track. A transla-
tion table in the EEPROM is indexed
by a logic block. 

By simply reading an address (LB × 2)
in the EEPROM, the returned value is
a PB where it will be found on the
SmartMedia. Although establishing
this table (and keeping it updated) is

extra work on the part of the applica-
tion, it reduces the number of times
you need to access the SmartMedia.

TEST.TXT
Let’s start off with a small text mes-

sage file. You entered the DIR com-
mand last month and got back a direc-
tory listing that shows a TEST.TXT
file with 20 bytes in it (see Listing 1).
Now, type in the read TEST.TXT com-
mand, and the application will begin
locating the requested TEST.TXT file
name in the directory.

To locate the requested file name,
start in the first page of the directory,
which is page 0 of LB = 2 or sector
LBA = 20 (the first page of the directo-
ry). A word is read from the I2C EEP-
ROM beginning at address (LB × 2).
This location holds the physical block
where logic block 2 can be found (in
this case, the word = 0004). Page 0 of
LB = 4 is found in sector PBA = 40.
Figure 1 shows a dump of that page
read from the SmartMedia. At the end
of the directory entry for the file
TEST.TXT you can see the 2-byte
cluster number = 0002 and the 4-byte
file size = 00000014. Adding the clus-
ter-to-LB offset = 1 to the 2-byte clus-
ter number = 0002 you get LB = 3. 

Now, it’s off to the EEPROM once
again for a translation of logic block to
physical block. This time the physical
block is 0005 for LB = 3. A dump of
PBA = 50 shows the data in the first
20 bytes of the even page (see Figure 2).
Not only is the rest of this page (even
and odd) empty, but the next 15 pages
are also empty (and wasted, so to speak)
because the minimum storage is one
cluster (1 block – 16 pages – 8 KB).

Listing 1—When the DIR command is entered, the following output is displayed. The output is formatted simi-
larly to the DIR command in DOS.

S:         
DIR
Volume in drive S is            
Volume Serial Number is 0000-0000
Directory of S:         

TEST    .TXT 00000014  bytes
TEST2   .TXT 0000001A  bytes

0002  files(s) 000000002D  bytes
0000  dir(s) 00008DFFD3  bytes free

Figure 2—An even-page dump shows the ASCII char-
acters of the text data in file TEST.TXT. The last three
bytes of the redundant page hold the ECC values for
the even page.

LBA = 30, PBA = 50 even page
54 68 69 73  20 69 73 20 61 20 74 65 73  74 20 66
69 6C 65 21 00 00 00 00 00 00 00 00 00  00 00 00  
00 00 00 00  00 00 00 00 00 00 00 00 00  00 00 00 
00 00 00 00  00 00 00 00 00 00 00 00 00  00 00 00
00 00 00 00  00 00 00 00 00 00 00 00 00  00 00 00 
00 00 00 00  00 00 00 00 00 00 00 00 00  00 00 00
00 00 00 00  00 00 00 00 00 00 00 00 00  00 00 00  
00 00 00 00  00 00 00 00 00 00 00 00 00  00 00 00  
00 00 00 00  00 00 00 00 00 00 00 00 00  00 00 00  
00 00 00 00  00 00 00 00 00 00 00 00 00  00 00 00  
00 00 00 00  00 00 00 00 00 00 00 00 00  00 00 00  
00 00 00 00  00 00 00 00 00 00 00 00 00  00 00 00  
00 00 00 00  00 00 00 00 00 00 00 00 00  00 00 00 
00 00 00 00  00 00 00 00 00 00 00 00 00  00 00 00  
00 00 00 00  00 00 00 00 00 00 00 00 00  00 00 00 
00 00 00 00  00 00 00 00 00 00 00 00 00  00 00 00

LBA = 30, PBA = 50 redundant page
FF FFFF FF FF FF10 07 FF FF FF 10  07 CF FF CF 



SmartMedia inserted into the applica-
tion project:

S:

READ TEST.TXT

This is a test file!

S:

Because P1010002.jpg is binary, it will
cause unpredictable visual output.

ERROR CORRECTION CODE
I highly recommend that you use

the ECC routines to assure data
integrity. Although, you may remem-
ber that PCs used to have a parity bit
and that has been abandoned. In any
scheme, the potential exists for the
protection to fail as well as the data.
By adding protection you increase
potential errors. ECC is capable of
detecting and correcting single bit
errors in the data or an ECC value.
Two bit errors are detectable but not
repairable. Higher bit errors just play
havoc. Here’s how it works.

The 6-bit column parity (CP) is
based on an 8-bit data byte value. The
place value of each of the eight bits is
20 – 7’ or it could thought of as 20b000 – 0b111

(see Figure 5). The 6-bit CP has an odd
parity bit (based on the bit values of
the data byte) for each of the six possi-
ble 4-bit groups, which are: 0bxx0,
0bxx1, 0bx0x, 0bx1x, 0b0xx, 0b1xx
(where x is don’t care).

You will notice that any single bit
in the data byte will affect only 3 bits
of the 6-bit CP. The CP (6-bit value) is
recalculated by XORing the previous

CP value with the new calculated
CP value for each data byte of a
256-byte data page (either odd or
even page, they each have an ECC
stored in the page’s redundant
area). Because any data byte can
have only 256 possibilities, a pre-
calculated data look-up table can
save computational time, provid-
ing you have the space available.

As the bits of each byte are con-
densed into a 6-bit CP value, the
256 bytes of each page are also con-
densed into a 16-bit line parity (LP)
word. (For more details, read my
article from October 1999, “Get
SmartMedia—Part 2: Hands-On,”
(Circuit Cellar 111)). When an ECC
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RTS line and knows that the file
transfer is finished when it sees that
the host has lowered the RTS line.

The hardware handshaking works
much the same way for the TX buffer.
Command responses are sent to the
host only when the RTS line is high.
When a file must be sent to the host,
the TX ring buffer can be quickly
filled by the application. It is only
allowed to fill the buffer just so much
and must then wait for the host to
empty it before adding additional
characters. The application uses the
CTS output to indicate the status of a
file transfer to the host. The CTS out-
put is lowered by the application after
the complete file has been sent.

Using this simple handshaking tech-
nique communicates the file transfer
status without having to send file
sizes. This would be unknown for log-
ging applications.

BIGGER FILES
You’ve already seen how a small

file requiring a single cluster is
pointed to right from the 32-byte
directory entry. The 2-byte cluster
value points not only to the clus-
ter holding the file, but also to an
entry in the FAT table. If you read
the page(s) holding the FAT entry,
you should see 0xFFF in the entry
for the small TEST.TXT file you
just read. 

Refer to last month’s column to
see how the packed 12-bit FAT
table entries are stored. The 0xFFF
entry verifies that indeed this is
the only cluster assigned to the

file. A number between two and
0xFF6 would indicate that the
file has another cluster assigned
to it and the value is the cluster
number for the next portion of
the file’s data. With this chaining
scheme a file will consist of mul-
tiple clusters ending when a
cluster’s FAT entry value is
0xFFF. As a check, the number of
clusters used should be the file
size divided by 8 KB (rounded up
to the next higher cluster).

A larger file (i.e., I1010002.JPG
entry in Figure 3) differs from the
small file in that the first cluster,
0x23, is not marked as the EOF

in the FAT table (see Figure 4). Instead,
it is chained to the next cluster, 0x24.
Altogether, this file uses 32 clusters.
0x3E930 (file size) /8 KB (cluster size).

The application will reduce a file size
counter as it transfers page data into
the TX buffer for transmission to the
host. It continues to access the FAT
looking for the next chained cluster
after transferring the last odd page with-
in the present cluster. When the file
size counter decrements to zero trans-
ferring ceases and the CTS output is
lowered, indicating an EOF to the host.
When the host replies by lowering the
RTS, the application sends the ready
prompt, S: (and subdirectory path if
used), and awaits further commands. 

For an ASCII text file, like the first
example TEST.TXT, the output can be
seen using HyperTerminal. The fol-
lowing shows the text located at the
root directory being output from the

LBA = 1A, PBA = 12EA even page
F8 FF FF FF  4F 00 05  60 00 07 80 00 09 A0 00 0B
C0 00 0D E0 00  0F 00  01 11 20 01 13 40 01 15 60  
01 17  80 01 19  A0 01 1B C0 01 1D E0 01 1F 00 02 
21 20  02 FF 4F 02  25 60 02  27 80 02 29 A0 02 2B 
C0 02 2D E0 02 2F  00 03 31  20 03 33 40 03  35 60 
03 37  80 03 39  A0 03 3B C0 03 3D E0 03 3F 00 04 
41 20  04 FF 4F 04  45 60 04  47 80 04  49 A0 04 4B 
C0 04 4D E0 04 4F  00 05  51 20 05 53  40 05 55 60  
05 57 80  05  59 A0 05 5B C0 05 5D F0 FF 00 00 00  
00 00 90  2C 00 00  00 00 21 24  43 00 AD 5F 03 00  
00 00 00  00  00 00  00 00 00 00  00 00 00  00 00 00  
00 00 00  00  00 00  00 00 00 00  00 00 00  00 00 00  
00 00 00  00  00 00  00 00 00 00  00 00 00  00 00 00 
00 00 00  00  00 00  00 00 00 00  00 00 00  00 00 00  
00 00 00  00  00 00  00 00 00 00  00 00 00  00 00 00 
00 00 00  00  00 00  00 00 00 00  00 00 00  00 00 00

Figure 4—The 12-bit packed FAT entry number 0x23 (medium
blue) indicates the file is chained to cluster number 0x24. FAT
entry 0x24 is also chained to cluster number 0x25 (pale blue)
and so forth up to FAT entry number 0x42 (dark blue), which
ends with an EOF marker 0xFFF.

LBA = 30, PBA = 1200 even page
2E 20 20 20  20 20 20  20 20 20 20 10 00 00 00 00
00 00 00 00  00 00 00  00 21 24 02  00 00 00 00 00  
2E 2E 20 20  20 20 20 20 20 20 20  10 00 00 00 00 
00 00 00 00  00 00 00  00 21 24 00  00 00 00 00 00
50 31 30 31  30 30 30  31 4A 50 47  20 00 00 00 00 
21 24 92 2C 00 00 00  00 21  24 03 00 4D FC 03 00
50 31 30 31  30 30 30  32 4A 50 47  20 00 00 00 00  
00 00 6B 2C 00 00 00  00 21 24 23  00 30 E9 03 00  
50 31 30 31  30 30 30  33 4A 50 47  20 00 00 00 00  
00 00 90 2C 00 00 00  00 21 24  43  00AD 5F 03 00  
00 00 00 00  00 00 00  00 00 00 00  00 00  00 00 00 
00 00 00 00  00 00 00  00 00 00 00  00 00  00 00 00 
00 00 00 00  00 00 00  00 00 00 00  00 00  00 00 00 
00 00 00 00  00 00 00  00 00 00 00  00 00  00 00 00 
00 00 00 00  00 00 00  00 00 00 00  00 00  00 00 00 
00 00 00 00  00 00 00  00 00 00 00  00 00  00 00 00

Figure 3—The subdirectory entry of file I1010002.jpg (pale
blue) begins in cluster number 0x0023 (medium blue). The file
length (dark blue) is 0x0003E930 bytes long.
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is calculated on a page of data, the
three ECC bytes can be saved in the
redundant page when writing a page of
data to the SmartMedia, or they can be
compared to the redundant area of the
retrieved page for a verification of good
data. A 1-bit error in the data will
show up as an incorrect bit value in
one-half of the ECC bits (the odd/even
bit pairs). This information points to a
specific bit in a specific byte of the
page. This bit in the data can be cor-
rected. If there is a 1-bit error in an
ECC byte, then there will be an error
in the relationship of the odd/even bit
pairs. This bit error also can be cor-
rected. The 1-bit error in either a data
or ECC value is the only error that can
be corrected. All other inconsistencies
must be treated as bad data.

A couple of experiments helped
demonstrate that ECC is not just a
good idea, but should be used. First, I
changed the three ECC bytes in the
redundant page of the TEST.TXT file
(see Figure 2). When I inserted the
SmartMedia into my PC’s reader, it
could not read the file. Changing the
ECC bytes back to their original val-
ues allowed the PC to again read the
file. Even though the data in the even
page was not altered, the ECC deter-
mined that something was so far out
of whack that it would not accept the
data. In fact, there was no error mes-
sage of any kind!

Next, I changed one character of
data from an ASCII “a” to an ASC “c”
and left the ECC values unchanged.
This time when I popped the
SmartMedia module into the PC, the
changed data byte was corrected and
displayed as “a” even though the
actual data is physically a “c.” The
ECC values determined that a bit was
wrong and corrected for data error.

Figure 5—Column parity (CP) consists of a unique
combination of 4 bits. Six bits (CP0–CP5) define the
column parity for a single data byte. Notice that any
particular data bit affects exactly three CP bits.

CP0 = NOT (20b000 XOR 20b010 XOR 20b100 XOR 20b110)
or
CP0 = NOT (20 XOR 22 XOR 24 XOR 26)

CP1 = NOT (20b001 XOR 20b011 XOR 20b101 XOR 20b111)
or
CP1 = NOT (21 XOR 23 XOR 25 XOR 27)
CP2 = NOT (20 XOR 21 XOR 24 XOR 25)
CP3 = NOT (22 XOR 23 XOR 26 XOR 27)
CP4 = NOT (20 XOR 21 XOR 22 XOR 23)
CP5 = NOT (24 XOR 25 XOR 26 XOR 27)

Jeff Bachiochi (pronounced BAH-key-
AH-key) is an electrical engineer on
Circuit Cellar’s engineering staff. He
has worked in product design and
manufacturing. You may reach him
at jeff.bachiochi@ circuitcellar.com.

RESOURCE
SmartMedia
SSFDC Forum
www.ssfdc.or.jp/english/index.htm

GROUND WORK
All of this leads up to the last part

of this SmartMedia story. Many of
you might only need to write to a file
to the SmartMedia module for your
project. I believe you’ll agree that all
of this groundwork is a necessary
evil, especially if you ever need to for-
mat the media or search for a specific
logical or physical sector. Next time
we’ll get down to it. Writing to the
SmartMedia isn’t as easy as writing
data out to a page. If you’ve been fol-
lowing closely, you might have a pretty

good idea about what’s involved with
trying to keep everything straight. I
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ord association
test: When I say

“FPGA,” what do you
say? Chances are most

folks respond Xilinx or Altera.
That’s understandable because these

two companies have dominated the
biz for a long time (see Figure 1). It’s
more than a matter of market share
stats. Unlike some of the other con-
tenders (Atmel and Cypress come to
mind), Altera and Xilinx are single-
minded in their pursuit of program-
mable logic, with no other product
lines to diffuse their focus.

But there’s another pure-play FPGA
provider that gets far less attention:
Actel. It’s true that based on overall
sales Actel might be considered minor
league. Revenues are only about a
quarter of those for either of the
dynamic duo market leaders. Judging
by the response to Circuit Cellar’s
recent reader survey, that ratio extends
to design interest as well. According to
the survey, 26% of respondents expect
to use Xilinx FPGAs and 20% antici-
pate shopping at Altera, but only 6%
are signing up with Actel. It would be
easy enough to explain the discrepan-
cy if Actel was the new kid on the
block. But the fact is, Actel, Xilinx,

and Altera were all founded at about
the same time in the mid-’80s. 

So what happened? Why is Actel
seemingly an also-ran at this point?
More importantly, is there anything
they can do to catch up, or are they
doomed to bring up the rear forever?

ANTIFUSE DOWN
Actel’s second-tier status can be

traced back to the earliest days, and
can be understood by taking a close
look at the “P” in FPGA.

While Xilinx and Altera rely on
SRAM to configure their chips, Actel
placed all of their opening bets on a
unique antifuse process technology. As
the name implies, rather than using
an SRAM bit to control a switch,
Actel relied on a special process tech-
nology that essentially grows (like a
fuse in reverse) the desired on-chip
connections (see Figure 2).

In principle, designers couldn’t care
less about what’s going on under an
FPGA’s hood. Put in a schematic or
HDL description and out comes a
chip. However, the antifuse FPGA
approach has a fundamental weakness
compared to Altera and Xilinx parts.

Unlike the latters’ SRAM-based
chips, Actel’s antifuse devices can be
programmed only once. Traditionally,
OTPs are based on an EPROM (UV-
erasable) process in a no-window
package. But from the user perspective
the result is the same: program the
part once and that’s it.

The difference might not have been
compelling but for one minor problem.
As I recall, early on, Actel had trouble
getting the novel process recipe right
and got a bad rap for antifuses that were
prone to being more “anti” than “fuse”
(i.e., flaky). That, in turn, led to pro-

FPGA News Flash

w

Tom Cantrell

Figure 1—According to the stats on Xilinx’s web site,
Actel lags in the programmable logic market.

After two
decades
at the top
of the
FPGA

world, Xilinx and
Altera may soon find
customer loyalty shift-
ing in another direc-
tion. Tom explains that
Actel is on the verge
of sparking a flash
memory revolution. 
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The main prerequisite for
easy ISP is a programming
scheme that uses relatively
few and unshared pins. It’s
possible to use brute force to
get around a lot of shared
pins by adding a bunch of
external logic, but it’s not a
pretty sight. ISP provides
obvious benefits on the pro-
duction line, and is helpful
in the lab as well.

A subtle, but in some
cases critical, twist is the

ability to program chips “in opera-
tion” (call it IOP). Typical ISP schemes
mandate the system be reset or other-
wise go off-line while the part is pro-
grammed. In some highly reliable or
“automatic update” applications, hav-
ing to cease normal operation during
programming can be problematic. IOP
extends the advantages of ISP from the
production line to the installed base,
specifically as it relates to post-pur-
chase bug fixes and upgrades.

Partial reconfiguration is an exten-
sion of the IOP concept in which the
device is, possibly frequently, all or
partially updated in response to instan-
taneous application requirements. If
IOP allows a part to be programmed
in operation, partial reconfiguration
encourages and demands it. Key factors
include the speed of updating and the
degree to which it’s easy to change part
of the functionality without affecting
the rest. The advantage is less about
streamlining production or fixing bugs
than potentially achieving superior
application price/performance com-
pared a traditional fixed-function chips.

By understanding the embellished
definition, it can be seen that antifuse,
SRAM, and now flash memory-based

parts may all share the FPGA
moniker, but in fact are quite
different from each other in
ways that fundamentally
effect the proper choice for a
particular design-in.

In particular, Actel’s flash
memory parts are in-system
reprogrammable via their
JTAG interface, falling short
of SRAM-based parts only in
terms of in-operation repro-
grammability (16.5 V and

duction problems and
missed deliveries, casting a
pall over the entire concept.

Let’s say you design-in and
deploy an antifuse part and
all seems well. But eventu-
ally, your customers report
the appearance of minor bugs
or intermittent glitches. Is it
the FPGA or something else
causing the trouble? If it’s
the FPGA, is it a legitimate
design problem or is your
FPGA starting to lose it’s
mind? This could get ugly.

Needless to say, as with all chips,
it takes only one flaky connection to
bring everything—including design-
ins—to a screeching halt. Actel bet
everything on antifuse, but Altera
and Xilinx anted up SRAM and
called their bluff.

Ironies abound. Early on, SRAM-
based parts had folks worrying about
the issue of volatility. Indeed, Xilinx
spent more than a few years working
up an antifuse-based product line, only
to see the need evaporate as Actel’s
problems mounted and SRAM repro-
grammability came to be viewed by the
market as a feature rather than a flaw.

IT’S ABOUT TIME
I presume Actel eventually got the

antifuse recipe right because they’ve
been successfully selling parts for
many years. However, I think it’s safe
to say the stumble out of the starting
gate set them back.

When it comes to complex logic,
when designers commit to an architec-
ture and toolchain, it’s not likely they’ll
switch on a whim. That’s certainly true
for micros, for example, witnessing the
durability of classic parts like the PIC,
’51, and ’68 holding their own
against newer entrants such
as the AVR and H8.

The same goes for FPGAs.
When designers were hooked
on Altera or Xilinx, it’s no
surprise they’d be unlikely to
switch without some com-
pelling reason to do so. Even
after they fixed their antifuse
problems, the earlier uncer-
tainty and designer inertia
conspired to hold Actel back.

I have to confess to a bit of this
FPGA-market myopia myself. Way
back when, I put Actel into a little anti-
fuse box and shoved it in the corner
(out of sight, out of mind). That was a
mistake. It turns out that for the last
couple of years Actel has been making
some moves (notably, the acquisition
of a startup called Gatefield) that could
well lead to redemption or even revolu-
tion in the FPGA marketplace.

If Yogi Berra were to comment, he
might say nobody’s picked up
Gatefield-now-Actel’s idea, namely a
flash FPGA, because it’s so obvious. 

FPGA VS. FRGA
Let’s take a deep breath and ponder

the various implications, starting with
the “Field-Programmable” tag.

Actel’s original antifuse parts literal-
ly meet the definition of field program-
mable, even if it is only one time.
Meanwhile, by all rights SRAM-based
parts from Altera and Xilinx should
really be called field reprogrammable.

Going further, who wants to go out
into the middle of a field to program a
part? The fact is, the relevant option is
being able to program and/or repro-
gram parts in the system (i.e., ISP).

Silicon substrate

Tungsten plug
contact

Metal 1

Metal 3

Metal 2

Amorphous silicon
dielectric antifuse

Tungsten plug via

Tungsten plug via

Figure 2—By now, Actel has got antifuses wired, but it wasn’t always so. Reliability
concerns and production problems caused problems early on.

IN 1

IN 2 (CLK)

IN 3 (RESET)

Local routing

Efficient long 
line routing

Figure 3—The tiles in Actel’s flash memory FPGAs, handling any combinatorial
function of three inputs (except XOR), are simpler than the logic blocks found on
SRAM LUT-based FPGAs.
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–12 V required for programming,
100 programming cycles max) and the
rarely used partial reconfiguration.

GA-GA OVER GATES
We’ve talked about the “F” and the

“P.” It turns out that even the “GA”
part of the acronym hides significant
differences between the parts.

The SRAM FPGAs from Altera and
Xilinx are based on complex logic
blocks comprised of multi-input look-
up tables (LUTs). These are coarse-
grained versus the simple gates associ-
ated with traditional ASIC gate arrays.
By contrast, the Actel Pro-ASIC flash
memory parts rely on a finer-grain ele-
ment known as a tile (see Figure 3).
Between the ProASIC parts and the
new ProASIC+ series, there are
devices with 5000 to 50,000 tiles.

For the most part, it’s tempting to
write off any cell-versus-tile difference
as semantic quibbling along the lines
of the old RISC-versus-CISC rhetoric.
As mentioned earlier, most designers
are just interested in punching in a
schematic or some HDL and getting a
chip that works without getting
bogged down in the details.

However, there may well be some
merit to Actel’s assertion that their
finer-grained design is more amenable
to use with traditional ASIC (i.e., true
gate array) toolchains. While every-
body’s parts work with the popular
FPGA packages (e.g., Synplicity), Actel
offers an ostensibly easy (or at least
easier) migration path for people who
are moving from or to the ASIC option.

The finer grained logic strategy puts
more stress on routing. To that end,
the ProASIC parts utilize a four-layer

metal process that serves a
four-level hierarchy of high-
speed local (adjacent tile)
nets to global very long lines
(see Figure 4). Special atten-
tion is paid to clock distri-
bution, especially on the
ProASIC+ series, which
incorporates two integrated
1.5- to 240-MHz PLLs.

One potential advantage
for LUT-based parts is that
it’s easy to use LUTs as
memory because that’s in
fact what they are. However,

that’s an expensive memory option,
which is why even LUT-based parts
now include dedicated block RAM.

Because ProASIC tiles can’t realis-
tically perform such double logic or
memory duty, the Actel parts
include dedicated RAM in 256 × 9
blocks, from six at the low end to 88
at the top of the line. The blocks can
be combined to make wider and
deeper memories.

Better yet, each block can be config-
ured as either a regular two-port (one
read and one write) SRAM or as a
FIFO with programmable threshold.
Parity protection (read, write, or both)
is an option as well.

FLASH FORWARD
Designers who aren’t locked in to

Xilinx or Altera should really give the
Actel Pro-ASIC parts a close look.
There are a number of major advan-
tages over the SRAM-based parts.

Most obvious is eliminating the
need for the external boot memory
required to initialize the SRAM at
power-up. Unless a boot mechanism is
a built-in byproduct of the design (e.g.,
a PC plug-in) this is an easily over-
looked, but nontrivial, cost of doing
business with SRAM FPGAs.

The need for booting externally
also represents a security compro-
mise for SRAM-based parts. It’s all
too easy for a would-be “cloner” to
capture the bitstream information
and copy your design. To counter,
some SRAM FPGAs are moving to
encrypted bit streams with an on-
chip key requiring external battery
back-up, but that approach comes
with it’s own set of baggage.

Figure 4—A four-tier interconnect hierarchy boosts routing capability,
which facilitates integration with conventional ASIC toolchains.

http://www.pcb123.com
http://www.labjack.com
http://www.Lvr.com/usb.htm
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By contrast, the
Actel flash memory
parts eliminate the
need for an external
boot source, are live at
power-up, and fully
secure using a
straightforward
scheme much like
those found on flash-
memory MCUs.

There’s also reason to
believe flash memory-
based parts can offer
better price as the sim-
pler memory cell struc-
ture offsets the ever-
declining process com-
plexity differential.
Actel claims a 7:1 cost advantage for
their flash memory cell versus the
competitors’ SRAM, though it isn’t
clear whether or not that comparison
is entirely fair considering different
processes and any overhead circuits.

Anyway, you don’t have to fall for
their pitch entirely to get the point.
Just look at the mainstream memory
chip market where flash memory chip
pricing is more like DRAM than the
more expensive SRAM. Long-term,
the trend will likely continue as flash
memory permeates more and more
chips, both logic and standalone mem-
ory, while SRAM seems increasingly
relegated to niche applications.

However, keep in mind the street
price doesn’t always reflect the actual
manufacturing cost at any moment in
time. Furthermore, tactical marketing
machinations can come into play. I
suspect Actel may have to do some
juggling relative to the pricing of their
existing antifuse-based lineup.

Power consumption is another area
of pragmatic concern. I’m not sure to
what degree it’s simply a result of
different memory technology, but
Actel’s flash memory power advan-
tage claims are backed up with some
seemingly credible comparisons
against SRAM-based parts. Take a
look for yourself in  Figure 5.

Indeed, the only weakness for the
Actel Pro-ASIC lineup relative to
Xilinx and Altera at this point is at
the entry level. Actel has low-end
antifuse parts (ACT-1 and ACT-2),

but their smallest flash memory
chips have a lot more gates (100K)
and pins (208) than the entry-level
devices from Xilinx and Altera. This
gap is presumably easy enough for
Actel to address and I encourage
them to do so.

Bottom line? Just as with memory
and micros, I have little doubt that
flash memory is the wave of the
FPGA future. Xilinx and Altera will
be able to rest on their SRAM-based
laurels and exploit the inertia of their
historic leadership for quite some
time. But I suggest that if they aren’t
already cooking up something flash
memory-based in the lab, they’d bet-
ter get cracking. I

Tom Cantrell has been working on
chip, board, and systems design and
marketing for several years. You may
reach him by e-mail at
tom.cantrell@circuitcelllar.com.

SOURCES
Flash memory and antifuse FPGAs
Actel Corp.
(408) 739-1010
www.actel.com

SRAM FPGAs
Altera Corp.
(408) 544-7000
www.altera.com

Xilinx, Inc.
(408) 559-7778
www.xilinx.com

1000 

900

800

700

600 

500 

400 

300 

200 

100 

0

20  30 40 50 60 70 80 90 100 120

110 instances of 16-bit binary counters

ProASIC

SRAM FPGA

Frequency (MHz)

P
ow

er
 c

on
su

m
pt

io
n 

(m
W

)

Figure 5—Power consumption will become an increasing concern as
FPGAs move into mainstream designs.
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■ Insert-ready sub-mini SBCs (small as 47x55 mm.) supporting the
Philips 8xC5918xC5918xC5918xC5918xC591, 89C51Rx289C51Rx289C51Rx289C51Rx289C51Rx2, XACxXACxXACxXACxXACx, XAGxXAGxXAGxXAGxXAGx, Infineon C167CxC167CxC167CxC167CxC167Cx,
Motorola MPC555MPC555MPC555MPC555MPC555 & ST Microelectronic  ST10F168ST10F168ST10F168ST10F168ST10F168

■ Low EMI designLow EMI designLow EMI designLow EMI designLow EMI design achieved via GND circuitry, 6 to 8 layer PCB, by-
pass capacitor grid and short signal traces achieved via small
footprint and use of 0402 SMD passive components

■      32 KB to 8 MB external SRAM & Flash (controller-dependent)
■ FlashTools enable on-board in-system (ISP) programming
■ RS-232, RS-485, I2C & CAN interfaces; ADC; Chip-Select signals
■ Controller signals extend to standard (2.54 mm.) or high-density

Molex (0.625 mm.) header pins on two sides of the board,
allowing the SBC to be plugged like a "big chip" into targets

■ Available in Rapid Development KitsRapid Development KitsRapid Development KitsRapid Development KitsRapid Development Kits including Development Board,
AC adapter, serial cable and SPECTRUM CD with eval software tools
(Keil, TASKING), FlashTools, electronic documentation and demos

www.phytec.com

phyCORE Modules:phyCORE Modules:phyCORE Modules:phyCORE Modules:phyCORE Modules:
NEW GENERANEW GENERANEW GENERANEW GENERANEW GENERATIONTIONTIONTIONTION
SINGLE BOARD COMPUTERSSINGLE BOARD COMPUTERSSINGLE BOARD COMPUTERSSINGLE BOARD COMPUTERSSINGLE BOARD COMPUTERS

PHYTEC America LLC  PHYTEC America LLC  PHYTEC America LLC  PHYTEC America LLC  PHYTEC America LLC  ■   255 Ericksen Avenue  ■   Bainbridge Island, WA  ■   USA 98110

(800) 278-9913

IDEA BOX
THE DIRECTORY OF PRODUCTS AND SERVICES

AD FORMAT: Advertisers must furnish digital submission sheet and digital files that meet the specifications on the digital submission sheet. 
ALL TEXT AND OTHER ELEMENTS MUST FIT WITHIN A 2″″ ×× 3″″ FORMAT. Call for current rate and deadline information. Send your disk and digital submis-
sion sheet to: IDEA BOX, Circuit Cellar, 4 Park Street, Vernon, CT 06066 or e-mail kc@circuitcellar.com. For more information call Sean Donnelly at (860) 872-3064. 

Suppliers Directory now available online. Check out our web site 
www.circuitcellar.com to see who has what and how to get it!
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POWERFUL PENTIUM 4 ~ WITH INTEL 845WN
MAIN BOARD & FAST PC/133 MEMORY! VALUE
PRICED WITH 256MB RAM, 20GB HD, MOUSE,
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FAST & RELIABLE WITH RAMBUS MEMORY,
WINDOWS 2000 PROFESSIONAL & MORE!

BEST BUY! INTEL 845BG MAIN BOARD WITH
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Now Only 

$395  

Rapid PCI  

Development 

PCI ProtoBoard 

PCI Interface Chipset:  
• 128 KByte Read & Write FIFO’s  
• 132 KByte/sec DMA Master  
• FIFO Style Interface to FPGA  
• 24 Bits Programmable I/O  

Choice of FPGA: 
• Xilinx XC2S200 or Altera EP1K30.   
• Design Your Application with Free HDL Software from 

Xilinx or Altera. 
Driver Software & API Included: 
• Access DMA Data with C/C++ Stream Functions 
• C/C++ Functions to Control 24 I/O Bits  

Complete Prototyping Tools: 
• 24 I/O Pins Available from FPGA  
• LED's, Switches, Numeric Display  
• Removable Wirewrap Area  
• Connectors to Attach Custom PCB’s  

• Documentation & Sample Apps.  
TECHNIPRISE INC.   (614) 431 -5610 

www.pciprotoboard.com 
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Complete hardware kit with 56K modem and
examples using CCS C source code on a
PICmicro® MCU.  Examples include an
embedded e-mail program and a web server.
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Internet Prototyping Board includes:
PIC16F877 Flash Chip Schematics
ICD Interface PC Cable
Full V.90 Modem Power Supply
RS232 Port Phone Cable
Push Buttons Example Programs

Analog Inputs

Our limited time offer also includes:
Debugger Unit (ICD)
CCS PCW Windows IDE Compiler
TCP/IP Lean book, by Jeremy Bentham

        Access to all PICmicro hardware
        features form C

  Built-in libraries that work with all chips for RS232
. Serial I/O, I2C, discrete I/O and precision delays

Source code drivers and ready to run programs
included for LCD modules, keypads, 24xx and
93xx serial E2 PROMS, X10, DS1302 & NJU6355
Real Time Clocks, Dallas Touch Memory Devices,
DS2223 & PCF 8570 serial SRAM, LTC1298 &
PCF8591 A/D converters and more

Integrates with simulators/emulators, such as
MPLAB®.
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RAD 

PROTO 
Bring your dream to life 

WWW.RADProto.COM 

Denver, Colorado, 720-940-5002 

sales@radproto.com 

PSoC   PIC   AVR   RABBIT   MSP430 
Rapid Prototyping Service 

Prototyping Support Products 
Embedded Engineering Services 

Wireless Systems Specialists 
Embedded Networking Specialists 
Programming in C - ASM - FORTH 

Data Collection Specialists 
Data Logging Products 

Quality.Timely.Affordable 
Certified PSoC Consultant 

http://www.radproto.com
http://www.IN-KS.COM
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http://www.tri-plc.com/cci.htm
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don’t remember exactly the reason, but recently I needed to check the pinout for an XR2211 PLL chip. The part num-
ber rung a bell, and rather than dig through a pile of dusty and obsolete EXAR manuals, I grabbed an early Ciarcia’s Circuit

Cellar book off the shelf. Ah, lets see. Way back then I wrote an article titled, "A Build-It-Yourself Modem for Under $50." It used
an XR2211 phase-locked loop chip and the voltage-controlled oscillator section of an NE567 connected to an acoustic coupler.

Today, I cringe when I look at the complexity of some of those early brute-force designs, but they worked exceedingly well for their time. 
Back then, I think I was still working for Control Data Corporation as one of their consulting engineers. I didn’t consult to them. It was the other

way around. They had a professional services division where they used engineers at a customer site to consult to the customers. As long as we
didn’t criticize the sanctity of massive centralized computer control schemes and didn’t create more messes than we solved, job security was good.
Unfortunately, my after-hours activities put me on a collision course with such absurd technical dogma.

My personal system was a Digital Group Z-80. For its time it was a powerful machine and had everything. The Z-80 had tape drives (later
upgraded to floppies), memory-mapped ASCII terminal, 64 KB of memory, an operating system with BASIC, and even a Votrax speech synthesizer
board. Best of all, it had a modem.

Back then, 300 bps was king. There was no Internet, no web, nothing. Except for a few military geeks, cyberspace was still science fiction.
There were no hubs or routers. One computer simply picked up the phone and called another. If that computer was outfitted with a bunch of tele-
phone lines (or a service like Telenet) and message-logging software, it became a bulletin board system (BBS) resembling something like today’s
single-subject chat groups. BBSs were typically local because of flat-rate telephone billing. Anything outside the local area was an expensive call.
There wasn’t any of this penny a minute stuff we have now. Occasionally you’d venture out to other BBSs but you took your chances. The meter
started running when the other computer answered, but you never knew how long it would take or even if you would eventually get in. 

The good news was that we all spoke the same data rate. Initially, it was 300 bps. There was no spam, trash messages, or viruses, just smooth
ASCII characters streaming in at human speed. Everything was text or graphics built from ASCII characters, and it simply scrolled down the screen.
In truth, 30 characters per second got old fast and 1200 bps became the standard for a longer time. There were many experts who even thought
that 1200 or 2400 bps was the limit for our 100-year-old copper-wired telephone system. Until they broke the barriers, Hayes modems were kings. 

These early years were innocent times. Because everything was ASCII text or limited text graphics, BBS users concentrated on communication
without crap (often misspelled, mis-punctuated, and sometimes all caps). Yes, there were the commercial interruptions, but those things deemed
as interruptions were easily remedied. If someone posted an unwanted commercial message, the BBS moderator would simply remove it. There
was none of this sending a thousand individual spam messages to everyone on the BBS. 

If it seems that I’m rambling, I agree. I guess that I’m merely lamenting the fact that this early period may have been the last time that serious per-
sonal computer users got the benefit of the full bandwidth. As limiting as 30 or 120 characters per second may seem, it was one-on-one and it worked. 

Yes, we’ve had a lot of evolution since then. However, the real change is not the data rate, but how we have changed using it. Low data rates
dictated a privately controlled network with limited participation. Higher data rates have allowed a portion of the bandwidth to be utilized in making
everything into a public highway and a public communications system. If the message is simply "you need an XR2211," you could hardly tolerate a
couple thousand bytes of header and routing information at 1200 bps. 

Today, with 500 kbps or greater connection speeds, a few kilobytes of routing information is not only innocuous, but you probably don’t even
mind that this simple 17-character message comes displayed on 200 KB of custom-graphic virtual stationary. While simpler technology offered
emotional security, today we’ve all gotten used to surfing for practically everything; and there is no going back. Moreover, I have come to expect
that what I find on the web will be detailed and plentiful. Any personal computer system able to support those lofty ambitions has a price as well as
a penalty. The penalty we pay for an unrestricted cyberspace is that sometimes it’s like living in the old Wild West. The price for keeping pace with
all these bandwidth-intensive Internet functions is, upgrade or die. 

Upgrade or Die

INTERRUPT

i

steve.ciarcia@circuitcellar.com
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STILL THE WORLD’S MOST
POWERFUL PORTABLE

PROGRAMMERS?

Dataman Programmers Ltd
215 East Michigan Avenue
Orange City, FL 32763
Telephone (904) 774-7785
Fax (904) 774-7796
Home page: http://www.dataman.com
Email: sales@dataman.com

$795
inc 4mb ram

Orders received by 4pm will normally be despatched same day.
Order today, get it tomorrow!

Surely not.
Surely someone somewhere
has developed a portable programmer that
has even more features, even greater
flexibility and is even better value for
money.
Actually, no. But don’t take our word for
it. Use the feature summary below to see
how other manufacturers’ products compare.

$1295

DATAMAN-48LV
• Plugs straight into parallel port of PC or

laptop

• Programs and verifies at 2, 2.7, 3.3 & 5V

• True no-adaptor programming up to 48
pin DIL devices

• Free universal 44 pin PLCC adaptor

• Built-in world standard PSU - for go-
anywhere programming

• Package adaptors available for TSOP,
PSOP, QFP, SOIC and PLCC

• Optional EPROM emulator

DATAMAN S4
• Programs 8 and 16 bit EPROMs,

EEPROMs, PEROMs, 5 and 12V FLASH,
Boot-Block FLASH, PICs, 8751
microcontrollers and more

• EPROM emulation as standard

• Rechargeable battery power for total
portability

• All-in-one price includes emulation
leads, AC charger, PC software, spare
library ROM, user-friendly manual

• Supplied fully charged and ready to use

S4 GAL MODULE
• Programs wide range of 20 and 24 pin

logic devices from the major GAL vendors

• Supports JEDEC files from all popular
compilers

SUPPORT
• 3 year parts and labor warranty

• Windows/DOS software included

• Free technical support for life

• Next day delivery - always in stock

Still as unbeatable as ever. Beware of
cheap imitations. Beware of false
promises. Beware of hidden extras.
If you want the best, there’s still only one
choice - Dataman.

Order via credit card hotline - phone
today, use tomorrow.

Alternatively, request more detailed
information on these and other market-
leading programming solutions.

NEW MODEL

MONEY-BACK
30 DAY TRIAL

If you do not agree that these truly are the
most powerful portable programmers you can

buy, simply return your Dataman product
within 30 days for a full refund

http://www.dataman.com/

