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Preface

This is the second of two books on the T/S 2068 computer. The first
book, Timex Sinclair 2068 Beginner/Intermediate Guide, is a guide to
getting started with the T/S 2068 computer. It deals with setting up and
operating the computer, and learning to program in BASIC. This
second book will take you beyond BASIC — into the world of computer
circuits, the Z80 microprocessor, the BASIC interpreter, and machine
language programming. The main goal is to show you how to make
your programs run faster and do things that are otherwise impossible
with BASIC. At the same time, you will learn a lot more about how your
computer works.

This book will assume only a working knowledge of the T/S 2068
and BASIC programming. That is, you should know how to turn on the
computer and be able to enter and run simple BASIC programs. You
do not need to know anything about bits and bytes or RAM and ROM
— it begins with a simple explanation of what a computer is and how it
works. If you are new to computers, or are not familiar with BASIC
programming, then you may wish to start with the Timex Sinclair 2068
Beginneriintermediate Guide.

This book serves two purposes. It describes how a computer works,
and it introduces the reader to machine language programming. The
first part of the book covers computer basics: the operation of comput-
ers in general, and the T/S 2068 in particular. It includes a description
of most of the T/S 2068 hardware. The second part introduces
machine language — the native tongue of the Z80 microprocessor
that drives the T/S 2068. Part Two ends with a section that describes
how machine language routines can be used from within BASIC
programs. _

This book also serves as a reference guide for the T/S 2068 com-



puter. It contains complete information on the various expansion con-
nectors for the hardware buff trying to interface a new device to the
computer. The machine language programmer will find a wealth of
technical information on the Z80 Central Processing Unit and the
AY-3-8912 Programmable Sound Generator used in the T/S 2068.
This book describes in detail each instruction in the Z80's repertoire. In
addition to the hardware descriptions, the book also discusses the
inner workings of the BASIC interpreter, the special memory mapping
scheme used by the T/S 2068, and the Function Dispatcher routines
which make up the heart of the computer's operating system. Indeed,
there is something for everyone.

Hopefully this book will widen your horizons and unravel a few of the
mysteries that surround computers. When you've finished reading it,
you will want to keep it near your computer so the reference material is
readily available.

JEFFREY MAZUR
1 gratefully acknowledge all of the help and support | received from

my wife Lynne, and from my children, Michael, Jonathan, and
Jessica, who put up with “daddy’s book.”
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SECTION A
COMPUTER BASICS



1 |
What Is a Computer?

INTRODUCTION

In the world of computers, the T/S 2068 stacks up as a relatively
small, slow, and limited machine. Itis considered a persona/ computer
because it is used by only one person at a time, as opposed to larger
computers that can handle many users simultaneously. The latter are
referred to as mainframe computers or minicomputers depending on
their size. Personal computers such as the T/S 2068 are also called
microcomputers—primarily because they are built around a special
electronic part or “chip” called a microprocessor. The T/S 2068 uses
the Z80, one of the most popular microprocessors ever developed.
Much of this book is devoted to describing how this tiny chip of silicon
works. :

Despite the many differences between a T/S 2068 and an IBM 370
mainframe computer, they both share a common design philosophy. In
fact, it would be safe to say that almost all present-day computers fit
the description of a stored-program, digital, electronic, data proc-
essing machine. This rather lengthy description also sums up the
history of computing machines.

THE COMPUTER AS A MACHINE

Above all, the computer is a machine: it allows us to perform some
function easier or faster than we can manually. It also allows us to
accomplish some tasks that are otherwise impossible. As an example,
consider another machine that you may be more familiar with — the
lever. Long ago it was learned that a lever could be used to move
objects that were too heavy to move by hand. The lever accomplishes
this task by transforming a small force applied over a large distance

13



14 Timex/_Sinclair 2068 Intermediate/Advanced Guide

into a larger force applied over a small distance. While levers help
accomplish physical work, computers aid in the performance of men-
tal work, otherwise known as information processing or data
processing. .

Mechanical vs. Electronic Machines

A lever is classified as a mechanical machine since it requires
movement to perform its task. The first “mental machines” were also
mechanical in nature. One of the first was the abacus, a mechanical
machine that aids in the performance of a mental process: calculating
numbers. Subsequently, other mechanical calculators were devel-
oped, including slide rules and adding machines.

Today, however, most of our mental machines, including the modern
computer, are electronic machines. They use stationary electronic
devices instead of moving mechanical parts. It is the control of cur-
rents that is important in electronics. Therefore, the electronic analogy
of the lever is called an amplifier. It is a device that takes a small
electric current (or signal) and uses it to control a larger one.

Depending upon the arrangement of other components in an elec-
tronic circuit, amplifiers can accomplish tasks such as inverting,
adding, performing logarithms, or storing electronic signals. There-
fore, almost every electronic circuit is based upon the use of ampli-
fiers. Consequently, much of the relatively brief history of electronics
has involved finding the best electronic amplifying device. The original
amplifiers were vacuum tubes. Today they have been replaced by solid
state transistors.

Analog vs. Digital Computers

Early in their history, computers dealt with data as voltage signalsin
a one-to-one relationship. If a signal level of 2 volts represented 200
miles per hour (mph), for example, then 1 volt represented 100 mph,
and 0.52 volts was 52 mph, etc. Information treated this way is referred
to as analog, thus early computers were called analog computers.

When analog computers had their day (it was a relatively short one),
they performed calculations in seconds that would have taken many
hours to perform by hand, even with a slide rule. But such computers
were limited to dealing with numbers—for example, calculating the
trajectory of a rocket. It was soon discovered, however, that aimost any
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type of information could be processed if it was in digital form, that s, in
a series of discrete chunks. This was a major breakthrough in the
design of computers.

To appreciate the difference between analog and digital forms of
information, consider these ‘few examples. Analog information can
have an infinite number of values: distance, time, and temperature, are
allexamples. We can have a stick that is 4 feet long, 4.527 feet long, or
any possible value in between. Digital information, however, is
restricted to discrete values: the flip of a coin is either heads or tails,
the change in our pocket consists of a finite set of coins, and we can
only have whole numbers of children (census figures notwithstanding,
no family can have 2.3 children).

In a digital computer, all information to be processed (whether it
represents numbers, text, or electronic signals) is first converted to a
series of signals represented by binary ones and zeros. Dealing with
only digital signals, the electronics are much simpler. When using
amplifiers, for example, you need not worry -about nonlinearities or
distortion, since they operate either fully on or fully off. In this sense,
the amplifier (tube or transistor) becomes an electronic switch. This
gives rise to some specialized circuits called gates. The name is aptly
chosen since electric current moves through these circuits only when
the “gate” is open. We'll discuss gates in detail a little later. The point
here is that gates, which form the basis of digital processing, are very
easy to make. Today, in fact, thousands of gates can be squeezed onto
a piece of silicon no larger than a pencil eraser. The development of
the modern computer, then, was from the mechanical to the electronic,
and from the analog to the digital.

Stored Program Architecture

While digital electronics gave a great boost to computer design, a
major stumbling block still remained. The early computers were pro-
grammed by connecting wires to various circuit elements. Making a
simple change in the program often involved a complicated and time-
consuming process. This cumbersome technique also limited the
program size. The idea of storing the program itself within the
machine’s memory was the final link leading to today’s computers. By
replacing the wires with a bit pattern in memory, programs were made
more flexible and were limited in size only by the amount of memory
available. This practice, known as the stored-program technique, was
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a milestone in computer science—only today have we begun to reach
its greatest potential.

Stored-program machines operate by executing instruction cycles.
Each cycle begins by having the computer fetch an instruction from
memory. This information is then decoded by the computer to direct its
further action. In most cases, the computer will read one or two more
pieces of information to finish its cycle. All of this takes place extremely
fast—in the T/S 2068, up to one million instructions can be executed in
one second! :

THE FOUR BASIC COMPUTER PARTS

Any computer can be divided into four main parts: the input section,
the Central Processing Unit, the memory, and the output section. Fig.
1—1 shows how these sections are connected. The arrows indicate
which direction information can flow.

CENTRAL
> PROCESSING >
INPUT UNIT OUTPUT
(CPU)

MEMORY

Fig. 1-1. The four basic parts of a computer.

Input

The input section is the connection to the outside world through
which information is fed into the computer. In the case of the T/S 2068,
there are three input devices supported by the standard machine.
They are the keyboard, the joystick, and the cassette playback. Each
of these devices allows the user to put information into the computer.
Any connection between different parts of a computer, or between the
computer and the human user, is called an interface. The keyboard, of
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course, is the main interface used for communicating with the com-
puter and telling it what to do.

The CPU ‘

The CPU, or Central Processing Unit, of the T/S 2068 is the Z80
microprocessor (described in detail in Chapter 4). The Z80 is only one
of many microprocessors. For example, another popular one is the
6502 used in Apple, Atari, and Commodore computers. Each micro-
processor has its own architecture and instruction set. These deter-
mine the machine language with which the CPU is programmed.

Memory

The CPU can only handle a small packet of information at one time.
In the T/S 2068, the Z80 processes eight tiny pieces of information,
called bits, in each packet. These packets, in turn, are called bytes.
We'll have a lot more to say about bits and bytes later, but in general,
you can consider each byte as representing a single character (letter,
number, punctuation mark, etc.).

Since we usually want to process more than one byte of informa-
tion—(the test scores of a class might be hundreds of bytes; a busi-
ness letter, thousands)—we need some place to store this
information, also called data, where the CPU can easily reach it. We
also need storage for the information that tells the computer what to
do, its program. Both data and program can be stored in a portion of
the computer called memory. The computer’s memory is divided into
two major classifications called RAM and ROM.

RAM-—There are many types of memory devices that can store
information in a computer. Most of the devices accept data-from the
computer—they are “written to.” They then hold the data indefinitely
and feed it back when asked—they are “read out.” This type of
memory is referred to as Random Access Memory, or RAM for short.
The T/S 2068 has 49,152 bytes or 48K internal RAM.*

ROM—Another type of memory device used in the T/S 2068 is
called Read Only Memory, or ROM. This device is “written to” at the

*The “K” stands for kilobytes or a thousand bytes, from the metric prefix “kilo” meaning
thousand. However, in the computer’s binary number system, the closest “round”
number to one thousand is actually 1024. Thus each “K” actually stands for 1024 bytes.
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factory and can only be read by the computer. ROM is used to hold
information that is essential to the operation of the computer, but which
will not require any changes. The operating system and BASIC inter-
preter of the T/S 2068 are examples of information that is stored in
ROM. An advantage of storing information in ROM is that the data is
permanently available, even after the computer has been turned off
and on again. In contrast, all information stored in RAM is lost when-
ever the power is removed.

Because of the preceding distinction, ROM is often referred to as
nonvolatile storage and the type of RAM used in the T/S 2068 is
considered volatile storage. The T/S 2068 contains 24K of internal
ROM. Additional ROM and/or RAM can be added to the T/S 2068
through the front panel DOCK connector or through the expansion

- connector on the rear of the computer. See Chapter 5 for a complete
description of the T/S 2068's memory capabilities.

Output

All of the preceding discussion would be meaningless if there was
no way to get the information back out of the computer in some useful
form. The T/S 2068 has two output devices. By far the most useful is
the video display. This is the picture that you see on the television set
or monitor. Whether you use the TV or the MONITOR jack on the
computer, what you see is a display that is generated by the computer.
The sole purpose for this display is to present information from the
computer in a manner recognizable by humans. The second form of
output from the computer is through the built-in speaker underneath
the T/S 2068. This device allows the computer to signal aurally,
generating anything from a simple beep for attention, to a fully orches-
trated tune. If you have a printer such as the Timex 2040 connected to
the computer, then you have a third form of output—one on which the
computer can generate a more permanent record called “hard copy.”

BITS OF INFORMATION

Being a digital electronic device, a computer can only deal with
information as one of two forms: either the presence of a voltage (or
current) or its absence. At any point in time, a single wire inside the
computer can only be in one of two states. It can be connected to a
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source of electricity placing it at a high potential or it can be at a low
- potential otherwise known as ground. These two states are also
referred to as + 5 and ground, one and zero, or hi and low. Any point in
a digital electronic circuit will be in one of these two states. When a
single wire carries information from one point to another in this
scheme, it carries the smallest amount of information imaginable—a
bit.

Fig. 1-2 shows how a wire can transmit the status of an electric
switch to a receiving indicator. There is a battery to supply the elec-
tricity, a switch to control the flow, and a light to indicate when the
circuit is complete and current is flowing. In Fig. 1-2A the light is dark
because the switch is open, or turned off. In Fig. 1-2B the switch has
been moved to the on position completing the electrical circuit. Now
the lamp glows because of the electrical current flowing through it.
(Note that we have taken the liberty of defining an electrical ground to
act as the return path for the current.) '

A circuit such as that in Fig. 1-2, can transmit only one piece of
information: either the light is on or it is off. Nonetheless, circuits
similar to this are used in a variety of signaling applications—a hospital
room call button, for example. By activating a switch that turns on a
light at the nurse’s station, you communicate the information that you
need assistance.

Fig. 1-3 shows how the light switch can be expanded. By adding
one more wire and switch, as shown in Fig. 1-3A, itis possible to signal
the four different conditions shown in Fig. 1-3B. Similarly, with three
wires eight distinct patterns can be transmitted. Since each new light

' SWITCH
SWITCH
OPEN CLOSE[;
e 4 why +
[ /
BATTERY -
ELECTRICAL___ | W
= GROUND ' + +
A. Signal off. B. Signal on.

Fig. 1-2. A circuit that transmits one “bit” of information.
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! .
° 0 7/
‘;l'.i f/a
7/
1
A. Circuit.
STATE LAMP 1 LAMP 2
N
1 ) o~
N
2 e ®
\/
3 ‘/O\— 5]
v » B. State table.
4 -0~ ZQ~

Fig. 1-3. Transmitting multiple bits of information.

added can be in one of two different states, it doubles the number of
possible patterns. In general then, with “n” number of wires we can
transmit two to the “n”th power different states. This is the basis of a
binary system—the number system we will cover in detail in the next
chapter.

BOOLEAN LOGIC

Before abandoning the light switch circuits, we’ll use them to explain
the basic logic operations performed by computers. In Fig. 1-2, we
can represent pushing the switch as a logical 1 and likewise for having
the lamp lit. Therefore not pushing the switch and the lamp being off
are assigned the value 0. The function performed by Fig. 1-2 can then
be represented by listing all of the possible switch conditions and their
effect on the lamp. In this simple case, the information can be pre-
sented as shown in the state table of Fig. 1—4A. This type circuit is
sometimes called a buffer and its logic symbol is shown in Fig. 1-4B.
The state table is sometimes called a transition table and is similar to a

truth table. Each is used to follow circuit logic.
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SWITCH  LIGHT

BUFFER :

INPUT “_ OUTPUT
1 1

A. Truth table. B. Logic symbol.
' Fig. 1-4. A buffer.

_Ifthe switch is changed slightly so that it is normally closed and then
opens when pressed, the circuit then looks like Fig. 1-5. Keeping the
same nomenclature, namely that pressing the switch is considered a
logic 1, we then have a circuit known as an inverter. The truth table and

SWITCH
NORMALLY
CLOSED
oo {4
o
LIGHT / o
|

Fig. 1-5. A circuit with a different type of switch — an inverter circuit.

logic symbol for the inverter are shown in Fig. 1-6. Note the addition of

a small circle to the logic symbol which indicates that the logic state

gets reversed, or inverted, when passing through this device. Such a
SWITCH LIGHT )

INVERTER
0 1
INPUT OUTPUT
1 0
A. Truth table. B. Logic symbol.

Fig. 1-6. An inverter.
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gate performs the logical NoT function—that is, it puts out the opposite
value from what is fed in.

The two types of logic elements discussed so far only have a single
input and output. More useful functions can be derived using more
than one input. In our analogy, this means adding more switches but
keeping only one light. For example, another switch can be connected
as shown in Fig. 1-7. In electronics lingo these switches are said to be

- |

0 O
SWITCH A

g

0 O—
SWITCH B

l

Fig. 1-7. A circuit with two switches in parallel — an or circuit.

in parallel. The result of wiring two switches in this manner is to allow
pressing either switch to cause the lamp to light. It does not matter
whether switch A or switch B is pressed. (The lamp will also light if both
are pressed.) Since either one switch or the other can light the lamp,
this circuit performs the logical or function and therefore is called an
or gate. The truth table and symbol are shown in Fig. 1-8. To read this

SWITCH B
0 1
0 0 1 OR GATE
SWITCH A INPUT A
OUTPUT
1 1 1 INPUT B
A. Truth table. B. Logic symbol.

Fig. 1-8. An or gate.

table, locate the row that corresponds to the states of switch A. Then
find the column that corresponds to the state of switch B. At the
intersection of this row and column there is a logic value which
represents the output of the gate.
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Another way of adding a second switch is shown in Fig. 1-9. This
places the two switches in series and, therefore, requires that both
switches be pressed in for the lamp to light. In this case, the circuit -

—0 ©- © O
SWITCH A SWITCH B

Fig. 1-9. A circuit with two switches in series — an AnD circuit.
performs the logical anD function, since both input A and input B must

be in the logic 1 state for the output to be a 1. The truth table and logic
symbol for the AnD gate are shown in Fig. 1-10.

SWITCH B
0 1
AND GATE
0 0 0
SWITCH A INPUT A
o OUTPUT
1 0 1 -
INPUTB
A. Truth table. B. Logic symbol.

Fig. 1-10. An anD gate.

Note that it is also possible to-have more than two inputs for one gate
as shown in Fig: 1—11. Inithis case, all.four inputs must “go-high” for the
output to be high. Often itis convenient to add an inverter to the or and
AND gates creating the Nor and NAND gates as shown in Fig. 1-12.

4-INPUT AND GATE

N—
B——_ —}
INPUT : OUTPUT

¢ —T

p— I

Fig. 1-11. A four-input anp gate. .
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0 1 0 1
0 1 0 ol 1 1
1 0 0 1 1 0
SYMBOL SYMBOL
A. NOR gate. B. NanD gate.
Fig. 1-12. Truth tables and logic symbols for or and anp gates with
inverters.

The three logic elements — AND, OR, and NOT — are the building
blocks of all digital circuits. It can be proven that all other logical
operations can be built from these three simple blocks. For example,
an Exclusive or (or xoR) device must produce a high output when
either one of its inputs, but not both, goes high.

The three logic elements — AND, OR, and NOT — are the building
blocks of all digital circuits. It can be proven that all other logical
operations can be built from these three simple blocks. For example,
an Exclusive or (or xoR) device must produce a high output when
either one of its inputs, but not both, goes high. The truth table and
symbol for this device are shown in Fig. 113 along with a diagram
showing how this circuit can be derived from the primitive gates.

0 1
0 0 1 XOR GATE

A. Truth table. B. Logic symbol.

D

N

C. xor gate using oR, AND, and NAND gates.
Fig. 1-13. The Exclusive or (xor) gate.



2
The Binary Number
System

INTRODUCTION

Since most computers (including the T/S 2068) work with two-state
electronic circuits, any information to be processed must first be
converted into a series of binary numbers. Therefore it is important to
understand fully the base two-number system. As shown in the pre-
ceding chapter, the brains of the T/S 2068 reside in the Central
Processing Unit (CPU). All of the operations performed by the CPU are
based upon the binary system.

The purpose of any number system is to convey information about
quantity, just as languages are used to convey thoughts and ideas.
Although many different languages exist, there is no one “correct”
language. When you say “hello” to someone, you expect him to
understand it as a greeting. When visiting France, however, your
greeting might be met with strange looks unless you said “bonjour.”

In view of the diverse languages in existence today, it is quite
remarkable that one number system is used almost universally. This is
the base 10 (decimal) number system that most people start learning
before they can even read. This is not the only possible system, and
certainly not the most convenient in many cases. Another number
system you may be familiar with is the Roman Numeral system. This
system undoubtedly lost its appeal because it does not have a precise
mathematical foundation. (Have you ever tried to multiply XVil times
IV?) Since mathematics is so closely tied with numbers, a concise and
logical numbering system is essential.

Probably because we have ten fingers (which are easy to count on),
our number system is based upon the number 10. We learn to count,
and thus express quantity, using 10 digits. These digits are written

25
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using the numerals 0, 1, 2, 3, 4, 5, 6, 7, 8, and 9. When expressing
numbers greater than nine, we need to add another digit, or place, to
the left of the first number. Thus after 9 we write 10 which means one
group of ten plus zero more. Then comes 11 (one group of ten plus one
more), 12,13 . ., etc. This continues up to 99 (nine groups of ten plus
nine more) after which we add another digit. The number 349 really
means three hundred plus forty plus nine, as shown in Fig. 2—1.

Notice that when numbers are written this way, the first digit (the one
on the left) carries the most importance or significance. The digit on
the right is the least significant. That is, if the 9 became an 8, there
would only be one less; if the 3 were changed to a 2, however, it would -
mean a loss of one hundred — certainly more significant. It should
also be noted that the value of each place in our numbering systemis -
simply a power of 10. That is, the last number represents how many ten
to the zero power* or ones there are in the number. The next number-
represents how many ten to the one power, or tens, there are. Then
comes the ten to the two power (10 X 10), or hundreds, etc. This
process is continued until there are enough places to express any
number desired.

With this understanding, it is then very easy to describe other
number systems. Using the same procedure, we can simply change

102 OR 100 POSITION

10? OR 10 POSITION

100 OR 1 POSITION

9x1 = 9

4x10 40

3% 100 =300
349

Fig. 2-1. Decimal notation

*Any number raised to the zero power equals one.
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the base number, also known as the radix, from 10 to any other value
and come up with a new numbering system. In particular, since
computers only have two states with which to count (i.e., two fingers), it
would seem more natural for computers to use a base 2 number
system. This is commonly known as the binary number system. With
only two numerals, a single digit number can only count from 0 to 1.

Using the standard number system format just described, it is
possible to write numbers of any given size. First we must determine
the value or weight of each numeral in a binary number. Since humans
find it easier to think in terms of decimal numbers, it is helpful to
represent each binary column as its decimal weight. Thus, the binary
number 11100101 is interpreted as shown in Fig. 2-2. For larger

27 OR 128 POSITION

28 OR 64 POSITION

25 OR 32 POSITION

24 OR 16 POSITION

23 OR 8 POSITION

22 OR 4 POSITION

21 OR 2 POSITION
—— 20 OR 1 POSITION

b——— ix1 = 1

0x2 = 0
1x4 = 4
0x8 = 0
0x16 = 0
1x32 = 32
1x64 = 64

1x 128 =E
229
Fig. 2-2. Binary notation.
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Table 2-1. Negative and Positive Power of Two

2-N N 2N
1 0 1
0.5 1 2
0.25 2 4
0.125 3 8
0.0625 4 16
0.03125 5 32
0.015625 6 64
0.0078125 7 128
0.00390625 8 256
0.001953125 9 512
0.0009765625 10 1024
0.00048828125 11 2048
0.000244140625 12 4098
0.0001220703125 13 8192
0.00006103515625 14 16384
0.000030517578125 15 32768
0.0000152587890625 16 65536
0.00000762939453125 17 131072
0.000003814697265625 18 262144
0.0000019073486328125 19 524288
0.00000095367431640625 20 1048576

numbers, higher powers of two can be taken from Table 2-1. Note that
whenever there is doubt as to the base of a given number, a small
subscript will be placed after the number to indicate the radix used.

CONVERTING BINARY NUMBERS TO DECIMAL

Having defined a precise format for all number systems, including
base 10 (decimal) and base 2 (binary), it should not be difficult to
convert a number from one base to another. For example, we have just
shown that converting a binary number to decimal involves nothing
more than writing down the powers of two that correspond to each “1”
digit in the binary number and then adding them all up. This is quite
simple, but if you have a lot of numbers to convert, it can get quite
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tedious (especially when dealing with memory addresses that are 16
binary digits long). Fortunately, we have a computer — and computers
are wonderful for doing tedious things. Therefore, we will write a
program for the T/S 2068 that will convert binary numbers to their
decimal equivalents. :

A binary number must be input to start the program, and it proves
easier to decipher this number if it is treated as a string. This preserves
any leading zeros (which would be lost if we treated it as a numeric
input). This also allows each digit to be examined using the string
“slicing” capabilities of the T/S BASIC. The next step involves looking
at each digit entered and keeping a running total of all binary places
that contain a 1. For each 1 found, the value of 2 raised to the
appropriate power is added to the total. Raising to a power is accom-
plished in this program using the exponentiation function denoted by
the ~ symbol.

Listing 2—1 shows the simple binary to decimal conversion program.
It starts by initializing a running total variable, a, in line 10. Line 20
accepts the desired binary number to be converted and assigns it to
the string variable a$. Line 30 gets the number of digits entered which
we will need later and line 40 checks to see if we are done (by entering
no number). Line 50 sets up a loop to look at each character in the
string and along with line 60 determines if that digit is zero. Note the
formula (1 —i) in the slicer which causes the search to proceed from
right to left instead of left to right as normal. Also note the comparison
to the string constant 0 instead of the number; this is due to the use of a
string variable for the input number.

If the current digit is not a zero, then line 70 executes, adding the
designated power of two to the total. Otherwise, the program skips to
line 100 where the next digit is inspected. After all of the digits have
been checked, the program finishes by printing out both the binary
and decimal formats for the number.

Listing 2—1
¥ LETa=g
2 INPUT a$
-3¢ LETI=LENa$
4% IF1=g THEN STOP
50 FORi=gTOI-1
6@ IF a$(l-i)="@" THEN GO TO 188
78 LETa=a+ 2%
100 NEXTi

158 PRINT a$,a
208 GOTO g
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CONVERTING DECIMAL NUMBERS TO BINARY

Converting decimal numbers to binary is only slightly more compli-
cated. Whereas the previous conversion proceeded from right to left
and involved addition, we now use the reverse of this technique.
Therefore, the first step is to find the largest power of two that is still
smaller than the given number. Actually, we could start with any large
power of two, but that would only give us many “leading zeros” in front
of the answer and these are usually meaningless. Having found the
proper factor as described above, we can then write down a 1 as the
first digit of the answer. Next, subtract this amount from the original
number leaving some positive remainder. (This remainder must be
less than the previous factor or we did not start with the correct power
of two.) We then continue with each of the smaller binary factors. If the
remainder is less than the current factor, write down a 0 for that digit.
Otherwise write down a 1 and subtract that factor from the remaining
value. This process continues until the last binary digit, or bit, is
reached. For example, Fig. 2-3 shows how the decimal number 45
would be converted into binary. Of course, after the conversion is
done, we can add any number of leading zeros to normalize the result
for eight or sixteen places.

45 1 0 1 1 .0 1
—32x1— |
13
—-16x0
13
- 8x1
5
—4x1
—-2x0

45.5=101101,

Fig. 2-3. Converting a decimal number to binary by subtraction.

Once again, we can leave the tedium to our computer. Although the
conversion from-decimal to binary seems more difficult for us, notice
that the program in Listing 2—2 is actually more compact.
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. Listing 2-2
1@ INPUT a: PRINT a,
28 FORi=15TO @ STEP -1
3@ IF a<24i THEN GO TO 7¢
4% PRINT "17; N
580 LETa=a-2%
68 GOTO s8¢
78  PRINT "g";
80 NEXTi
9 GOTO g

BINARY MATHEMATICS

Having covered the complete foundation for the binary number
system, we shall now investigate the subject of binary arithmetic. In
many ways, binary calculations are easier to perform due to the limited
size for each digit.

Addition

Probably the easiest way to describe binary addition is by sum-
marizing the results of all possible two-number addition problems:

0+0=0
0+1 =1
1 +0=1
1 + 1 = 0 plus carry

You may see a similarity between these results and the discussion
of the Exclusive-or function from the last chapter. You should begin to
see now how a bunch of wires and switches can actually perform
something useful like adding numbers. With this set of rules, it is
possible to add any two binary numbers of arbitrary length. Simply
start at the right column and add each pair of numbers just as we add
decimal numbers. Likewise, whenever there is a carry into the next
digit it gets added with the other digits in that column. Of course, now
there are three numbers to add; but this proves to be no more difficult.
If one of the numbers is zero, then the result can be found by adding
the other two numbers. When adding three 1’s, the answer is simply 1
plus a carry into the next place. A few examples should make this
clearer:
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I Pl PEETTL 4 carries
11001019 20191161 11011119
+ 00181100 + 11000111 + 61110119
111190119 11110109 101810100
Subtraction

if we were to extend this line of thinking, we would next need a set of
rules to define subtraction. Instead of having a “carry” bit to worry
about, we would now have to deal with the possibility of a “borrow”
condition. For example, when subtracting 297 from 481, the problem
is written like this:

481 4 minuend
— 297 4 subtrahend

184 4 remainder

We start by trying to subtract 7 from 1. Since that would leave us with a
negative number, we borrow ten from next column, instead, changing
the 8 to a 7. Then we subtract the first 7 from 10 + 1, or 11, resulting in
the answer of 4. We then repeat this process until all columns have
been subtracted. Hopefully, we do not run out of columns to borrow
from (if this happens, then the subtrahend was actually larger than the
minuend and we should perform the opposite subtraction and give the
result a minus sign).

Itturns out that there is a much easier way to perform subtraction of
binary numbers (at least as far as computers are concerned). By
converting the subtrahend to a different format — called its comple-
ment — we can transform any subtraction problem into an addition
problem. This proves to be quite efficient and it also solves another
problem — that of writing negative numbers.

Negative Numbers

There often comes a time when we must express a number less
than zero. We have learned to write such negative numbers by placing
a small minus sign in front of the first digit. Then when we add negative
numbers to positive numbers, we actually perform subtraction on the
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negative ones. While this seems to work conveniently for humans, the
computer has no comprehension of a minus sign.

One way to represent negative numbers would be to use one bit of
the number to represent the sign — say the left-most bit being zero for
positive numbers and a one for negative numbers. Using such a
scheme, the number 45 would be written as 00101101, while negative
45 would be written as 10101101. Note that the first bit indicates the
sign, leaving only seven bits remaining for the number. Thus an eight
bit byte can represent a signed decimal number between ~ 127 and
+ 127. The problem with this approach is that adding a negative and
positive number of the same magnitude does not give zero as
expected. That is,

20101101 (+4540)

11011618 (-90,,) 4 wrong!!

There is another way of denoting negative numbers which solves
this problem. (While it may seem more complicated to us, it simplifies
things for the computer.) The first step in creating a negative number
is to complement each bit of the positive binary number. That is,
change each 0 to a 1 and every 110 a 0. For example, the number 45
becomes: ;

09101101 (45,0)
11010010  (each bit complemented)

The next step is to add one to the number giving us:

11010010
+ 1

11010011 (—45,0)

This result is called the twos complement of the original number. We
will use it to represent negative numbers. Just to be sure that you
understand, let’s calculate the twos complement of a couple more
numbers:
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21100161  (101,,) (217,0) 11911001
10011010 4 complement » 00100110
+ 1 4 add one » + 1
10011011 (=101, (=217, 90100111

The twos complement of a number has great significance for binary
numbers. For one thing, it has the correct property of negative num-
bers in that adding any negative number to its positive counterpart
yields a result of zero: .

00101101  (+45,,)
+ 11010911  (-45,,)

100000008 (@, ignoring carry)

Notice that the result does equal zero if we ignore the carry into the
next higher position. Actually it is quite easy to show that adding any
number to its twos complement equals zero, according to the way in
which ‘we have derived the twos complement number. Since we
started by taking the complement of the number, it should be obvious
that any number plus its complement equals abinary1 1111111,
for example:

20101101 4 any number
+ 11010018 4 plus its complement

11111111 4 equals all ones

Therefore adding the twos complement to a number must equal this
plus one or:

11111111
I |

100000000

This proves that the twos complement notation satisfies the condi-
tion that adding any number to its negative value equals zero. Further-
more we can show that adding any numbers, regardless of their signs,
may be accomplished with this scheme. For example:
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g0101181  (+45,,)
+ 11110118 (—10,0)

go108811  (+35,,)

Notice again that when dealing with negative numbers we will ignore
any carry out to the ninth binary place. Since twos complement
notation correctly follows the algebraic rules for negative numbers, it
becomes the natural choice. It also makes a separate subtraction
operation unnecessary. To subtract two numbers, simply form the
twos complement of the subtrahend and then add.

Binary Fractions

What happens when we need to express numbers less than one but
greater than zero? In modern thinking, these are known as fractions.
You probably know two different ways of expressing fractions. One
way is to divide the whole number “1” into several equal parts and
then express how many of these portions there are. For example, we
might say add “one-third” of a cup of sugar. When the partial units
chosen become a negative power of the base 10 system, we can then
express the number as a decimal fraction. For example, one-tenth is
commonly written as 0.1 where the decimal point signifies that the
numbers to the right are fractions.

We extend the decimal system by adding places for the negative
powers” of ten as shown in Fig. 2—4. The same thing applies to the
binary number system as shown in Fig. 2-5. Table 2—1 lists some of
the negative powers of two.

Multiplication

As previously mentioned, the Z80 CPU does not know anything
about muttiplication or division. The only mathematical functions that it
can perform directly are addition and subtraction. However, it is quite
easy to show the relationship between these four operations.

*Raising a number to a negative power is equivalent to dividing by the number raised to
the positive power (e.g., 10—-3 = 1/108).
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Multiplying any number A by another number B, is equivalent to
adding A to itself B times or adding B to itself A times. That is:

3

Btimes At@es
AXB = A+A+ ... +A = B+B+ ... +B .

6X3 = 6+6+6 = 3+3+3+3+3+3 = 18

So far so good, as long as we are dealing with small (one digit)
numbers. But when we try to multiply 46 x 1023, this simple addition
approach becomes unwieldy:

102 OR 100 POSITION

107 OR 10 POSITION

10° OR 1 POSITION

DECIMAL POINT

10~ 1 OR 0.1 POSITION

10~2 OR 0.01 POSITION

5
“ 5x0.01= 0.05

2x0.1 = 02
Ix1 = 9
4%x10 = 40
3x100 =300
349.25

Fig. 2-4. Extending decimal notation to include fractions.
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1023 timeg\ — whew!
46X 1023 = 46+46+46+46+ ... +46

Even if we could add two numbers per second, it would take quite a
while to perform this simple problem. As you already know however,
there is an easier way to multiply multidigit numbers. This process
relies on our definition of such numbers:

46 = 4x10 +6

27 OR 128 POSITION

26 OR 64 POSITION

25 OR 32 POSITION

24 OR 16 POSITION

23  OR 8 POSITION

22 OR 4 POSITION

21  OR 2 POSITION

20 OR 1 POSITION

BINARY POINT
2-1OR1/20R05 POSITION
2-20R 1/4 OR0.25 POSITION
2-3 OR 1/8 OR 0.125 POSITION

|

0.125= 0.125
oOx 025 = 0
1Xx 05 = 05
1x 1 = 1
- 0x 2 = 0
ix 4 = 4
Ox 8 = 0
O0x 16 = 0
1x 32 = 32
1x 64 = 64
1% 128 =128

229.625

Fig. 2-5. Extending binary notation to include fractions.
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Therefore:

1023 X 46 = (1023 x 4) x 10 + 1023 x 6

3

That is, we break down one of the multidigit factors into its component
parts. This reduces the problem to a series of single-digit problems
which are easier to perform. We can then add the results of these
simpler problems, keeping track of their relative weights, to arrive at
the final answer. Thus we would write:

1023 4 multiplicand
X 46 4 multiplier

6138 (6x1023) partial
4092 (4 x1023) products

47058 4 product

Note that the second partial product is shifted over one place to the
left. This gives it the proper weighting factor ( x 10) necessary for the
addition of the two partial products.

Binary multiplication is probably the simplest of all, as evidenced by
the two-number equations next:

I
—~—oes

X X X X
_ -
It

Note how this corresponds to the function of an Anp gate. Another way
of looking at this is to say that zero times any number equals zero and
that one times any number equals that number. This should sound
reasonable since the same is true in the decimal system. But since the
binary system stops at 1, we do not have any further multiplication
“tables” to worry about. This also eliminates the problem of “carries”
from one digit to another. Therefore, to multiply two binary numbers
we proceed like so:
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1011181 (93,9
X 10110 (22,0)

0000000
1611101
1011191 partial products
209000800
1911161

11111111118 (2046,,)

Notice that every partial product will be either all zeros or the
muitiplicand itself. There is never any carry during the muiltiplication
although there may be when adding up the partial products. Thus the
multiplication of binary numbers can be reduced to three simple steps:

1. Checking the value of each bit in the multiplier
2. Shifting a binary number to the left
3. Adding the result

As we will show in Chapter 12, these steps are quite easy for the
Z80 to perform. With the proper machine language code, any size
binary numbers can be multiplied. Finally, note that whenever two
numbers are multiplied (in any number system), the resulting product
can have as many digits as the combined total of the numbers being
multiplied. In a computer, this means that multiplying two 8-bit num-
bers can yield a 16-bit result. Whenever negative numbers are to be
multiplied, they are first changed to their positive values. After the
multiplication is performed, the sign of the result is determined by the
standard rule — if both signs were the same, the result is positive,
otherwise the result is negative. In this latter case, the result is then -
converted back into its twos-complement form.

Division

Division can be defined in terms of a similar process using subtrac-
tion. We won't bother with all of the details, but simply state that the
number of subtraction operations possible (before the dividend goes

negative) becomes the quotient. Anything left over becomes the
remainder. We can even use the standard division notation:
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101 4 quotient

101 | 11810 4 divisor/dividend
101

@011 1
0000

1109
101

1 4 remainder

There are many ways to program the Z80 to perform binary division.
We'll give one examplie in Chapter 12. .

THE HEXADECIMAL NUMBER SYSTEM

Writing binary numbers can get tedious and difficult to read. A
common “shorthand notation” involves grouping the binary number
into four-bit chunks. Thus an eight-bit number would break down into
two chunks. With four bits, there are 16 possible values for any chunk.
If we try to represent them by the decimal numerals 0-9, it leaves us
with 6 more values but no more numerals. We need more symbols, so .
we turn to the letters of the alphabet. The next value becomes A
followed by B etc. up to F. This is the basis for the base 16, or
hexadecimal number system. Table 2—-2 shows the decimal/hexa-
decimal relationship. When writing -hexadecimal numbers, we will
often add the letter h to indicate the base rather than using a sub-
scripted number 16. Thus 3Bh is the same as 3B,;.

Converting Hexadecimal to Decimal

Converting hexadecimal to decimal is very similar to converting
binary to decimal. Instead of using the binary weight factors; we now
use powers of 16 as shown in Table 2-3. Thus:

1AE = 1 X 162= 1 X 266= 256
AXx 16'= 10 x 16= 160
Ex 16°= 14 x 1= 14

430
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Table 2-2. Hexadecimal Number System'

Binary Hexadecimal ‘Decimal
0000 0 : 0
0001 1 1
0010 2 2
0011 3 3
0100 4 4
0101 5 5
0110 6 6
0111 7 7
1000 8 8
1001 9 9
1010 A 10
1011 B - 11
1100 C 12
1101 D 13
1110 E 14
1111 F 15

Table 2-3. Powers of 16

16N N 16—N
1 0 1
16 1 0.0625
256 2 0.00390625
4096 3 0.000244140625
65536 4 0.0000152587890625 ;
1048576 S 0.00000085367431640625
16777216 6 0.000000059604644775390625

Converting Decimal to Hexadecimal

The same thing holds true for converting decimal numbers to hexa-
decimal. You can use the subtraction method as in Fig. 2-3 or you can
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write the conversion like a division problem with changing divisors:

1AE, ¢ :
1 16 256 | 430
256 Note: All numbers are in
174 base 10 except quotient.
160
14

OTHER BINARY REPRESENTATIONS

So far, we have shown how binary representations are used for
writing numbers between 0—255 or signed numbers between — 127 to
+127. Obviously a computer must deal with other forms of data.
Three major formats are used by almost all personal computers. The
simplest involves assigning each of 128 binary values to represent
each letter in the alphabet including numbers and punctuation. In this
way, any type of written information can be stored within the computer
in binary form. As with almost all coding schemes, there is no correct
code, but the most popular is the ASCII code as shown in Appendix A.
The T/S 2086 uses ASCII code to store characters. It also assigns the
unused codes and the remaining 128 possible byte values to repre-
sent graphic characters, special operations, and the BASIC key-
words. The entire character set for the T/S 2068 is shown in Table
2-4.

Another data structure can be used to store integer numbers
greater than 256. This requires more than eight bits, so we use two
complete bytes. This gives us 16 bits to work with for a total of 65,536
different values. This should suffice for all but the largest numbers.

Numbers greater than 65,536 require more bytes to store them. To
represent very large numbers, another number format is used. This
format is called scientific notation and we will show how the computer
handles such numbers in the next chapter.

Finally, when we introduce machine language programming we will
come across another form of binary representation called binary
coded decimal (BCD). This notation allows two decimal numbers to be
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Table 2-4. T/S 2068 Character Set (ASCII Compatible)A

Code Character Code Character
# Not used 32 Space
1 Not used 33 !
2 Not used 34 “
3 Not used 35 #
4 Not used 36 3
5 Not used 37 %
6 PRINT comma 38 &
7 EDIT 39
8 Cursor Left 40 (
9 Cursor Right 41 )

18 Cursor Down 42
11 Cursor Up 43 +
12 DELETE 44
13 ENTER 45 -
14 Number (slug) 46 .
15 Not used 47 /
16 INK control 48 0
17 PAPER Control ' 49 1
18 FLASH Control 58 2
19 BRIGHT Control 51 3
280 INVERSE Control 52 4
21 OVER Control 38 5
22 AT Control 4 6
23 TAB Control S 7
24 Not used 56 8
25 Not used S7 9
26 Not used 58
27 Not used 59 ;
28 Not used 60 «
29 Not used 6l =
30 Not used 62 >
31 Not used 63 *?
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Table 2-4 — cont. T/S 2068 Character Set

(ASCII Compatible)
Code Character Code Character
64 @ 9% £
65 A 97 a
66 B 98 b
67 C 99 c.
68 D 108 d
63 E 101 e
79 F 192 f
71 G 183 g
72 H 104 h
73 1 105 i
74 ] 186 j
75 K 107 k
76 L 198 1
77 M 19 m
78 N 116 n
79 O 111 o
80 P 112 p
81 Q 113 g
82 R 114 r
83 S 115 s
84 T 116 t
85 U 117 u
86 V 118 v
87 W 119 w
88 X 120 x
89 Y 121 y
9@ Z 122 z
91 [ 123 {(ONERR)
92 / 124 STICK
93 ] 125 } (SOUND)
94 = 126 FREE
95 127 © (RESET)
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Table 2-4 —cont. T/S 2068 Character Set
(ASCII Compatible)

3

Code Character Code Character
128 [ 160 (q)
128 ™ 161 (@
139 & 162 (s)
131 ™ . i63 (1)
132 [« 164 (u)
133 (A 165 RND
134 & 166 INKEY$
135 W 167 PI
136 {1 168 FN
137 M 169 POINT
138 K 170 SCREENS$
139 B 171 ATTR
140 172 AT
141 WA 173 TAB
142 174 VALS$
143 W 175 CODE
144 (o) 176 VAL
145 (b) 177 LEN
146 (c) , 178 SIN
147 (d) 179 COS
148 (e) 180 TAN
143 ) 181 ASN
158 (g) 182 ACS
151 (h) 183 ATN
152 (i) 184 LN
153 (j) user 185 EXP
154 (k) graphics 186 INT
185 (1) 187 SQR
156 (m) 188 SGN
157 (n) 189 ABS
158 (o) 199 PEEK
159 (p) 191 IN




46 Timex/Sinclair 2068 Intermediate/Advanced Guide

Table 2—4 — cont. T/S 2068 Character Set

(ASCII Compatible)

Code Character Code Character
192 USR 224 LPRINT
193 STR$ 225 LLIST
194 CHRS$ 226 STOP
195 NOT 227 READ
196 BIN 228 DATA
197 OR ' 229 RESTORE
198 AND 238 NEW
199 (= 231 BORDER
200 = 232 CONTINUE
201 o 233 DIM
202 LINE 234 REM
203 THEN 235 FOR
204 TO 236 GOTO
205 STEP 237 GO SUB
206 DEF FN 238 INPUT
207 CAT 239 LOAD
208 FORMAT 249 LIST
209 MOVE 241 LET
219 ERASE 242 PAUSE
211 OPEN # 243 NEXT
212 CLOSE # 244 POKE
213 MERGE 245 PRINT
214 VERIFY 246 PLOT
215 BEEP 247 RUN
216 CIRCLE 248 SAVE
217 INK ' 249 RANDOMIZE
218 PAPER 258 IF
219 FLASH 251 CLS
220 BRIGHT 252 DRAW
221 INVERSE 253 CLEAR
222 OVER ' 254 RETURN
223 OUT 255 COPY
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“packed” into an 8-bit byte as shown in Fig. 2-6. While this is not as
efficient as true binary notation, it can eliminate errors that creep in
during the binary/decimal conversions. (With binary fractions for
instance, we often have to round off to a fixed number of binary
places.) ' '

BINARY 7 BINARY 4

749= J0 1 1 1]o 1 0 o0

'Fig. 2-6. Binary Coded Decimal notation.
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Exploring the T/S 2068
BASIC

T/S 2068 OPERATING SYSTEM

When the T/S 2068 is first turned on, a few horizontal bars appear
on the screen, possibly some flashes, and then the title page comes
up with the Sinclair and Timex copyright notices. You may have
assumed that the computer was just warming up, like the picture tube
does in your tv set. Actually, there are no parts inside the T/S 2068 that
need to warm up to operate. The instant that you turn on the power, the
computer begins executing a program called the operating system
that resides inside the computer in ROM.

With few exceptions, whenever power is applied to the Z80, it
aftempts to execute a program. In a sense, the CPU is like a robot
blindly carrying out its duty. it looks at an internal counter to see what
memory address holds its next instruction, reads that instruction, and
then tries to perform whatever function is called for. As we will see in
Chapter 4, the Z80 CPU can be forced to begin executing its program
at the start of memory, namely address 0000. By placing ROM at this
address, the computer can be made to perform in a predictable
manner. Every time the computer is turned on it will begin executing
whatever program is stored in the ROM.

Initialization

In the T/S 2068, ROM contains a program that initializes the com-
puter and sets it up to accept commands typed on the keyboard by the
user. Even after the copyright page has been displayed and the
computer just seems to be sitting there, it is really still executing a
program.

48
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At the same time, another circuit inside the T/S 2068 generates the'
video display that you see on your tv or monitor. This circuit uses a .
portion of the T/S 2068’s RAM to store a digital pattern similar to what
is displayed. When the computer is first turned on, the contents of this
portion of RAM (as well as the rest of RAM) is unknown. Aimost any
value can be present in any given RAM location. Because the RAM
chips are very symmetrical in design, however, it is likely that many
locations have the same value. Because of this, we usually see a
- regular pattern on the screen, such as a few horizontal bars.

As the initialization routine stored in ROM begins to execute, one of
the first things it does is to check how much RAM is in the machine. In
doing this, almost every byte of RAM is set to zero. You can easily
check this for yourself. Turn on the computer and immediately PEEK at
any location between 26800 and 65300. You will find a value of zero at
all of these locations.

Initialization of the T/S 2068 also includes checking for ROM con-
tained in a Timex Command Cartridge. Depending on the amount of
RAM you have in your computer, the type of cartridge (if any), and
certain other peripherals, the initialization program partitions off sec-
tions of RAM. Certain areas of RAM are reserved for the video display
information, system housekeeping chores, the BASIC program and its
variables, peripherals such as a printer, etc. If a cartridge has been
installed, then the computer may continue by executing the program
on that cartridge. Otherwise, the standard operating system program
contained within the T/S 2068 will continue executing.

By Your Command . . .

After a few seconds, the initialization routine is completed leaving a
blank screen with two copyright notices. At this point, the computer
does not know what you want it to do, so it enters a routine that waits for
further instructions. The only way of communicating our instructions to
the computer is by typing them in on the keyboard. Therefore the
major function of this routine is to determine when we have depressed
a key and which key that is. Furthermore, this routine must keep track
of all the keys typed until the ENTER key is pressed. This is because
the computer cannot determine what you want it to do until the entire
command has been entered and the ENTER key pressed.

While the computer is waiting for you to type in a command, it takes
care of a few housekeeping chores. These include updating the video
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display and keeping a running “frame counter” (more on these later).
Also, whenever a key is pressed and held down for more than half a
second, this routine automatically simulates the action of repeatedly
pressing and releasing that key. This is known as the auto-repeat
function. The actual delay before a key begins to repedt and the repeat
rate are both controlled in software. In Chapter 15, we will show how
these values can be changed with a simple POKE statement.

As we continue typing in our command, the computer stores each
character in a small section of RAM called the edit buffer. The actual
location of this buffer changes as new commands or program lines are
entered but the computer always keeps track of where it is. When the
ENTER key is finally pressed, the operating system then begins to
process the command.

The first thing that it does is to invoke a routine called a parser which
examines the line of characters that were typed and which are now
sitting in the edit buffer. It is the parser’s job to figure out what com-
mand, if any, is being given to the computer. The first task of the parser
is to determine whether a direct command or a BASIC program line
has been entered. This is done by looking at the first character in the
line. If it is a number, then the entire line is interpreted as a BASIC
program line; otherwise, it must be a direct command. We’'ll discuss
the latter case first. .

After determining that this is a direct command, the parser con-
tinues to scan each character of the line. If the entry contains any
syntax errors, it is reported by placing a question mark in front of the
offending character. Assuming there are no errors, the parser then
determines what action to take and transfers control to the proper
routine in the system ROM. Each of the T/S 2068 commands has an
appropriate machine language program, or subroutine, which handles
that command. If the command requires further data such as a vari-
able name, constant, numeric expression, etc., then the parser con-
tinues scanning the buffer for these pieces.

A TUTORIAL ON THE T/S 2068 BASIC INTERPRETER

Most of the system ROM contains a program called the BASIC
interpreter. This is the program that allows us to communicate with the
T/S 2068 in an English-like manner. The interpreter program is written
in machine language and integrated into the operating system. An
interpreter program is interesting in that it allows us to write and
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execute programs using a higher level language such as BASIC. But
as far as the CPU is concerned, it is always running the interpreter
program. The job of the interpreter, therefore, is to translate BASIC
commands into an appropriate sequence of machine language
instructions.

One of the advantages of using a higher level language is that you
do not have to keep track of absolute memory locations. When writing
a program and/or storing data in the computer, everything gets broken
down into a series of bytes. Since all 65,535 bytes look alike to the
Z80, there is a problem in keeping track of which bytes hold what
information. When you write programs in machine language, itis up to
you to keep things straight. This can become very complicated and itis
a major reason why higher level languages were developed. In BASIC
for instance, we only have to say:

LETa =23

to create a variable in RAM and store the value of three there. We have
no idea as to the exact memory location(s) where “a” is to be found,
but we can always get the current value of the variable by simply
referring to it as “a.” This, of course, makes programming much easier
but limits the program’s speed and versatility. One way to get around
these limitations is to include machine language routines in your
BASIC programs (or, of course, write the programs entirely in machine
language). Part Two of this book is devoted to this subject. First,
however, we’ll examine the T/S 2068 BASIC interpreter in more detail.

At this point, we can begin to talk about the specifics of the T/S 2068
BASIC interpreter and how it works. Fortunately, we can use the
computer itself to explain many of these functions. To do this, we will
make extensive use of the PEEK and POKE statements. This is
because we need to work with absolute memory locations and the T/S
2068 only speaks BASIC when it is first furned on. Just to make sure
that you understand PEEK and POKE, let's take a moment to look at
them in some detail.

The PEEK Command

'The PEEK command is used to look at the contents of a single byte
in memory. Any valid address (in the range of 0—65,535) can be
examined. It does not matter what type of memory is located at that
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address. The Z80 CPU will simply go to that location and see what
data is there. If there is no circuit device mapped into that address,
then the data read by the Z80 will be meaningless. If there is RAM or
ROM there, then the information (one byte’s worth) will be read out by
the Z80 and then relayed to the program or display.

Since all data read by the PEEK statement consists of one byte, the
result will always be in the range of 0-255. This result can be printed on
the screen by a command such as:

PRINT PEEK 2

The resuit of entering this command is the number 243 printed on the
screen. This is the value stored at that location and it will always be
there. That is because this data is stored in ROM and therefore all T/S
2068s will display the same results. There are actually over 16,000
bytes to choose from for which we can predict the PEEK results.

The result from a PEEK can also be assigned to a variable, for
example:

LET a = PEEK 10090

Quite often, computers must deal with numbers greater than 255. A
16-bit memory address, for example, requires two adjoining bytes.
One byte holds the lower eight bits of the address or the least signifi-
cant byte. The next memory location then contains the upper eight
bits or the most significant byte. These are also referred to as the low
and high bytes respectively. Although we would normally write the
high byte first followed by the low byte, in most cases, the computer
finds it more convenient to store the low byte first. It is the location of
this byte that is usually referred to when describing the location of a 2-
byte number. The high byte is therefore found at the next higher
memory location.

When using the PEEK function to examine a 16-bit number, we must
use the formula:

PEEK n + 256 * PEEK (n+1)

For example, to find the starting address of a BASIC program in the
T/S 2068, we wouid type:

PRINT PEEK 23835 + 256 * PEEK 23838
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The POKE Command

The POKE command allows us to place whatever value we desire
into any RAM location. Although we could POKE to any valid memory
address, unless there is RAM located at that address (or some other
device capable of storing information) the data POKEd will be lost. For
example, if we POKE to a ROM location, nothing much will happen.
Try:

POKE 2+ 0

Then:
PRINT PEEK @

Note that the data at location 0 has not changed from the previous
PEEK. This data is permanently stored in the computer's ROM and
cannot be changed. Also note that the POKE command requires two
parameters: the address to be changed and the data to be put there.
Again, the address must be valid (0-65,535) as well as the data
(0-255). Otherwise, an “integer out of range” error will be reported.

If we try the last example with a “good” memory address (i.e., one
containing RAM and not reserved for system use), we can verify the
results of a POKE command.

POKE 30000 19

PRINT PEEK 30000

POKE 30000 :33

PRINT PEEK 30209
etc.

There are many ways to POKE 16-bit numbers, but none ofthem are
elegant. One way to POKE a 16-bit value “data” into the two bytes
starting at “address” would be:

LET temp=INT (data/256)
POKE address, data-temp*256: POKE address + 1, temp

Now that we have the digging tools (PEEK and POKE), we are ready
to explore the inner workings of the T/S 2068 BASIC. Our exploration
will be divided into two parts since there are two parts to any BASIC
program: the program itself and the variables, or data, that it uses.
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These two items are stored in different areas of the computer's RAM
and the first job will be to find out where they are. Their location
depends on a variety of factors, and indeed, as we use the computer
(entering program lines for example), these areas can even move
around! Fortunately, we know that the computer must keep track of
their location. It does this by maintaining a table of pointers, sort of an
index, to various memory locations that it needs. These pointers are
stored in the RAM area reserved for system use. A complete list can be
found in Appendix D of the T/S 2068 User Manual, but for now we will
only be concerned with two of them. The first is called PROG and is
located at address 23635 (plus 23636, since it is a two-byte number).
This pointer always indicates the memory location where the image of
your BASIC program resides. We will cover this in more detail later.

The other pointer we will need is called VARS. As you might guess,
this tells us where the variables are located. By the way, names such
as PROG and VARS are used only for convenience — to help you
remember what they are used for. These terms have no special
meaning to the computer.

VARIABLE STORAGE

CAUTION: As you follow along with your computer, it is imperative
that you enter each example precisely. Do not skip any or try some
different wording. If you do, the memory addresses given will not be
valid.

Integers
If we type the command:

LETa =1

into the computer we know that the BASIC interpreter will have to
create a variable called a and give it a value of 1. Creating a variable is
really nothing more than setting aside some memory for its value and
keeping track of the variable’s name and where it is located. An easy
way to do this is by keeping all variables together in a sort of list. That
is, as more variables are needed, simply add them to the bottom of the
list by placing them in the next higher memory location. Then as long



Exploring the T/S 2068 BASIC 55

as we make it clear where one variable starts and another ends, we
only have to keep track of the starting address for this list.

This is exactly what the T/S 2068 does as we will demonstrate with
the following exercise. When the computer-has just been turned on,
there will be no variable list, since no variables have been defined yet.
The beginning address for this table has been determined, however;.
and we can find this out by entering:

PRINT PEEK 23B27 + 256 % 23628

The number 26710 should appear after you press ENTER. Thus the
number 26710 is the starting address for a list of variables to be stored
in memory. To place some variables into the list we can start by
entering: .

LETa=1

The computer responds with:

¢0K,@:1

which, of course, just means that it has finished your command and
there were no errors. Although nothing else appears to have hap-
pened, we can check that a variable called ‘a’ has in fact been created
with a value of 1.

Since we know the starting address for the variable list, it stands to
reason that the variable “a” should be found there. So type:

PRINT PEEK 28710

If you've done everything correctly so far the result should be 97. If we
check the T/S 2068 character set in Table 25, we will find that 97 is
indeed the code for the letter “a.” So it would seem that the first byte
represents the name of the variable. The value of “a” must also be
stored here, so let’s do a few more PEEKS:

PRINT PEEK 26711 (@)
PRINT PEEK 26712 (8)
PRINT PEEK 26713 (1)
PRINT PEEK 26714 ()
PRINT PEEK 26715 (@)
PRINT PEEK 268716 (128)
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The number in parentheses is the result you should get from enter-
ing each statement. Typing in all of those PRINT statements is a bit
tedious. You may have realized that it could be done easier by using a
FOR . .. NEXT loop. This is true, but it would require us to define
another variable which we don’t want to do quite yet.:And, if you had
tried this by writing a BASIC program, the entire variable list would
move to a completely new location in memory!

Before we explain the results of these PEEK statements, it is impor-
tant to realize that there are three types of variables allowed in BASIC:
whole numbers (integers), real numbers (floating point), and strings
(characters). Each of these variable types use a different format for
storing its value. Furthermore, there are slightly different versions for
variables with single character names as opposed to longer names.
Finally, we will also examine the structure of numerical and string
arrays.

Getting back to our previous results, we can generalize the storage
of any single-letter, numeric variable within the T/S 2068 as shown in
Fig. 3-1.

The first byte equals the ASCIl code for the letter which is the
variable name. Fig 3—1 shows this in a slightly different fashion:

] 1 ] T

0 1 1
I ! | I 1
. .
v
letter — 60h
Jranay
\I/Afill}Bll_E leiMlE FIVE-BYTE INTEGER OR REAL NUMBER VALUE

0 1 1 LETTER-60h
Nt et peearereeed?

Fig. 3-1. Data structure for numeric variable with single letter name.

The reason for this format will become clear as we discuss the cother
types of variables. In this case, however, we can note that placing the
three bits 011 in front of any 5-bit value is equivalent to adding
01100000 to that number. Converting to hex, we find that this means
adding 60h. Therefore, adding 60h to “letter — 60h” just means that
the letter is stored as is.
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BYTE1 BYTE 2 BYTE 3 BYTE 4 BYTE S

0 SIGN LSB MSB 0

%
| N s \u 7 . 7 N >
ALWAYS 0=POSITIVE 16-BIT VALUE ALWAYS
ZERO FFh=NEGATIVE (LEAST SIGNIFICANT ZERO
(SIGNIFIES ‘BYTE FIRST)
INTEGER VALUE)

Fig. 3—-2. Data structure for an integer value (— 65535 to + 65535).

We will be using this technique of subtracting 60h from a letter’s
ASCIl code, so it does deserve some explanation. Since a variable
name must always begin with a letter, the first (or only) character in a
variable name can only take on 26 different values. This is also due to
the fact that the T/S 2068 treats upper-case and lower-case letters as if
they were the same (as far as variable names are concerned). Since
we only need 5 bits to describe 26 different items, the T/S 2068 steals
the remaining 3 bits of the first character in a variable name for
indicating what type of variable it is. :

For any numerical variable (integer and real) the next five bytes hold
the current value for that variable. In our example, the next byte is a
zero and this indicates that the value is stored in integer format. Fig.
3-2 outlines the significance of each byte in an integer data element.

Following the zero is a byte that represents the sign of the integer. It
will be zero if the number is positive, 255 (FFh) if the number is
negative. The next two bytes represent the lower and then higher byte
of a 16-bit value. In our example, if we write the two bytes together we
would get a value of 01 ,5¢ which, of course, is equal to the number 1.
This agrees with the value that we previously assigned using the LET.
statement. In general, the higher byte must be multiplied by 256 and
then added to the lower byte to determine its decimal value.

‘The fifth remaining byte of an integer variable will always be zero as
confirmed by the PEEK 26715. Finally, there is the value 128, which is
the last byte at which we onglnally PEEKed. This is used to signify the
end of the variable list.

If we now type:

LETb = -2
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then a second variable, ‘b’, should get added to the list. Check this by
typing: (I promise after this we'll use a FOR . . . NEXT loop):

3

PRINT PEEK 26716 (98) b

PRINT PEEK 26717 (2) integer
PRINT PEEK 26718 (255) negative
PRINT PEEK 267189 (234) 2
PRINT PEEK 26720 (253)

PRINT PEEK 26721 (2} always zero
PRINT PEEK 26722 (128) ' end of table

We've added some comments on the right to illustrate the results. As
you can see, the 128 at location 26716 has been replaced by a 98
which is the code for the letter b. The next byte is zero, signaling that
an integer value follows. The next byte is 255 which indicates that the
number is negative. The following two bytes when taken together form
the integer value. But 255 * 256 + 254 certainly does not equal 2. As
you may have guessed, the T/S 2068 stores a negative number using
its twos complement. notation. Check for yourself that this value is
indeed the correct result for a negative two. One way to determine the
decimal value of a negative integer is to subtract 131,072 from its
unsigned value (e.g., 255 x 256 + 254 = 131,070 — 131,072 = —2).

A good question to ask at this point might be: Why use five whole
bytes to store a number that could be put into two bytes plus one extra
bit? In fact, most other computers limit integers to one half of this range
(i.e., —32768 to +32767) and thereby only require two bytes for each
integer. The only possible answer is that it makes integer storage more
compatible with that of floating point numbers. These are described
next.

Floating Point

Many times we need to work with numbers larger than 65,535.
While we could always add more bytes to represent numbers of any
given size, it becomes much too inefficient as the number gets very
large. Furthermore, we also need some way to signify fractions such

as '2. The solution to both of these problems is to use scientific
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notation. Numbers stored this way are also called floating point num-
bers.

You may already be familiar with this technique from working in
BASIC. Whenever the computer needs to display a very large, or very
small number, it uses the form: '

X.YYyYE =nn

Where x.yyyy represents the mantissa and nn is the exponent. Of
course, we know that this is read as x.yyyy times ten to the nn power.
You should be able to see that scientific notation lets us represent very,
-very large (or small) numbers, although only a few significant figures
are retained.

The same procedure can be applied to writing binary numbers. Only
now the exponent represents powers of two instead of ten. If we assign
one byte to represent the exponent, then we would have a range of
0-255. We also need to consider negative exponents. A convenient
way to deal with this is to add 128 to the exponent before storing it and
then subtract it again to retrieve the correct number. Then the expo-
nent can have a value between —128 and +127. Raising two to these
powers gives us an equivalent range of about 10E —30 to 10E + 30.
This should certainly prove adequate for most jobs.

Therefore, whenever a number is too large to be stored as an
integer, or if it contains some fraction, binary scientific notation is used.
First the number must be normalized which means converting itto a
mantissa between %2 and 1. (This is equivalent to how we normalize
decimal numbers in scientific notation — where we require the number
on the left of the decimal point to be between 0 and 10). if the mantissa
is not already in this range, it is multiplied or divided by 2 as many
times as necessary until it is. Each time this is done, the exponent is
decreased or increased by one, to keep track of the correct value. With
the mantissa normalized and the correct exponent calculated, we are
almost ready to determine how it will be stored in memory.

First of all, we can arbitrarily decide how many bytes to use for the
mantissa. Many numbers will have an infinitely long mantissa just like
the decimal form of ¥ is .3333 . . . Therefore, many numbers will
require that the mantissa be rounded off to a fixed number of digits. In
the T/S 2068, floating point numbers are stored with a 4-byte, or 32-bit
mantissa. Thirty-two bits lets us represent numbers as high as
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| 1 ! I
EXPONENT
+128 FOUR BYTES —————
| | | I
i
EXPONENT 32 BIT MANTISSA
(LEADING 1 IMPLIED)
SIGN BIT
(0=POSITIVE)
(1=NEGATIVE)

Fig. 3-3